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Towards a fundamental understanding of our Universe
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Merging paradigms

Statistics

e.g. Bayesian Inference,
Probability Theory

Physics Applied Math

e.g. Physical e.g. Optimization,

Properties, Models Harmonic Analysis
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Scientific Al for the physical sciences

‘ @ Physics Enhanced Learning . Probabilistic Learning Intelligible Al
Augmentation } Bayesian Neural Networks } Explainability }
Physical properties } Generative Models } Interpretability }
Physical models } Bayesian Inference } Reliability }
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Scientific Al for the physical sciences

Physics Enhanced Learning

Embed physical understanding of the world into machine learning models.

(See review by Karniadakis et al. 2021.)

‘ @ Physics Enhanced Learning ‘ ‘ Probabilistic Learning ‘ ‘ Q Intelligible Al

Bayesian Neural Networks
Physical properties Generative Models Interpretability
Physical models Bayesian Inference Reliability
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Scientific Al for the physical sciences

Probabilistic Learning

Embed a probabilistic representation of data, models and/or outputs.

‘ @ Physics Enhanced Learning ‘ . Probabilistic Learning Q Intelligible Al

Bayesian Neural Networks Explainability
Physical properties Generative Models Interpretability
Physical models Bayesian Inference Reliability

(See Murray 2022.)
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Scientific Al for the physical sciences

Intelligible Al

Machine learning methods that are able to be understood by humans.

(See Weld & Bansal 2018, Ras et al. 2020.)

‘ @ Physics Enhanced Learning ‘ ‘ Probabilistic Learning ‘ ‘ Q Intelligible Al

Bayesian Neural Networks
Physical properties Generative Models Interpretability
Physical models Bayesian Inference Reliability
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Some (very!) brief case studies

1. Differentiable Physics

2. Geometric & Equivariant Deep Learning
3. Generative Models for Textures

4. Accelerated Bayesian Inference

5. Denoising Diffusion MCMC for Imaging
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Differentiable Physics



Differentiable physics @

> Differentiable physical models Tlescape

Measurements ~ Model Neural Network

» Radio interferometric telescope
(Mars et al. 2023, 2024)

~ (~20dB)
o~ (~600x%) Classical Al model
» Weak gravitational lensing " Tolescope

Measurements Model

(Whitney et al. in prep.)

» JAX-Cosmo, CosmoPower-JAX
(Campagne et al. 2023, Spurio Mancini et al. 2021,
Piras et al. 2023)

Telescope Neural Network
Model —

Hybrid physics-enhanced Al model

Differentiable physics allows hybrid

e physics-enhanced Al models.


https://arxiv.org/abs/2301.10260
https://arxiv.org/abs/2405.08958
https://github.com/DifferentiableUniverseInitiative/jax_cosmo
https://github.com/DifferentiableUniverseInitiative/jax_cosmo
https://arxiv.org/abs/2302.05163
https://arxiv.org/abs/2106.03846
https://arxiv.org/abs/2305.06347
http://www.jasonmcewen.org

Differentiable physics @

> Differentiable mathematical methods

» Spherical harmonic transforms
(Price & McEwen 2024; s2fft code)

» Spherical wavelet transforms
(Price et al. 2024; s2wav code)
~ (~300x)

Differentiable and GPU-friendly recursions

Jason McEwen i
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Differentiable physics

> Differentiable mathematical methods
» Spherical harmonic transforms
(Price & McEwen 2024; s2fft code)
~s Computation time | (~400x)

» Spherical wavelet transforms
(Price et al. 2024; s2wav code)
~s Computation time | (~300x)

IR P G OIS & Jess Hintiney Differentiable and GPU-friendly recursions
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Geometric & Equivariant Deep Learning




Geometric & equivariant deep learning @

Cosmological observations made on the celestial sphere.

Jason McEwen 12


http://www.jasonmcewen.org

Geometric & equivariant deep learning @

Categorization of spherical CNN frameworks

Continuous Discrete Discrete-Continuous (DISCO)

& Equivariant © Not Equivariant @ Equivariant

© Not Scalable ® Scalable @ Scalable
(Cohen et al. 2018, Esteves et al. 2018,  (Jiang et al. 2019, Zhang et al. 2019, ( : s2ai
Kondor et al. 2018, , Perraudin et al. 2019, Cohen et al. code)

) 2019, ..)
Jason McEwen 13


https://arxiv.org/abs/1801.10130
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https://arxiv.org/abs/1806.09231
https://arxiv.org/abs/2010.11661
https://arxiv.org/abs/2102.02828
https://arxiv.org/abs/1901.02039
https://arxiv.org/abs/1907.12849
https://arxiv.org/abs/1810.12186
https://arxiv.org/abs/1902.04615
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Geometric & equivariant deep learning @

> 10” saving in compute and
10" saving in memory ECE

® Unknown
Beam
Board
Bookcase
Ceiling
Chair
Clutter
Column
Door
Floor
Sofa
Table
Wall
Window
Invalid

(for 4k spherical image).

> SOTA performance on variety of
benchmark problems
(classification, depth estimation,

Truth

semantic segmentation). DISCO

Semantic segmentation for 2D3DS data-set.
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Geometric & equivariant deep learning @

> 10° saving

n compute and
10" saving in memory

@ Unknown
Beam
Board
Bookcase

(for 4k spherical image).

® Ceiling
. Chair

> SOTA performance on variety of o cue
benchmark problems o Door
(classification, depth estimation, 2 e
Wall

Window

semantic segmentation). DISCO

Invalid

e

LS ] . -
Semantic segmentation for 2D3DS data-set.
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Generative Models for Textures




Why not use standard Al generative models?

Standard machine learning techniques:

> require substantial training data (which we often do not have);
> suffers covariate shift (i.e. change in physical model);

> fails to capture symmetries of data (unless encode in model architecture).

Jason McEwen 15
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Why not use standard Al generative models?

Standard machine learning techniques:

> require substantial training data (which we often do not have);
> suffers covariate shift (i.e. change in physical model);
> fails to capture symmetries of data (unless encode in model architecture).

=

> Wavelet scattering networks inspired by CNNs but designed rather than learned
filters (Mallat 2012).

> Extend to spherical scattering networks (McEwen et al. 2022).

Jason McEwen 15
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Scattering transform on the sphere @ Q

Spherical scattering propagator for scale j:

UG = I . u l u

j=3.y=0° =3, y=12° j=3.y=144°

Orthographic plot of spherical wavelets.

Jason McEwen 16
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Scattering transform on the sphere @ Q

Spherical scattering propagator for scale j:

UL = Ifx vl
Spherical cascade of propagators: 0 ‘ ‘

j=3.y=0° =3, y=12° j=3.y=144°

UIPIF = 11 % 45 % @ -« % - “‘

Orthographic plot of spherical wavelets.
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Scattering transform on the sphere @ Q

Spherical scattering propagator for scale j:

UL = Ifx vl
Spherical cascade of propagators: 0 ‘ ‘

j=3.y=0° =3, y=12° j=3.y=144°

UIPIF = 11 % 45 % @ -« % - “‘

Scattering coefficients:
Orthographic plot of spherical wavelets.

SIplf = IIf %y, | * W, | - - o x by, | * &

Jason McEwen 16
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Isometric invariance @ Q

Isometric Invariance
Let ¢ € Isom(S?), then there exists a constant C such that for all f € L(S?),

1Spf = S Vefllz < CL2(D +1)"/2 X2 |[¢lloo Ifl2-

Difference in representation.

Scattering network representation is invariant to isometries up to a scale .

Jason McEwen 17


http://www.jasonmcewen.org

Stability to diffeomorphisms @ Q

Stability to Diffeomorphisms

Let ¢ € Diff(S?). If ¢ = ¢ o & for some isometry ¢; € Isom(S?) and diffeomorphism
(; € Diff(S?), then there exists a constant C such that for all f € L?(S?),

IS8of = SeoVefll2 < CL2[L% [IGalloo + LY2(D +1)'2X0 [|Gilloo TIfll2-

Difference in representation.

Scattering network representation is stable to small diffeomorphisms about isometry .

Jason McEwen 18
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Spherical scattering covariance for generative modelling @ Q

(Mousset, Allys, Price, et al. McEwen 2024; s2scat code)

Scattering covariance statistics:

TSI f=E[[fx4al].

2. SNf=E[Ifxval*].

3. S3[M, Ao] f = Cov [ fxtn,, [f x| x 2, |.

4. SulM, Aoy A3] f = Cov[ |fx x| % Wxs, [F % x| x x|

Jason McEwen 19
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Spherical scattering covariance for generative modelling @ Q

(Mousset, Allys, Price, et al. McEwen 2024; s2scat code)

Scattering covariance statistics:

T SIAIf=E[[fx9a].

2. SNf=E[Ifxval*].

3. S3[M, Ao] f = Cov [ fxtn,, [f x| x 2, |.

4. SulM, Aoy A3] f = Cov[ |fx x| % Wxs, [F % x| x x|

Generative modelling by matching set of scattering covariance statistics S(f) with a
(single) target simulation:
mfi” 1S(f) - S(ftarget)||2~

Jason McEwen 19


https://arxiv.org/abs/2407.07007
https://github.com/astro-informatics/s2scat
http://www.jasonmcewen.org

Generative modelling of cosmic textures (LSS)

Which field is emulated and which simulated?

Logarithm (for visualization) of cosmological weak lensing field.

Jason McEwen 20
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Generative modelling of cosmic textures (LSS)

Which field is emulated and which simulated?

Logarithm

Jason McEwen Matt Price 20
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Accelerated Bayesian Inference




Bayesian inference

Bayes’ theorem

likelihood prior
p(y[6,M) p(6|M)
p(oly,M) =
posterior Py M)
evidence

for parameters §, model M and observed data y.

Jason McEwen 21
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Bayesian inference @ Q

Bayes’ theorem

likelihood prior likelihood  prior
p(y[6,M) p(6|M) L) w(0)
posterior ply M) ,
evidence evidence

for parameters §, model M and observed data y.
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Bayesian inference @ Q

Bayes’ theorem

likelihood prior likelihood  prior
p(y[6,M) p(6|M) L) w(0)
posterior ply M) ,
evidence evidence

for parameters §, model M and observed data y.

For parameter estimation, typically draw samples from the posterior by Markov chain
Monte Carlo (MCMC) sampling.
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Bayesian inference @ Q

Bayes’ theorem

likelihood prior likelihood  prior
p(y[6,M) p(6|M) L) w(0)
posterior ply M) ,
evidence evidence

for parameters §, model M and observed data y.

For parameter estimation, typically draw samples from the posterior by Markov chain
Monte Carlo (MCMC) sampling.

For model selection, must compute Bayesian evidence (marginal likelihood):

z=py|M) = [ a8 £6)w(6) .

Jason McEwen 21
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New paradigm for accelerated Bayesian inference @ Q

Leverage recent machine learning developments and underlying technology.

Four pillars of a new paradigm (Piras et al. 2024):

Jason McEwen 22
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New paradigm for accelerated Bayesian inference @ Q

Leverage recent machine learning developments and underlying technology.

Four pillars of a new paradigm (Piras et al. 2024):
1. Emulation, e.g. CosmoPower-JAX
(Spurio Mancini et al. 2021, Piras et al. 2023).
2. Differentiable and probabilistic programming, e.g. JAX, NumPyro.
3. Scalable MCMC that exploit gradients, e.g. NUTS.

4. Decoupled and scalable Bayesian model selection, e.g. learned harmonic mean that

leverages normalizing flows
(McEwen et al. 2021, Spurio Mancini et al. 2022, Polanska et al. 2024, Piras et al. 2024; harmonic code) .

Jason McEwen 22
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Learned harmonic mean estimator for Bayesian evidence @ Q

> Requires posterior samples only Accelerated Bayesian inference (Piras et al. 2024)

~ Evidence almost for free 37 parameter cosmic shear analysis of LCDM vs wowqCDM

> Agnostic to sampling technique > CAMB + PolyChord ~~
~ Leverage efficient samplers > CosmoPower-JAX + NumPyro/NUTS 4+ Harmonic
~ Simulation-based inference (SBI) ~

= Yeteiionsl it 157 parameter 3x2pt analysis of LCDM vs wow,CDM

> Scale to high-dimensions > CAMB + PolyChord ~
~~ Normalizing flows > CosmoPower-JAX + NumPyro/NUTS + Harmonic

Jason McEwen 23
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Learned harmonic mean estimator for Bayesian evidence @ Q

> Requires posterior samples only Accelerated Bayesian inference (Piras et al. 2024)

~ Evidence almost for free 37 parameter cosmic shear analysis of LCDM vs wowqCDM

> Agnostic to sampling technique > CAMB + PolyChord ~~
« Leverage efficient samplers > CosmoPower-JAX + NumPyro/NUTS + Harmonic
~ Simulation-based inference (SBI) ~

= Yeteiionsl it 157 parameter 3x2pt analysis of LCDM vs wow,CDM

> Scale to high-dimensions > CAMB + PolyChord ~
~~ Normalizing flows > CosmoPower-JAX + NumPyro/NUTS + Harmonic

g =
Jason McEwen Alicja Polanska Matt Price E
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Denoising Diffusion MCMC for Imaging




High-dimensional inverse imaging problems

Classical high-dimensional imaging problems often consider Gaussian likelihood and
sparsity-promoting prior (e.g. in wavelet representation W):

p(y1x) o< exp(~[ly = dx[[5/(20%)  p(x) ox exp(~[Wxi])

Likelihood Prior

Jason McEwen 24
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High-dimensional inverse imaging problems

Classical high-dimensional imaging problems often consider Gaussian likelihood and
sparsity-promoting prior (e.g. in wavelet representation W):

p(y1x) o< exp(~[ly = dx[[5/(20%)  p(x) ox exp(~[Wxi])

Likelihood Prior

Often compute MAP estimator (variational regularisation) by convex optimization:

argmaxlog p(x|y) = arg min[ ||y—¢x||§ + Awix|);
X X
Data fidelity Regulariser
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High-dimensional inverse imaging problems

Often compute MAP estimator (variational regularisation) by convex optimization:

. 2
arg maxlog p(x|y) = arg min ||y—¢x||2 + Awix|);
X X
Data fidelity Regulariser
= Alternatively, sample posterior to (parameter estimation and

model selection).

Jason McEwen 24
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Proximal nested sampling

(Cai, McEwen & Pereyra 2021):

> Constrained nested sampling formulation;
> Langevin diffusion MCMC sampling;

> Proximal calculus Moreau-Yosida approximation of constraint.

Jason McEwen 25
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Proximal nested sampling

(Cai, McEwen & Pereyra 2021):

> Constrained nested sampling formulation;
> Langevin diffusion MCMC sampling;

> Proximal calculus Moreau-Yosida approximation of constraint.

Proximal nested sampling Markov chain:

x(F+D) = x(R) 1 gV log m(x()) — % [x® — prox, ., (x)] + Vow*+D

Jason McEwen 25
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Tweedie’s formula @ Q

Handcrafted priors (e.g. promoting sparsity in a wavelet basis) are not expressive enough
= (McEwen et al. 2023).

Jason McEwen 26
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Tweedie’s formula @ Q

Handcrafted priors (e.g. promoting sparsity in a wavelet basis) are not expressive enough
= (McEwen et al. 2023).

Tweedie's formula
Consider noisy observations z ~ N(x, a?I) of x sampled from some underlying prior.

formula gives the posterior expectation of x given z as
E(x|z) = z+ 0’V log p(2),

where p(z) is the marginal distribution of z.

Jason McEwen 26
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Tweedie’s formula @ Q

Handcrafted priors (e.g. promoting sparsity in a wavelet basis) are not expressive enough
= (McEwen et al. 2023).

Tweedie's formula
Consider noisy observations z ~ N(x, a?I) of x sampled from some underlying prior.

formula gives the posterior expectation of x given z as
E(x|z) = z+ 0’V log p(2),
where p(z) is the marginal distribution of z.

> Can be interpreted as a denoising strategy.

> Score of by

Vlog me(X) = ¢ '(Dc(X) — x).

Jason McEwen 26
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Hand-crafted vs data-driven priors @

Consider simple Galaxy denoising inverse problem with:

> hand-crafted prior based on sparsity-promoting wavelet representation;
> data-driven priors based on a deep neural networks.
Ground Dirty Image DB8 Wavelets CRR-NN DnCNN
Truth PSNR: 27.21dB PSNR: 35.71dB PSNR: 39.80dB PSNR: 40.88dB
logZ: —3.59x10% logZ: —3.29x10% log Z: —3.28x10%
1.0 1.0 1.
0.8

0.6

0.4

0.2

0.0

Which model best?
> SNR = data-driven priors best but c

> Bayesian evidence = data-driven priors best ( ).

Jason McEwen 27
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Hand-crafted vs data-driven priors @ Q

Consider simple Galaxy denoising inverse problem with:

> hand-crafted prior based on sparsity-promoting wavelet representation;
> data-driven priors based on a deep neural networks.

Ground Dirty Image DB8 Wavelets CRR-NN DnCNN
Truth PSNR: 27.21dB PSNR: 35.71dB PSNR: 39.80dB PSNR: 40.88dB
logZ: —3.59x10% 10109 Z: —3.29x104 10 og Z: —3.28x104

1.0
0.8
0.6 0.6
0.4

0.2
0.0
Which model best? \ g
> SNR = data-driven pr? ] :
> Bayesian evidence —| RS ENCITS r|o ).
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Summary




{ @ Physics Enhanced Learning } {

Probabilistic Learning }

Q Intelligible Al

Augmentation
Physical properties
Physical models

Jason McEwen

Bayesian Neural Networks
Generative Models
Bayesian Inference

Explainability
Interpretability
Reliability

‘UCL CDT DIS

} neural fields

diffusion models

X

simulation-based
cnns

physics-informed

graph neural ne

denoising

unet

28


http://www.jasonmcewen.org

	Differentiable Physics
	Geometric & Equivariant Deep Learning
	Generative Models for Textures
	Accelerated Bayesian Inference
	Denoising Diffusion MCMC for Imaging
	Summary

