Analysis of cosmological observations
on the celestial sphere

Jason Douglas McEwen

Astrophysics Group, Cavendish Laboratory
and King’s College, University of Cambridge

A dissertation submitted for the degree of
Doctor of Philosophy
in the University of Cambridge
July 2006

c Jason McEwen 2006

Declaration

This dissertation is the result of work carried out in the Astrophysics Group of the Cavendish
Laboratory, Cambridge, between October 2003 and July 2006. This dissertation is my own work
and contains nothing which is the outcome of work done in collaboration with others, except
where stated explicitly. Throughout this dissertation the plural pronoun ‘we’ is used for stylistic
reasons and should be taken to refer to either the singular author, the reader and the author
or, when stated explicity, the author and collaborators. The form assumed should be apparent
from the context. No part of this dissertation has been submitted for a degree, diploma or other
qualification at this or any other university. The total length of this dissertation does not exceed
sixty thousand words.

Jason McEwen
July 2006

i

ii

Acknowledgements

A number of people have contributed both directly and indirectly to the completion of this
thesis. Firstly, I thank my two supervisors, Mike Hobson and Anthony Lasenby. Mike has been
a continual source of inspiration and guidance. His advice has been invaluable in deriving many
of the results presented in this thesis. Anthony has been a great source of scientific wisdom and
has provided much sound advice and guidance.
For financial support in the form of a Commonwealth Scholarship I gratefully acknowledge
the Association of Commonwealth Universities. I thank also King’s College and the Cavendish
Laboratory for financial support, including various travel grants, and the Cambridge Philosophical Society for a studentship and travel grant. This work would almost certainly not have been
completed without the support of these bodies.
A number of people have provided considerable assistance throughout the completion of this
thesis. Helen Brimmer and Dave Titterington have provided invaluable computing assistance,
with endless patience. Dave Green has very enthusiastically provided LATEX advice. Mark
Ashdown has been a much needed bridge between computing and theory, due to his excellent
knowledge of both. Anthony Challinor has explained a number of theory-related queries, clearly
and patiently. Daniel Mortlock has been a great source of support, providing many enlightening
discussions, and is a good tennis player, even without shoes! Particio Vielva and Enrique
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Summary

Observations of the cosmic microwave background (CMB) are made on the celestial sphere, thus
the geometry of the sphere must be taken into account in any analysis of full-sky CMB maps. In
this thesis, new harmonic analysis techniques on the sphere are derived and applied to a range
of analyses of the CMB in order to constrain and test the cosmological concordance model.
The extension of Euclidean wavelet analysis to a spherical manifold is addressed. The current
most satisfactory wavelet analysis on the sphere is reviewed and some minor practical extensions are made. In addition, a new directional wavelet analysis on the sphere is derived. This
methodology has the advantage that all operators are defined directly on the sphere, rather than
through associations made with the plane that typify alternative constructions. A fast algorithm
is derived to perform the spherical wavelet transforms, facilitating the analysis of large data-sets
of practical size.
A directional spherical wavelet analysis is performed to examine the Gaussianity of the CMB
anisotropies, highlighting significant deviations from Gaussianity in the Wilkinson Microwave
Anisotropy Probe (WMAP) CMB data. The wavelet analysis inherently affords the spatial localisation of regions that are the most likely sources of non-Gaussianity. Although the deviations
from Gaussianity observed may be due to unremoved contamination or systematics in the data,
they also could suggest more exotic non-standard cosmological scenarios.
Additional temperature fluctuations are induced in the CMB in models of the universe that
exhibit a global rotation, such as the Bianchi VIIh models. This may be one possible source of
the non-Gaussianity detected. A Bayesian approach to template fitting is taken to ascertain the
evidence of any Bianchi contribution in the WMAP data. A best-fit template is determined,
however evidence for this template is inconclusive. Furthermore, correcting the WMAP data for
the template does not eliminate the non-Gaussianity detected previously.
A directional spherical wavelet analysis is also applied to make a highly significant detection
of positive correlations between the WMAP and NRAO VLA Sky Survey (NVSS) data. This
correlation constitutes a detection of the integrated Sachs-Wolfe effect, thereby providing direct,
independent evidence for dark energy. Furthermore, the detection made in the data is compared
to theoretical predictions in order to constrain dark energy parameters.
The extension of optimal filter theory to the sphere is addressed also. Optimal matched
and scale adaptive filters are derived on the sphere to address the problem of detecting a nonazimuthally symmetric source embedded in a stochastic background process. The application
of optimal filtering to simple object detection is demonstrated successfully on simulated mock
data.
In summary, new analysis techniques are derived on the sphere and are applied to the CMB in
order to test the cosmological concordance model. The effectiveness of analysis techniques that
take the geometry of the sphere into account is illustrated by the highly significant detections
of physical process that are made.
v
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1

Introduction

A concordance model of modern cosmology has emerged only recently, explaining many different
observations of our universe to very good approximation. For example, the model describes the
existence of the relic radiation of the Big Bang, the large scale structure of the universe observed
today and the accelerating expansion of the universe apparent from supernovae observations. In
this thesis we focus on the relic radiation of the Big Bang – the cosmic microwave background
(CMB). The CMB provides an imprint of the infant universe and as such contains a wealth of
cosmological information. The recent evolution of precision cosmology, in which many cosmological parameters are tightly constrained, owes a great debt to progress made in understanding
and observing the CMB. The cosmological concordance model is reviewed briefly in the next
chapter; for now, let us consider the remarkable discovery of the CMB.
Gamow was an early advocate of the Big Bang model, pioneering work on light element
nucleosynthesis in the early universe [4, 73]. In order to obtain a reasonable helium abundance
from predictions, Gamow and his colleagues Alpher and Herman, realised in 1949 that the
universe was necessarily hot at the epoch of primordial nucleosynthesis and, as a consequence,
predicted the existence of an observable background of black-body cosmic radiation characterised
today by a temperature of 5K [3]. Unfortunately, this work was not widely known and no attempt
was made to detect the background radiation.
Dicke, apparently unaware of Gamow’s work, realised that nucleosynthesis in the early universe implied a background of cosmic radiation in the order of a few Kelvin and, in the early
1960s, set about detecting this radiation. In 1964 construction began on a Dicke radiometer to
measure the background radiation. Unknown to Dicke and collaborators, however, they were to
be narrowly beaten to the first detection of the CMB by a serendipitous discovery made only
60km away at Bell Laboratories.
In 1965 Penzias and Wilson were planning to use an extremely sensitive Dicke radiometer, originally built for satellite communication experiments, for radio astronomy. During the
calibration of their radiometer, Penzias and Wilson detected a mysterious noise that, after a
1
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painstaking examination of their equipment, they were unable to eliminate. On closer examination this noise signal appeared uniform over the sky, leading Penzias and Wilson to conclude
that it was not of galactic origin. However, Penzias and Wilson could provide no explanation
for the source of this observed background signal.
It was not until a friend informed Penzias of a preprint written by Peebles (a colleague of
Dicke) on the possibility of detecting a background radiation of cosmic origin that Penzias and
Wilson began to realise the origin and significance of their mysterious noise. Penzias contacted
Dicke and in time it was confirmed that the mysterious noise detected by Penzias and Wilson
was indeed the CMB, to which Dicke famously quipped “Boys, we’ve been scooped!” Companion
papers were published to report this first detection. Penzias and Wilson presented the detection
[153], while Dicke, Peebles and collaborators made the cosmological connection to the CMB [58].
Since the pioneering first detection of the CMB many experiments have been performed to
measure the CMB at ever increasing resolution and precision. These observations have provided
strong evidence in support of the standard cosmological model and have allowed cosmological
parameters to be estimated to high precision. Nevertheless, the finer details of the cosmological
model that describes our universe are still under much debate. More exotic non-standard models
exist that make slightly different predictions. Now that the era of precision cosmology has
arrived, the ability to test these finer details is beginning to emerge. Although the differences
between observations predicted by the various cosmological models are only small, the models
themselves can have wide ranging implications on the nature of our universe.
The focus of this thesis is two-fold. The CMB is inherently observed on the celestial sphere.
When considering full-sky observations of the CMB it is necessary to take into account the
geometry of the unit sphere that these observations are made on. One focus of this thesis is to
address the extension of various harmonic analysis techniques to a spherical manifold. These
extensions are of theoretical interest in their own right, however they are of practical use also.
The second focus of this thesis is the application of these new techniques to various analyses of
full-sky CMB data in order to constrain and test the cosmological concordance model.

1.1 Outline
The remainder of this thesis is structured as follows.
In Chapter 2 we review the cosmological and mathematical foundations upon which the work
performed in the remainder of this thesis is based.
In Chapter 3 we address the extension of a wavelet analysis to the sphere, reviewing the
current most satisfactory spherical wavelet transform, before we present the derivation of
a new spherical wavelet methodology that is defined directly on the sphere. Fast algorithms
to perform the wavelet analysis are derived also.
In Chapter 4 we perform a spherical wavelet analysis to test the Gaussianity of CMB data.
The wavelet analysis inherently allows the most likely sources of non-Gaussianity to be
localised on the sky.

1.1. OUTLINE

In Chapter 5 we examine the possibility of a Bianchi VIIh contribution to the CMB due to a
global rotation of the universe. The best-fit Bianchi template is used to correct CMB data
to determine whether it may be the source of non-Gaussianity detected in Chapter 4.
In Chapter 6 we perform a spherical wavelet analysis to detect a cross-correlation between the
CMB and the local matter distribution of the universe that is indicative of the integrated
Sachs-Wolfe effect. The detection of this effect is direct, independent evidence for dark
energy and is used to constrain the dark energy parameters of cosmological models.
In Chapter 7 we extend optimal filter theory to the sphere. Optimal filters are derived in the
context of detecting compact objects embedded in a stochastic background process. The
application of optimal filtering to simple object detection is demonstrated successfully on
simulated mock data.
In Chapter 8 we present concluding remarks, summarising the work performed in this thesis
and outlining promising avenues of future research.

3
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Cosmological and mathematical background

In this chapter we describe the cosmological foundation upon which the work performed in
subsequent chapters of this thesis is based. The cosmological setting is defined in terms of the
Big Bang model and the inflationary paradigm. The origin of the CMB in this setting is then
discussed, accompanied by an explanation of the physical processes responsible for the primary
and secondary anisotropies of the CMB. The statistical properties of the CMB anisotropies are
defined, before a very brief review of CMB observations is presented. Structure formation in the
universe is briefly discussed also. Finally, some mathematical preliminaries are presented that
are required in the analyses performed in subsequent chapters.

2.1 Big Bang
With great reluctance humankind has gradually relinquished its egocentric world view. Copernicus was primarily responsible for this paradigm shift. The notion of a heliocentric solar system,
reinvented1 by Copernicus in c.1543, gradually, after overcoming much resistance, replaced the
geocentric model. This bold new idea contradicted the scientific and religious dogma of the
time, initiating a revolution in scientific thinking and freedom. Copernicus himself realised the
revolutionary nature of his views:
“... when I considered this carefully, the contempt which I had to fear because of the
novelty and apparent absurdity of my view, nearly induced me to abandon utterly the
work I had begun.”
Nicolaus Copernicus (1543)
1

Aristarchus first proposed the heliocentric model of the solar system in 270 B.C., however this idea was beyond
of the physics of the time. Inconsistencies between the heliocentric model and the physical understanding of the
time saw the model discarded. The destruction of the library of Alexandra in 272 A.D. and the adoption of the
geocentric model by the Roman Catholic Church saw this model accepted as doctrine, and it was hundreds of
years before this was questioned again.

5
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The modern equivalent of the Copernican principle in the setting of cosmology is termed
the cosmological principle. The cosmological principle states that on large scales the universe
is homogeneous and isotropic. That is, the universe looks essentially the same to observers at
different locations and to an observer looking out in different directions. Although postulated
initially for aesthetic or philosophical reasons stemming from the Copernican principle, the cosmological principle is now well grounded empirically. From the high degree of isotropy observed
in the CMB and galaxy distributions, we know now that the universe does indeed satisfy the
cosmological principle, however not on the scale of stars as first assumed by Einstein and others,
but on the cosmological scales of galaxies and clusters of galaxies.
General relativity provides the mathematical framework to describe the universe as a whole.
The most general space-time metric that satisfies the cosmological principle is the FriedmannRobertson-Walker (FRW) metric:

dr2
2
2
2
2
+ r (dθ + sin θ dφ ) ,
ds = c dt − R (t)
1 − kr2
2

2

2



2

(2.1)

where t is cosmic time, (r, θ, φ) are spherical coordinates, R(t) is the scale factor and c is the
speed of light. Henceforth, natural units with c = 1 are used unless otherwise stated. There
exist three types of curvature for the local geometry of a homogeneous and isotropic space like
hyperspheres. These are characterised by the curvature constant k, which takes the values 1, 0
and -1 for the three cases of spherical (positive curvature), flat (zero curvature) and hyperbolic
(negative curvature) geometries respectively.
The evolution of the scale factor is governed by the Friedmann equations (which may be
derived from the FRW metric in the context of general relativity):
Ṙ
R

!2

8πG
k
Λ
ρ− 2 +
3
R
3

(2.2)

R̈
4πG(ρ + 3p) Λ
=−
+ ,
R
3
3

(2.3)

=

and

where G is Newton’s gravitational constant, Λ is the cosmological constant and a dot above a
variable denotes a derivative with respect to cosmic time. In this setting the matter and radiation
of the universe are described by a homogeneous and isotropic perfect fluid with rest-mass energy
density ρc2 and pressure p. The cosmological constant Λ is a particular form of dark energy.
Dark energy represents the energy density of empty space and is described by a cosmological
fluid with negative pressure, acting as a repulsive force counteracting the attractive nature of
matter. In general, dark energy has an equation of state p = wρ, where w = −1 corresponds
to the case of a cosmological constant. Alternative more exotic forms of dark energy have also
been proposed where w evolves dynamically, such as quintessence or phantom models. Although
strong evidence in support of dark energy exists, a consistent model in the framework of particle
physics is lacking. Indeed, attempts to predict a cosmological constant using quantum field
theory of the vacuum energy density arising from zero-point fluctuations predict a value that
is too large by ∼ 10120 . Despite the lack of current understanding of dark energy, the so-
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called Friedmann-Lemaitre-Robertson-Walker (FLRW) model of the universe described by the
Friedmann equations, with primordial density perturbations added (the mechanism by which
density perturbations originate is discussed later), describe the dynamics of the universe to a
good approximation.
With a dynamic model of the universe essentially complete by 1930, which happened to
conflict with the prevailing assumption at the time of a static universe, observational evidence
was required to constrain the model. Fortuitously, about this time Hubble made observations of
Cepheid variable stars in spiral nebulae, enabling him to measure the distance to these objects.
Hubble discovered that the distances he measured were proportional roughly to the redshifts
associated with the objects, thereby providing direct observational evidence for an expanding
universe. Hubble’s Law is stated in terms of the proper distance to the object d and the recession
velocity v associated with the redshift:
v = H0 d ,

(2.4)

where H0 is the current value of the Hubble parameter. Identifying the Hubble parameter with
the FLRW model, one finds
H(t) =

Ṙ(t)
,
R(t)

(2.5)

where here the dependence of the Hubble parameter on time is made explicit (this explicit
notation is dropped later). The redshift z of an object due to the expansion of the universe
is defined as the relative change in wavelength between emission λe and observation λo , i.e.
z = (λo − λe )/λe , and may be related to the cosmological scale factor by 1 + z = R(to )/R(te ),
where R(to ) is the scale factor today and R(te ) is the scale factor at emission.
A consistent understanding of the universe from both theoretical and observational standpoints was finally achieved by 1931. During this year Einstein visited Hubble at Mount Wilson
Observatory to thank him personally for providing the observational evidence to support modern cosmology. It was accepted generally that the universe was expanding. By extrapolating
into the past the Big Band model was proposed, consisting of a universe that began from a
gravitational singularity and expanded and evolved into the universe observed today.

2.1.1 Classes of universe
Different classes of universes described by the FLRW model are characterised by the density
of various components. A natural density scale for the universe is obtained from (2.2) by
considering the density for which a universe absent of dark energy is flat (k = 0). This density
is termed the critical density and is given by
ρc =

3H 2
.
8πG

(2.6)
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It is insightful to relate the density of the matter and radiation components of the universe to
the critical density, to give the fractional densities
Ωm =

ρm
ρc

(2.7)

Ωr =

ρr
ρc

(2.8)

and

respectively, where the matter density may be decomposed further into the fractional density of
the various components that comprise the fluid: Ωb for the baryon component and Ωc for the
cold dark matter component. The radiation density today is small and may be neglected. An
analogous density may be defined for the cosmological constant and curvature, where
Λ
3H 2

(2.9)

−k
.
R2 H 2

(2.10)

ΩΛ =
and
Ωk =

The first Friedmann equation may be rewritten in terms of these relative densities:
Ωm + ΩΛ + Ωk = 1 ,

(2.11)

where the total density of the universe is given by Ωtotal = Ωm + ΩΛ . From the recast Friedmann
equation it is apparent that the curvature of the universe is governed by its total density. Three
classes of universe are obtained, termed open, flat and closed: in an open universe Ωtotal < 1
and the geometry of the universe is hyperbolic; in a flat universe Ωtotal = 1 and the geometry of
the universe is flat; in a closed universe Ωtotal > 1 and the geometry of the universe is spherical.

2.1.2 Successes and failures of the Big Bang model
The Big Bang model has proved very successful at describing a number of physical observations:
• Primordial nucleosynthesis: The predicted abundances of light elements such as deuterium, helium-3, helium-4 and lithium-7 are in very close accordance with observed values.
• Expansion of the universe: The expansion of the universe first observed by Hubble is
consistent with the model.
• Existence of the CMB: The existence and black-body spectrum of the CMB is predicted
(see Section 2.3 for more detail).
• Cosmological evolution of radio sources: Detailed observations of the evolution of star
formation, galaxy and quasar distributions, and larger structures provide strong evidence
for the Big Bang model.
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However, there are also a number of shortcomings of the model as currently stated:
• Horizon problem: The high degree of isotropy observed in the CMB includes regions
that could not have been in causal contact at last scattering.
• Flatness problem: A flat universe (Ωtotal = 1) is an unstable equilibrium in the current
model, hence it is very unlikely that the universe would be close to flat today. However,
observations suggest that the universe is indeed very close to flat.
• Monopole problem: Modern particle physics models predict the creation of a high
abundance of magnetic monopoles in the early universe as a consequence of grand unified
theories. Other exotic relic particles and topological defects are predicted also. Observations do not support these predictions.
• Structure formation problem: There is no mechanism in the model to generate the
density perturbations required to explain the smaller scale structure that is observed in
the universe today, such as galaxies and clusters of galaxies.
Additions to the theory that attempt to solve these problems are considered next.

2.2 Inflation
At a very early stage the universe is thought to have undergone a phase of rapid exponential expansion, increasing in size by many orders of magnitude. During this inflationary phase the scale
factor would have grown sufficiently fast to allow regions of the universe outside of the Hubble
distance to have been in causal contact prior to inflation. A period of accelerated expansion
would drive the density of the universe close to critical, resulting in a near flat universe. Moreover, any relics would be driven far apart, provided they were created before inflation, reducing
their abundance to levels consistent with current observations. The inflationary paradigm thus
solves the horizon, flatness and monopole problems.
The precise details of inflation, however, are still an active area of research, with many
competing inflationary scenarios. In essence, a period of rapid expansion could occur if the
universe underwent a phase-transition, perhaps associated with symmetry breaking of the grand
unified field, generating a false vacuum with a vacuum energy density acting like a cosmological
repulsion. The details of a scalar field with negative pressure which may drive such an expansion
have yet to be identified.
The inflationary scenario also provides a mechanism by which initial perturbations in the
primordial fluid may be generated, thereby providing the seeds of structure formation. Quantum fluctuations in the very early universe, or more precisely in the scalar field driving inflation,
would be blown up to macroscopic scales by inflation, essentially freezing the quantum fluctuations into the universe. The resulting not quite perfectly homogeneous state may then evolve
to produce the structure of the universe observed today. Although different inflationary models
make different predictions about the perturbations generated by inflation, one may in general describe the perturbations by their power spectrum P (k). In standard models the power spectrum

10
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is given by a power law
P (k) = As k ns −1 ,

(2.12)

where As is the scalar amplitude and ns is the spectral index. Under the assumption that there
is no preferred scale for primordial perturbations, one recovers the scale-invariant spectrum with
ns = 1, commonly called a Harrison-Zel’dovich spectrum. Typically, standard inflationary scenarios predict Gaussian perturbations, however some more exotic non-standard models predict
small deviations from Gaussianity.

2.3 Cosmic microwave background
The temperature of the early universe was sufficiently hot that photons had enough energy to
ionise hydrogen. Compton scattering tightly coupled photons to electrons, which were in turn
coupled to baryons through electromagnetic interactions. Scattering happened frequently and
hence the mean free path of photons was extremely small. At this time the universe therefore
consisted of an opaque photon-baryon fluid. As the universe expanded, this primordial plasma
cooled until the majority of photons no longer had sufficient energy to ionise hydrogen. Consequently, the fraction of ionised electrons dropped, the photons decoupled from the baryons, and
the universe became essentially transparent to radiation. This process, know as recombination,
occurred when the temperature of the universe fall to approximately 3000K, corresponding to
a redshift of zrec ∼ 1000. The end of recombination, when the photons last scattered, is often
referred to as the surface of last scattering. The photons were then free to propagate largely
unhindered through space and may be observed today as the CMB radiation.
Before recombination the universe was in thermal equilibrium, exhibiting a black-body spectrum. Following recombination, as the photons propagated through an expanding universe they
were redshifted, while their thermal spectrum was maintained. CMB photons are thus observed
today in the microwave range, exhibiting a near-perfect black-body spectrum with a mean temperature of T0 = 2.725 ± 0.002K (95% confidence) [133]. Indeed, the CMB spectrum is the most
precisely measured black-body spectrum in nature.
The CMB is highly isotropic, with anisotropies originating from primordial perturbations
at a level of 10−5 only.2 This illustrates the high level of isotropy of the universe on large
scales, providing direct evidence for the cosmological principle. It is the small anisotropies,
however, that contain a wealth of cosmological information. In the following subsections we
discuss the process by which CMB anisotropies are created from primordial perturbations after
inflation. Primary anisotropies, that is those present at recombination, are discussed first, before
we consider the secondary anisotropies induced in CMB photons as they travel to us from the
surface of last scattering.
2
Anisotropy is induced in the CMB dipole at a level of 10−3 by the Doppler shift created by the relative motion
between our solar system and the rest frame of the CMB. This dipole contribution is not of cosmological origin
and so is removed before any cosmological analysis of the CMB.
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2.3.1 Primary anisotropies
Small perturbations are created in the primordial fluid by inflation. Over-dense regions are
further compressed under the influence of gravity, while photon pressure acts to resist the gravitation compression. As a consequence, acoustic oscillations are established in the primordial
plasma. At recombination the state of the oscillations are frozen on to CMB photons as hot
and cold regions. A number of physical processes influence the sound waves established in the
photon-baryon fluid and also the process by which these oscillations are imprinted on to the
CMB.
Sachs-Wolfe effect: Photons must climb or fall out of gravitational potentials at recombination, resulting in a temperature fluctuation ∆T in the CMB. Potential wells cause a time
dilation effect also, thus one observes an older and hence hotter universe in over-dense
regions. The Sachs-Wolfe effect is the sum of these two contributions, yielding a total
relative temperature contribution of
1
∆T
= δΦ ,
T0
3
where δΦ is the gravitational potential. Consequently, over-densities appear as cold spots
in the CMB, and under-densities as hot spots. Photons in over-dense regions at recombination, for example, are indeed hotter than average but they lose energy to escape the
potential well of the over-dense region. In doing so, the energy lost more than compensates
for the fact that the photons were hotter initially.
Intrinsic effect: In over-dense regions the radiation can also be compressed due to the coupling
of radiation and matter, resulting in an increased temperature.
Doppler effect: The motion of the photon-baryon fluid along the line of sight induces an
additional redshift and hence temperature fluctuation. The velocity of the fluid oscillates
π/2 out of phase with the density, hence the Doppler contribution is maximum when the
power of fluctuations due to compressions and rarefractions is minimal.
Baryon drag: Baryons are effectively pressureless but contribute to the mass of the photonbaryon fluid. They therefore cannot contribute to the rarefaction phase of acoustic oscillations but do contribute to the compression phase, thereby altering the balance between
pressure and gravity. An increased contribution of baryons enhances the power of temperature crests relative to troughs (i.e. enhances the odd peaks relative to even ones in the
angular power spectrum; see Section 2.3.3).
Driving effect: Forced oscillations can result when potentials evolve with time, greatly enhancing the peaks if the driving frequency matches the natural frequency of oscillation.
Driving occurs naturally during matter domination since the acoustic perturbations themselves generate most of the force via their self-gravity.
Photon diffusion: Photon-baryon coupling is imperfect in reality. As photons randomly diffuse through the baryons, hot and cold regions are mixed, thus erasing the temperature
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fluctuations on small scales.
Projection effect: CMB photons leave the surface of last scattering and propagate through
the universe before they are observed today. The projection of the original fluctuations on
to the sky today depends on the curvature of the universe and the distance to the surface
of last scattering (i.e. the redshift of recombination).

2.3.2 Secondary anisotropies
As CMB photons travel towards us from the surface of last scattering, they do not propagate
totally unhindered and may be influenced either by gravitation effects due to fluctuations in
the metric or by re-scattering effects. These secondary anisotropies induced in the CMB are
described below.
Integrated Sachs-Wolfe effect: CMB photons are blue and red shifted as they fall into and
out of gravitational potential wells, respectively, as they travel towards us from the surface
of last scattering. If the gravitational potential evolves during the photon propagation,
then the blue and red shifts do not cancel exactly and a net change in the photon energy
occurs. In addition, a dilation effects acts to increase any change in photon energy. The
net contribution of the integrated Sachs-Wolfe effect is summed over the photon path.
Gravitational lensing: Fluctuations in the potential also lens CMB photons, smearing out
sharp features in the primary anisotropies.
Re-scattering effects: Scattering of CMB photons during their propagation induces secondary
anisotropies also. Reionisation can facilitating such a re-scattering. This re-scattering
essentially damps the primary fluctuations in much the same manner as photon diffusion. Furthermore, CMB photons may be Thomson scattered by hot ionised gas contained
in galaxy clusters. This process is know as the thermal Sunyaev-Zel’dovich (SZ) effect.
Galaxy clusters may also introduce a perturbation via the kinetic SZ effect, due to a
Doppler shift induced by their peculiar velocity.

2.3.3 Statistical description
Due to the original singularity and subsequent expansion of the universe, CMB photons freestream towards us from all directions and hence are observed on the celestial sphere. Much of
this thesis is concerned with the analysis of such cosmological observations inherently made on
the sphere, and in particular the CMB.
A harmonic analysis on the sphere is useful to probe the frequency spectrum of the CMB.
Due to the geometry of the sphere, the spherical harmonic functions Y`m (θ, φ) provide a complete, orthonormal basis on the sphere that may be used to perform a harmonic analysis. See
Section 2.5 for a more detailed description of the spherical harmonic functions and the corresponding spherical harmonic decomposition. For now, we merely note that a finite-energy
function on the sphere can be represented exactly by an infinite sum of weighted spherical harmonic functions. The temperature anisotropies of the CMB may therefore be represented by
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the spherical harmonic decomposition
∆T (θ, φ) =

∞ X
`
X

a`m Y`m (θ, φ) ,

(2.13)

`=0 m=−`

where a`m are the spherical harmonic coefficients of the CMB anisotropies ∆T (θ, φ). Under the
assumption that CMB fluctuations are isotropic and homogeneous on the sphere, the variance
of CMB spherical harmonic coefficients is given by
ha`m a∗`0 m0 i = C` δ``0 δmm0 ,

(2.14)

where C` is the harmonic power spectrum of the CMB and the expectation is performed over all
possible realisations of CMB skies. The ∗ denotes complex conjugation and δij is the Kronecker
delta. Under the additional assumption that the CMB is a Gaussian random field on the sphere,
a consequence of many standard models of inflation, it is described fully by its variance. Hence,
under these assumptions, all information pertaining to the CMB is contained in its harmonic
power spectrum.
It is possible to estimate the CMB power spectrum from observations. Unfortunately, we
have access to one universe only and hence only one possible realisation of the CMB. Fortunately,
if the CMB is assumed to be isotropic, then for a given ` the m-modes of the spherical harmonic
coefficients are identically distributed. It is therefore possible to estimate C` for each ` by
measuring the variance in these m-modes. Assuming ergodicity, the quantity
b` =
C

`
X
1
|a`m |2
2` + 1

(2.15)

m=−`

provides an estimate of the underlying C` spectrum. Since more m-modes are available at higher
`, the error on this estimator reduces as ` increases. This phenomenon is termed cosmic variance
and arises since we may observe one realisation of the CMB only. In the absence of instrumental
b` estimator is given by
noise, the variance of the C
b` )2 =
(∆C

2
C2 .
2` + 1 `

(2.16)

The power spectrum of CMB anisotropies contains imprints of the various physical processes
that influence the anisotropies, as described in Section 2.3.1 and Section 2.3.2, which in turn
depend on the underlying cosmology. Consequently, a great deal may be learnt about the physics
of the universe from an analysis of the CMB power spectrum. The theoretical C` spectrum
may be computed for a range of different cosmological parameters using simulation packages
such as CMBFAST3 [175] or CAMB4 [118], thus observational estimates of the spectrum may be
used to place constraints on cosmological parameters. Indeed, a large number of cosmological
parameters may be constrained by the CMB due to the difference influences these have on
the spectrum. The best-fit C` spectrum consistent with observations made from a range of
3
4

http://www.cmbfast.org/
http://camb.info/
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Figure 2.1: CMB harmonic power spectrum. The spectrum is often plotted for `(` + 1)C` /(2π) since this
gives a flat Sachs-Wolfe plateau at low ` when plotted logarithmically (assuming a Harrison-Zel’dovich
primordial power spectrum). Estimates of the spectrum from a range of experiments are shown on the
plot, with the best-fit theoretical spectrum given by the continuous curve. Cosmic variance is illustrated
by the pink shaded region. There is a remarkable agreement between the best-fit theoretical spectrum and
observations. (Courtesy of the WMAP Science Team.)

experiments is illustrated in Figure 2.1 (see Section 2.3.4 for a more detailed discussion of CMB
observations). The spectrum is characterised primarily by the dominant contribution from the
Sachs-Wolfe effect for low-` (` . 100), the peaks due to acoustic oscillations of the photonbaryon fluid (100 . ` . 1000), and the damped tails due to photon diffusion (` & 1000). There
is a remarkably close agreement between the best-fit theoretical spectrum and observations.

2.3.4 Observations
The first detection of the CMB made by Penzias and Wilson observed the high degree of isotropy
over the entire sky. It is the anisotropies, however, that provide the wealth of cosmological
information. Since the anisotropies are of order 10−5 , it was some time after the first detection
of the CMB before the anisotropies were first observed.
The COsmic Background Explorer (COBE) satellite made the first full-sky observations of
the CMB. In 1992 the Far Infrared Absolute Spectrophotometer (FIRAS) instrument of the
COBE satellite confirmed the black-body spectrum of the CMB at very high precision [133],
while the COBE-Differential Microwave Radiometer (COBE-DMR) instrument made the first
detection of the anisotropies [179]. The full-sky anisotropy map observed by the COBE-DMR
is illustrated in Figure 2.2 (a).
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Following COBE, a number of experiments measured the CMB anisotropies with ever increasing resolution and precision. These experiments, commonly known by their affectionate
acronyms, can be classified into ground based experiments: such as DASI (Degree Angular
Scale Interferometer) [82], CBI (Cosmic Background Imager) [132, 151], VSA (Very Small Array) [59, 80], ACBAR (Arcminute Cosmology Bolometer Array Receiver) [107]; and balloonborne experiments: such as MAXIMA (Millimeter Anisotropy eXperiment IMaging Array) [83],
BOOMERanG (Balloon Observations Of Millimetric Extragalactic Radiation and Geophysics)
[54], Archeops [18]. Estimates of the power spectrum of CMB anisotropies made by a number of
these experiments are illustrated in Figure 2.1. Due to the limited fraction of the sky available
to Earth based experiments, these observations were necessarily restricted to small patches of
the sky. This thesis is concerned primarily with the analysis of cosmological observations made
on the celestial sphere. For this reason, we do not review these CMB observations in any further
detail, but concentrate on satellite based experiments that are capable of making observations
over the full-sky.
The Wilkinson Microwave Anisotropy Probe (WMAP) mission provided the next generation
of satellite based CMB observations. Whereas the focus of COBE was to measure the CMB
isotropy to high precision, and observations of the anisotropies were an added benefit, the focus
of the WMAP satellite was to measure the anisotropies to high precision. The WMAP satellite
is still making observations, however first and third year data sets have been released [16, 91].
The full-sky anisotropy map observed by WMAP is illustrated in Figure 2.2 (b). Notice the
dramatic improvement in the resolution and precision of the CMB anisotropies between COBE
and WMAP observations. It is the full-sky WMAP data that is analysed in many of the following
chapters of this thesis.5 The power spectrum of CMB anisotropies measured by WMAP is shown
in Figure 2.1.
The Planck6 satellite, planned for launch in 2008, will provide the subsequent generation
of full-sky space based CMB observations. The Planck satellite will contain two instruments,
the High-Frequency Instrument (HFI; [108]) and the Low-Frequency Instrument (LFI; [141]),
in order to characterise foreground contributions accurately and thus improve the estimate of
contributions from the CMB. Planck will provide CMB observations of unprecedented resolution
and precision and will be capable of estimating the CMB power spectrum to within cosmic
variance up to ` ∼ 2500.

2.4 Structure formation
We complete the cosmological background with a brief description of structure formation, describing the mechanism by which the structure of the universe observed today has evolved from
the primordial perturbations. Structure formation is a consequence of gravitational instability
originating from the primordial perturbations generated by inflation. The evolution of these
perturbations is governed by the expansion of the universe and the influence of gravity. Gravity
5
A range of pre-processed data products may be constructed from the WMAP data, hence it is not necessarily
the map illustrated in Figure 2.2 (b) that is analysed in the following chapters.
6
http://www.rssd.esa.int/planck
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(a) COBE-DMR

(b) WMAP

Figure 2.2: Full-sky maps of the CMB anisotropies measured by COBE-DMR and WMAP. (Courtesy of
the WMAP Science Team.)

slows the expansion of over-dense regions relative to the average, while under-dense regions expand more rapidly. This process acts to increase further the density of over-dense regions and
decrease the density of under-dense regions. If over-dense regions are sufficiently dense then
they eventually collapse under the influence of their gravity. Consequently, a web-like filament
structure of matter and voids forms in the universe.
The matter content influencing this process is not ordinary baryonic matter but rather dark
matter. A number of dark matter models of the universe have been proposed. The so-called
Λ Cold Dark Matter (ΛCDM) model, consisting of a non-zero dark energy component and the
presence of cold (i.e. low velocity dispersion), heavy dark matter particles, is typically favoured
since it provides the most accurate description of the universe consistent with observations of
the CMB and large scale structure. The dark matter interacts gravitationally only and has yet
to be observed directly, although there is other observational evidence to support its existence.
The filament structure of the universe has been observed and fits theoretical predictions well.
This concludes the description of the cosmological foundation on which the work performed
in this thesis is based. Much of the cosmological analysis performed in subsequent chapters
involves an analysis of the CMB in order to constrain the underlying cosmology of the universe.
New mathematical techniques are derived on the sphere to perform these analyses, hence it is
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necessary first to review some mathematical preliminaries before the analyses themselves are
presented.

2.5 Mathematical preliminaries
A number of new harmonic analysis techniques on the sphere are derived in this thesis. It is
necessary to outline the mathematical background required in these derivations and throughout
the analysis of functions defined on the sphere, such as the CMB. In this section we define
the mathematical functions, expansions and operators used throughout the thesis. By making
all assumptions and definitions explicit we hope to avoid any confusion over the conventions
adopted. The reader familiar with special function theory and harmonic analysis on the sphere
may choose to skip this section and refer back to it as required.

2.5.1 Orthogonal polynomials
A set of real polynomials φ` (s), of natural proper degree7 ` ∈ N, is orthogonal with respect to
the weight function w(x) on the interval x ∈ [x1 , x2 ] if
Z

x2

dx w(x) φ` (x) φ`0 (x) = N` δ``0 ,
x1

where N` is a constant that depends on ` only. The orthogonal polynomials are said to be
normalised if N` = 1, ∀`. Orthogonal polynomials often arise when representing functions on
the sphere. We now review briefly the Legendre polynomials, associated Legendre functions and
Jacobi polynomials and some of their properties.

Legendre polynomials
The Legendre polynomials P` (x) form an orthogonal set of polynomials with respect to the weight
function w(x) = 1 on the interval x ∈ [−1, 1]. They also arise from the solutions to Legendre’s
differential equation. We define the Legendre polynomials using the Rodrigues formula
P` (x) =

1 d` 2
(x − 1)` ,
2` `! dx`

(2.17)

from which one may derive the series representation
b`/2c
1 X
(−1)k ` Ck
P` (x) = `
2

2`−2k

C` x`−2k ,

(2.18)

k=0

where ` Ck is the Binomial coefficient and bxc is the largest integer less than or equal to x
(i.e. the floor function). Using this definition the Legendre polynomials are not normalised but
7

Proper degree: the degree of φ` (x) is ` and no less.
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satisfy the orthogonality relation
Z

1

dx P` (x)P`0 (x) =
−1

2
δ``0 .
2` + 1

(2.19)

The parity relation for Legendre polynomials reads P` (−x) = (−1)` P` (x).

Associated Legendre functions
The associated Legendre functions are a close cousin of the Legendre polynomials and are related
by
P`m (x) = (1 − x2 )m/2

dm
P` (x)
dxm

(2.20)

on the interval x ∈ [−1, 1] for integer m ∈ Z, |m| ≤ `. The associated Legendre functions also
arise from the solution to Helmholtz’s equation in spherical polar coordinates. Notice that the
associated Legendre functions may not necessarily be polynomials since non-integer powers of
x may occur. For the case m = 0 one recovers the Legendre polynomials, i.e. P`0 (x) = P` (x).
Associated Legendre functions are also orthogonal on [−1, 1] but are not normalised. The
orthogonality relation reads
Z

1

−1

dx P`m (x)P`m
0 (x) =

2 (` + m)!
δ``0 .
2` + 1 (` − m)!

(2.21)

Associated Legendre functions of positive and negative m are related by
P`−m (x) = (−1)m

(` − m)! m
P (x)
(` + m)! `

(2.22)

and the parity relation reads P`m (−x) = (−1)`+m P`m (x). The associated Legendre functions
satisfy the following recurrence relations [9]:
P`m+1 (x) −

2mx
P m (x) + [`(` + 1) − m(m − 1)]P`m−1 (x) = 0 ;
(1 − x2 )1/2 `

(2.23)

m
m
(2` + 1)xP`m (x) = (` + m)P`−1
(x) + (` − m + 1)P`+1
(x) ;

(2.24)

m+1
m−1
(2` + 1)(1 − x2 )1/2 P`m (x) = P`+1
(x) − P`−1
(x) ;

(2.25)

and
(1 − x2 )1/2

1
d m
1
P (x) = P`m+1 (x) − (` + m)(` − m + 1)P`m−1 (x) .
dx `
2
2

(2.26)

Jacobi polynomials
The Jacobi polynomials form an orthogonal set of polynomials with respect to the weight function w(x) = (1 − x)a (1 + x)b on the interval x ∈ [−1, 1]. We define the Jacobi polynomials using
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the Rodrigues formula
(a,b)
P` (x)

i
` h
(−1)`
−a
−b d
`+a
`+b
= `
(1 − x) (1 + x)
(1 − x) (1 + x)
,
2 `!
dx`

(2.27)

from which one may derive the series representation
(a,b)

P`

`
1 X
(−1)k
2`

(x) =

`+a

Cn−k

`+b

Ck (1 − x)k (1 + x)`−k .

k=0

Clearly, the Legendre polynomials are a special case of the Jacobi polynomials for a = b = 0,
(0,0)

i.e. P`
Z

(x) = P` (x). The orthogonality relation for the Jacobi polynomials reads

1

−1

(a,b)

dx (1 − x)a (1 + x)b P`

(a,b)

(x)P`0

(x) =

2a+b+1
Γ(` + a + 1)Γ(` + b + 1)
δ``0 ,
(2` + a + b + 1)
`! Γ(` + a + b + 1)

where the Gamma function is defined by Γ(n + 1) = n! for natural n ∈ N. One may obtain the
(a,b)

parity relation for Jacobi polynomials P`

(b,a)

(−x) = (−1)` P`

(x) directly from the Rodrigues

formula (2.27).

2.5.2 Spherical harmonic functions
The spherical harmonic functions Y`m (ω) with natural ` ∈ N and integer m ∈ Z, |m| ≤ ` form an
orthogonal basis in the space of L2 (S2 , dΩ(ω)) functions on the two-sphere S2 , where ω ≡ (θ, φ) ∈
S2 are the spherical coordinates with co-latitude θ and longitude φ and dΩ(ω) = sin θ dθ dφ is
the usual rotation invariant measure on the sphere. The spherical harmonic functions also arise
from the solutions to Laplace’s differential equation in spherical coordinates. A separation of
variables leads to solutions in terms of associated Legendre functions and complex exponentials.
The spherical harmonics are defined by combining these forms to give
s
m

Y`m (θ, φ) = (−1)

2` + 1 (` − m)! m
P (cos θ) eimφ .
4π (` + m)! `

(2.28)

We adopt the Condon-Shortley phase convention where the (−1)m phase factor is included
∗ (ω) = (−1)m Y
to ensure the conjugate symmetry relation Y`m
`,−m (ω) holds. Following the

convention of [28], we incorporate the phase factor directly in the definition of the spherical
harmonics rather than in the definition of the associated Legendre functions as some others do.
The orthogonality and completeness relations for the normalised spherical harmonics defined in
this manner are

Z
S2

and

dΩ(ω)Y`m (ω)Y`∗0 m0 (ω) = δ``0 δmm0

∞ X
`
X

∗
Y`m (ω)Y`m
(ω 0 ) = δ(ω − ω 0 )

(2.29)

(2.30)

`=0 m=−`

respectively, where δ(ω − ω 0 ) = δ(φ − φ0 ) δ(cos θ − cos θ0 ) and δ(x), x ∈ R is the Dirac delta
function. We consider the decomposition of a function on the sphere f ∈ L2 (S2 , dΩ(ω)) into the
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basis of spherical harmonics in Section 2.5.5. We close this subsection by noting a very useful
relation for spherical harmonic functions. The addition theorem for spherical harmonics is given
by
`
X

∗
Y`m (ω)Y`m
(ω 0 ) =

m=−`

2` + 1
P` (ω · ω 0 ) .
4π

(2.31)

2.5.3 Wigner functions
In the treatment throughout this thesis of functions defined on the sphere we are often concerned
with the rotation of such functions. We describe here representations of the three-dimensional
rotation group SO(3). Any rotation ρ ∈ SO(3) is uniquely defined by the Euler angles ρ =
(α, β, γ), where α ∈ [0, 2π), β ∈ [0, π] and γ ∈ [0, 2π). We adopt the zyz Euler convention
corresponding to the rotation of a physical body in a fixed coordinate system about the z, y and
z axes by γ, β and α respectively.
` (ρ)
The representation of the rotation group is now discussed. The Wigner D-functions Dmn

are the matrix elements of the irreducible unitary representation of the rotation group SO(3).
`
Moreover, by the Peter-Weyl theorem on compact groups the matrix elements Dmn
also form an

orthogonal basis on L2 (SO(3), d%(ρ)), where d%(ρ) = sin β dα dβ dγ is the invariant measure on
the rotation group. We consider the representation of a function F ∈ L2 (SO(3), d%(ρ)) in this
basis in Section 2.5.5. The orthogonality and completeness of the Wigner D-functions read
Z

0

SO(3)

and

`
`∗
d%(ρ) Dmn
(ρ) Dm
0 n0 (ρ) =

`
`
∞
X
2` + 1 X X
`=0

respectively, where δ(ρ −

ρ0 )

8π 2

8π 2
δ``0 δmm0 δnn0
2` + 1

(2.32)

`
`∗
Dmn
(ρ) Dmn
(ρ0 ) = δ(ρ − ρ0 )

(2.33)

m=−` n=−`

= δ(α − α0 ) δ(cos β − cos β 0 ) δ(γ − γ 0 ).

The Wigner D-functions may be given explicitly in terms of the Wigner d-functions by
`
Dmn
(α, β, γ) = e−imα d`mn (β) e−inγ .

(2.34)

A number of explicit formulae exist for the Wigner d-functions. One may write the d-functions
using the derivative relation
s
d`mn (β) = C`n

i
`−m h
(m−n)
(m+n) d
(` + m)!
`−n
`+n
(1 − t)− 2 (1 + t)− 2
(1
−
t)
(1
+
t)
, (2.35)
(` − m)!(2`)!
dt`−m

where
C`n

(−1)`−n
=
2`

s

(2`)!
(` + n)!(` − n)!

and t = cos β, or equivalently using Jacobi polynomials by
s
d`mn (β)

=

(` + n)!(` − n)!
(` + m)!(` − m)!



β
sin
2

n−m 

β
cos
2

n+m

(n−m,n+m)

P`−n

(cos β) .

(2.36)
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More useful representations may be obtained by evaluating the derivative in (2.35) to give
p
d`mn (β) = (−1)`−n (` + m)!(` − m)!(` + n)!(` − n)!

2`−m−n−2k 
m+n+2k
β
cos β2
X (−1)k sin 2
,
×
k!(` − m − k)!(` − n − t)!(m + n + k)!

(2.37)

k

where the sum is performed over all values of k such that the arguments of the factorials are
non-negative, or by rewriting (2.36) as
s
d`mn (β)

= ζmn

s!(s + µ + ν)!
(s + µ)!(s − ν)!

where µ = |m − n|, ν = |m + n|, s = ` −
(
ζmn =

µ+ν
2


sin

β
2

µ 
cos

β
2

ν

Ps(µ,ν) (cos β) ,

(2.38)

and

1

if n ≥ m

(−1)n−m

if n < m

.

Obviously all of these expressions for the d-functions are equivalent, nevertheless different representations are suitable for different occasions. The Wigner d-functions satisfy the orthogonality
condition

π

Z

sin β dβ d`mn (β) d`∗
mn (β) =

0

2
δ``0 .
2` + 1

(2.39)

One may obtain trivially the following d-function symmetry relations:
d`mn (−β) = (−1)n−m d`mn (β) ;

(2.40)

d`nm (β) = (−1)n−m d`mn (β) ;

(2.41)

d`−m,−n (β) = (−1)n−m d`mn (β) ;

(2.42)

d`−m,n (β) = (−1)`+m d`mn (β + π) .

(2.43)

From (2.40) and (2.41) one may obtain the additional symmetry relation
d`mn (−β) = d`nm (β) ,

(2.44)

of which we make explicit use later. All of equations (2.40)–(2.43) are apparent directly on
consideration of the various expressions for the d-functions given by (2.35)–(2.38).
The Wigner d-functions for an arbitrary argument may be decomposed into sums of d-functions
for constant π/2 [147]:
d`mn (β)

`
X

m−n

=i

0

d`m0 m (π/2) e−im β d`m0 n (π/2) .

(2.45)

m0 =−`

It is shown in Chapter 3 how this relation may be used to directly derive an algorithm to perform
a fast wavelet transform on the sphere.
Recursion formulae and the symmetry relations specified above may be used to compute
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rapidly the Wigner rotation matrices in the basis of either complex [40, 106, 163] or real [21, 96]
spherical harmonics. We employ the recursion formulae described in [163] in the implementations
discussed throughout this thesis.

2.5.4 Rotations on the sphere
Although representations of the rotation group SO(3) have been discussed in Section 2.5.3, we
have not yet addressed the practicalities of rotating a function on the sphere. The rotation of
f ∈ L2 (S2 , dΩ(ω)) is defined by
[R(ρ)f ](ω) ≡ f (ρ−1 ω), ρ ∈ SO(3) .
It is also useful to characterise the rotation of a function on the sphere in harmonic space. The
Wigner D-functions may be used to represent the rotation of a spherical harmonic basis function
by a sum of weighted harmonics of the same ` [28, 164]:

[R(ρ)Y`m ] (ω) =

`
X

`
Dnm
(ρ) Y`n (ω) .

(2.46)

n=−`

From (2.46) it is trivial to show that the harmonic coefficients of a rotated function are related
to the coefficients of the original function by
[R(ρ)f ]`m =

`
X

`
Dmn
(ρ) f`n .

(2.47)

n=−`

Note carefully the distinction between the indices of the Wigner functions in (2.46) and (2.47).

2.5.5 Harmonic expansions
In this subsection we make explicit the definitions of the various harmonic decompositions applied throughout this thesis.

Fourier expansion
The complex exponentials form a complete, orthogonal basis in the space of absolutely integrable
functions f ∈ L2 (Rn , dn x).8 The representation of a function in this basis gives the Fourier
transform, where we adopt following definition for the forward transform:
fˆ(k) =

Z

dn x f (x) e−ik·x ,

(2.48)

Rn

where x, k ∈ Rn . The corresponding inverse Fourier transform is given by
1
f (x) =
(2π)n/2
8

Z

dn k fˆ(k) eik·x .

(2.49)

Rn

We do not review the complex exponentials or their completeness and orthogonality relations due to their
frequent use in mathematical physics.
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Legendre expansion
The Legendre polynomials form a complete, orthogonal basis on the real line R for |x| ≤ 1, as
discussed in Section 2.5.1. A square integrable function f ∈ L2 (R : |x| ≤ 1, dx) may therefore
be represented as an infinite sum of Legendre polynomials:
f (x) =

∞
X

f` P` (x) .

(2.50)

dx f (x)P` (x) .

(2.51)

`=0

where the Legendre coefficients are given by
2` + 1
f` =
2

Z

1

−1

Spherical harmonic expansion
The spherical harmonic functions form a complete, orthogonal basis on the sphere S2 , as discussed in Section 2.5.2. A square integrable function on the sphere f ∈ L2 (S2 , dΩ(ω)) may be
represented by the spherical harmonic expansion
`
∞ X
X

f (ω) =

f`m Y`m (ω) ,

(2.52)

`=0 m=−`

where the spherical harmonic coefficients are given by the usual projection on to the spherical
harmonic basis functions

Z
f`m =
S2

∗
dΩ(ω) f (ω)Y`m
(ω) .

(2.53)

The conjugate symmetry relation of the spherical harmonic coefficients of a real function is given
∗ .
by f`,−m = (−1)m f`m

Notice that for a function on the sphere that is azimuthally symmetric, i.e. has no azimuthal
φ dependence, the θ and φ integrals of (2.53) can be separated. The φ integral is non-zero for
m = 0 only, that is the spherical harmonic coefficients of an azimuthally symmetric function are
non-zero for m = 0 only. In this case, making the change of variables x = cos θ, the function may
be represented by a Legendre
expansion, where the Legendre and spherical harmonic coefficients
q
are related by f`0 =

4π
2`+1

f` . To avoid any confusion over the harmonic coefficients of an

azimuthally symmetric function, we explicitly replace m by 0 in the spherical harmonic coefficient
notation and write the ` subscript only when assuming Legendre coefficients.

Wigner expansion
The Wigner D-functions form a complete, orthogonal basis on the rotation group SO(3), as discussed in Section 2.5.3. A square integrable function on the rotation group F ∈ L2 (SO(3), d%(ρ))
may be represented by the Wigner D-function expansion
F (ρ) =

∞
`
`
X
2` + 1 X X
`=0

8π 2

m=−` n=−`

`
`
Fmn
Dmn
(ρ) ,

(2.54)
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where the Wigner harmonic coefficients are again given in the usual manner by
`
Fmn

Z
=
SO(3)

`∗
d%(ρ) F (ρ) Dmn
(ρ) .

(2.55)

CHAPTER

3

Wavelets on the sphere

The extension of wavelet analysis to a spherical manifold is of important theoretical and practical
interest. Wavelets are a powerful signal analysis tool due to the simultaneous spatial and scale
localisation encoded in the analysis. The usefulness of such an analysis has been demonstrated
previously in a large range of physical applications. However, many of these applications are
restricted to Euclidean space Rn , where the dimension of the space n is often one or two.
Nevertheless, data are often defined on other manifolds, such as the two-sphere S2 (hereafter we
refer to the two-sphere simply as the sphere). For example, applications where data are defined
on the sphere are found in astrophysics (e.g. [15, 16]), planetary science (e.g. [192, 214, 215]),
geophysics (e.g. [177, 184, 209]), computer vision (e.g. [159]) and quantum chemistry (e.g. [40,
164]). In the particular cases considered in this thesis we are concerned with analysing the
CMB, which is observed on the celestial sphere. A wavelet transform on the sphere is required
to realise the potential benefits of a wavelet analysis in these settings.
A number of attempts have been made previously to extend wavelets to the sphere. Discrete
second generation wavelets on the sphere that are based on a multi-resolution analysis have been
developed [172, 182, 183]. Haar wavelets on the sphere for particular tessellation schemes have
also been developed [11, 187]. However, these discrete constructions may not lead to a stable
basis (see [183] and references therein). Furthermore, the symmetry of the sphere is clearly lost
when a tessellation scheme is adopted. Other authors have focused on the continuous wavelet
transform on the sphere. Continuous spherical wavelets have been constructed directly from
spherical harmonic functions or Legendre polynomials by [70, 71], however these solutions suffer
from poor localisation and require an abstract dilation parameter that imposes a number of ad
hoc assumptions. A satisfactory extension of the continuous wavelet transform to the sphere
is defined by [94], however this construction also requires an abstract dilation parameter and
corresponding ad hoc assumptions. Others adopt a tangent bundle viewpoint [52, 190], thereby
avoiding the necessity to define a dilation operator on the sphere. Many of these previous
works also consider azimuthally symmetric wavelets only and do not make the extension to a
25
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directional analysis. A consistent and satisfactory framework for a directional wavelet transform
on the sphere has been constructed and developed by [5–8, 22, 57, 210]. Hereafter we refer
to this continuous spherical wavelet transform methodology as the CSWTI . A stereographic
transform is adopted in these works to relate wavelets and operators on the sphere to their
planar counterparts.1 The framework naturally incorporates directionality and is not restricted
to azimuthally symmetric wavelets. For a more detailed review of the attempts to construct a
wavelet transform on the sphere see [7, 8, 142]. Recently, an alternative wavelet construction on
the sphere has been derived by [168]. In this setting the spherical dilation operator is defined
by a scaling operation in spherical harmonic space. This construction has the advantage that
all functions and operations are defined directly on the sphere, rather than through projections
to and from the plane. However, the derivation presented by [168] is not fully general and is
restricted to azimuthally symmetric wavelets.
We have derived a new continuous wavelet transform on the sphere, hereafter referred to as
the CSWTII , by incorporating the best features of the two most suitable transforms currently
available, the CSWTI and the transform derived by [168]. We adopt the harmonic scaling
idea for the dilation operator proposed by [168], thereby ensuring all functions and operators
are defined directly on the sphere, but extend the spherical wavelet analysis to incorporate
directional wavelets. Directional wavelets are a powerful extension that allow one also to probe
oriented structure in the analysed function (see e.g. [6] for a discussion of directional wavelets).
The derivation of the new CSWTII is a recent development, hence the older CSWTI is applied
to many of the cosmological applications considered in subsequent chapters of this thesis.
In cosmological applications data-sets defined on the sphere are often of considerable size.
The WMAP data [16, 91] of the CMB contain approximately 3 × 106 pixels on the sphere,
whereas the forthcoming Planck CMB mission will generate maps with approximately 50 × 106
pixels. Fast algorithms are therefore required to perform the CSWT2 on data-sets of practical
size. A semi-fast algorithm to implement the CSWTI is presented in [5] and implemented in the
YAWTb3 (Yet Another Wavelet Toolbox) Matlab wavelet toolbox (which also makes use of the
SpharmonicKit4 ). However, this implementation is restricted to an equi-angular tessellation of
the sphere. The beauty of this tessellation is its simplicity and ability to be easily represented
in matrix form. However, the pixels of an equi-angular tessellation are densely spaced about
the poles and do not have equal areas. Other tessellations of the sphere also exist, such as
those constructed to minimise some energy measure [63, 86, 167] or those constructed for more
practical or numerical purposes (for example the IGLOO5 [48], HEALPix6 [79] and GLESP7 [61]
schemes). There is thus a need for a fast implementation of the CSWT that is not tied to any
1
A similar wavelet transform on the sphere has been proposed by [131]. This transform also employs the
stereographic projection but the dilation is defined to directly preserve the compensation property of wavelets
(i.e. zero mean) instead of the admissibility property. Admissibility has not yet been proved for this transform,
thus it may not be possible to perfectly reconstruct a function from its wavelet coefficients. Consequently, the
framework proposed may not constitute a wavelet analysis.
2
The acronym CSWT is used when it is not necessary to distinguish between the CSWTI and the CSWTII .
3
http://www.fyma.ucl.ac.be/projects/yawtb/
4
http://www.cs.dartmouth.edu/∼geelong/sphere/
5
http://www.mrao.cam.ac.uk/projects/cpac/igloo/
6
http://healpix.jpl.nasa.gov/
7
http://www.glesp.nbi.dk/
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particular tessellation of the sphere.
We fill this void by presenting a fast algorithm for performing both the CSWTI and CSWTII .
For a given scale, the wavelet analysis formulae of both CSWTs are identical, hence identical
fast algorithms may be used to perform both transforms. The CSWT at a particular scale is
essentially a spherical convolution, hence one may apply fast spherical convolution algorithms,
based on the factorisation of rotations, to evaluate the wavelet transform [163, 204]. The algorithm is posed in harmonic space and thus is independent of the underlying tessellation of the
sphere (although an iso-latitude tessellation does enable faster spherical harmonic transforms,
thereby increasing the speed of the algorithm). The framework supports both non-azimuthally
symmetric spherical wavelets8 and a decomposition that employs anisotropic dilations, however
no synthesis is possible when anisotropic dilations are incorporated. We make continual use of
this fast algorithm to perform the CSWT of cosmological data in subsequent chapters of this
thesis. Indeed, many of these analyses would not have been feasible without a fast directional
CSWT algorithm.
The material presented in this chapter is based on the papers [134, 138] and is organised
herein as follows. In Section 3.1 we describe the CSWTI in the framework presented by [210],
with a small extension made to incorporate anisotropic dilations. In Section 3.2 we derive the
spherical wavelet analysis and synthesis formulae of the CSWTII . We then show some properties
of this new spherical wavelet construction and demonstrate the construction of spherical wavelets
in this formalism. Various algorithms to perform the CSWT are described and then compared
in Section 3.3. Concluding remarks are made in Section 3.4.

3.1 Continuous spherical wavelet transform I
The CSWTI developed in [5–8, 22, 57] is described in this section. Originally, the construction
of this transform was derived entirely from group theoretical principles. However, in a recent
work by [210] this formalism is reintroduced independently of the original group theoretic formalism, in an equivalent, practical and self-consistent approach. We adopt this approach herein.
The correspondence principle between spherical and Euclidean wavelets is developed by [210],
relating the concepts of planar Euclidean wavelets to spherical wavelets through a stereographic
projection. The stereographic projection is used to define affine transformations on the sphere
that facilitate the construction of a wavelet basis on the sphere. The spherical wavelet transform
may then be defined as the projection on to this basis, where the spherical wavelets must satisfy
the appropriate admissibility criterion to ensure perfect reconstruction. For a more complete
treatment of the spherical wavelet transform in this framework and the correspondence between
spherical and Euclidean wavelets we recommend that the reader refer to [210]. In addition, we
present here an extension to anisotropic dilations, however in this case the basis functions are
not strictly wavelets and hence perfect reconstruction is not possible.
8

Azimuthally symmetric spherical wavelets are also often referred to as axisymmetric wavelets.
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3.1.1 Stereographic projection
In order to construct a correspondence between wavelets on the plane (R2 ) and sphere (S2 ) a
projection operator between the two manifolds must be chosen. A conformal mapping is required
to ensure local angles and directions are preserved under the transformation. It is convenient
also to use a unitary transform so that the norm of functions on both manifolds is identical. It
is shown by [210] that the stereographic projection operator is the unique unitary, radial and
conformal diffeomorphism between the sphere and the plane. That is, it is the unique transform
between the sphere and the plane that satisfies the previous requirements and is invertible, such
that both the function and its inverse are smooth (differentiable).
The stereographic projection is defined by projecting a point on the sphere to a point on the
tangent plane at the north pole, by casting a ray through the point and the south pole. The point
on the sphere is mapped on to the intersection of this ray and the tangent plane (see Figure 3.1).
Formally, the stereographic projection operator is defined by Π : ω → x = Πω = (r(θ), φ) where
r = 2 tan(θ/2), ω ≡ (θ, φ) ∈ S2 and x ∈ R2 is a point in the plane, denoted here by the
polar coordinates (r, φ). The inverse operator is Π−1 : x → ω = Π−1 x = (θ(r), φ), where
θ(r) = 2 tan−1 (r/2).
Following the formulation of [210] again, we define the action of the stereographic projection
operator on functions on the plane and sphere. We consider the space of square integrable
functions in L2 (R2 , d2 x) on the plane and L2 (S2 , dΩ(ω)) on the sphere. The action of the
stereographic projection operator Π : s ∈ L2 (S2 , dΩ(ω)) → p = Πs ∈ L2 (R2 , d2 x) on functions
is defined as
p(r, φ) = (Πs)(r, φ) = (1 + r2 /4)−1 s(θ(r), φ) .

(3.1)

The inverse stereographic projection operator Π−1 : p ∈ L2 (R2 , d2 x) → s = Π−1 p ∈
L2 (S2 , dΩ(ω)) on functions is then
s(θ, φ) = (Π−1 p)(θ, φ) = [1 + tan2 (θ/2)]p(r(θ), φ) .

(3.2)

The pre-factors introduced ensure that the L2 -norm of functions through the forward and inverse
projections are conserved. In the Euclidean limit, the stereographic projection and inverse
naturally reduce to the identity operator [8].

3.1.2 Dilations on the sphere
A wavelet basis is constructed on the sphere in Section 3.1.3 by applying the spherical extension
of Euclidean translations and dilations to mother wavelets defined on the sphere. The natural
extension of Euclidean translations on the sphere are rotations (which are discussed in Section 2.5.4). The extension of the dilation operator to the sphere, facilitated by the stereographic
projection operator, is defined here.
In this formalism dilations on the sphere are constructed by first lifting the sphere to the plane
by the stereographic projection, followed by the usual Euclidean dilation in the plane, before reprojecting back on to the sphere. We generalise to anisotropic dilations on the sphere (a similar
anisotropic dilation operator on the sphere has been proposed independently by [191]), however
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Figure 3.1: Stereographic projection of the sphere on to the plane.

in this setting one does not achieve a wavelet basis and hence it is not possible to synthesise the
original signal. The anisotropic Euclidean dilation operator in L2 (R2 , d2 x) is defined by
[d(a, b)p](x, y) ≡ a−1/2 b−1/2 p(a−1 x, b−1 y) ,

(3.3)

−1/2 b−1/2 normalisation factor ensures
for the real, strictly positive scales a, b ∈ R+
∗ . The a

the L2 -norm is preserved. The spherical dilation operator D(a, b) : s(ω) → [D(a, b)s](ω) in
L2 (S2 , dΩ(ω)) is defined as the conjugation by Π of the Euclidean dilation d(a, b) in L2 (R2 , d2 x)
on the tangent plane at the north pole:
D(a, b) ≡ Π−1 d(a, b) Π .

(3.4)

The norm of functions in L2 (S2 , dΩ(ω)) is preserved by the spherical dilation as both the stereographic projection operator and Euclidean dilations preserve the norm of functions. Extending
the isotropic spherical dilation operator defined by [210] to anisotropic dilations, one obtains
[D(a, b)s](ω) = [λ(a, b, θ, φ)]1/2 s(ω1/a,1/b ) ,
p
where ωa,b = (θa,b , φa,b ), tan(θa,b /2) = tan(θ/2) a2 cos2 φ + b2 sin2 φ and tan(φa,b ) =

(3.5)
b
a

tan(φ).

For the case where a = b the anisotropic dilation reduces to the usual isotropic case defined
by tan(θa /2) = a tan(θ/2) and φa = φ. The λ(a, b, θ, φ) cocycle term follows from the factors
introduced in the stereographic projection of functions to preserve the L2 -norm. Alternatively,
the cocycle may be derived explicitly to preserve the L2 -norm when the stereographic projection
of functions do not have these pre-factor terms. The cocycle of an anisotropic spherical dilation
is defined by
λ(a, b, θ, φ) ≡

4a3 b3
,
(A− cos θ + A+ )2

where
A± = a2 b2 ± a2 sin2 φ ± b2 cos2 φ .

(3.6)
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For the case where a = b the anisotropic cocycle reduces to the usual isotropic cocycle
4a2
.
[(a2 − 1) cos θ + a2 + 1]2

λ(a, a, θ, φ) =

Although the ability to perform anisotropic dilations is of practical use, one does not achieve a
wavelet basis in this setting. In the anisotropic setting a bounded admissibility integral cannot
be determined (even in the plane), thus the synthesis of a signal from its coefficients cannot be
performed. This results from there being no direct means of evaluating the proper measure in
the absence of a group structure. The projection of a signal on to basis functions undergoing
anisotropic dilations may be performed in an analogous manner to the following discussion of
the wavelet transform. However, since these basis functions are not wavelets we restrict the
following discussion to isotropic dilations.

3.1.3 Analysis and synthesis
A wavelet basis on the sphere may now be constructed from rotations and isotropic dilations
(where a = b) of a mother spherical wavelet Φ ∈ L2 (S2 , dΩ(ω)). The corresponding wavelet
family {Φa,ρ ≡ R(ρ)D(a, a)Φ : ρ ∈ SO(3), a ∈ R+
∗ } provides an over-complete set of functions in
L2 (S2 , dΩ(ω)). The CSWTI of f ∈ L2 (S2 , dΩ(ω)) is given by the projection on to each wavelet
basis function in the usual manner:
cf (a, ρ) ≡
W
Φ

Z
S2

dΩ(ω) f (ω) Φ∗a,ρ (ω) .

(3.7)

The transform is general in the sense that all orientations in the rotation group SO(3) are
considered, thus directional structure is naturally incorporated. It is important to note, however,
that only local directions make any sense on S2 . There is no global way of defining directions
on the sphere9 – there will always be some singular point where the definition fails.
The synthesis of a signal on the sphere from its wavelet coefficients is given by
Z
f (ω) =

Z
d%(ρ)

SO(3)

0

∞

da cf
b Φ Φa ](ω) .
WΦ (a, ρ) [R(ρ)L
a3

(3.8)

b Φ operator in L2 (S2 , dΩ(ω)) is defined by the action
The L
b Φ g) ≡ g`m /C
bΦ`
(L
`m

(3.9)

on the spherical harmonic coefficients of functions g ∈ L2 (S2 , dΩ(ω)). In order to ensure the
perfect reconstruction of a signal synthesised from its wavelet coefficients, one requires the
admissibility condition
bΦ` ≡
0<C

Z ∞
`
da
8π 2 X
| (Φa )`m |2 < ∞
3
2` + 1
a
0

(3.10)

m=−`

9

There is no differentiable vector field of constant norm on the sphere and hence no global way of defining
directions.
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to hold for all ` ∈ N, where (Φa )`m are the spherical harmonic coefficients of Φa (ω). A proof of
the admissibility criterion is given by [210]. Practically, it is difficult to apply (3.10) directly,
thus a necessary (and almost sufficient) condition for admissibility is the zero-mean condition [8]
Z
bΦ ≡
C

dΩ(ω)
S2

Φ(ω)
=0.
1 + cos θ

(3.11)

3.1.4 Correspondence principle and spherical wavelets
The correspondence principle between spherical and Euclidean wavelets states that the inverse
stereographic projection of an admissible wavelet on the plane yields an admissible wavelet on the
sphere. This result is proved by [210]. Mother spherical wavelets may therefore be constructed
from the projection of mother Euclidean wavelets defined on the plane:
Φ(ω) = [Π−1 ΦR2 ](ω) ,

(3.12)

where ΦR2 ∈ L2 (R2 , d2 x) is an admissible wavelet in the plane. Directional spherical wavelets
may be naturally constructed in this setting – they are simply the projection of directional
Euclidean planar wavelets on to the sphere.
We give examples of three spherical wavelets: the spherical Mexican hat wavelet (SMHW);
the spherical butterfly wavelet (SBW); and the spherical real Morlet wavelet (SMW). These
spherical wavelets are illustrated at scale a = b = 0.2 and a = b = 0.1 in Figure 3.2 and
Figure 3.3 respectively. Each spherical wavelet is constructed by the stereographic projection of
the corresponding Euclidean wavelet on to the sphere, where the Euclidean planar wavelets are
defined by
1
2
ΦSMHW
(r, φ) = (2 − r2 ) e−r /2 ,
R2
2
−(x
ΦSBW
R2 (x, y) = x e

and

2 +y 2 )/2



√
2
ΦSMW
(x; k) = Re eik·x/ 2 e−kxk /2
R2

(3.13)

(3.14)

(3.15)

respectively, where k is the wave vector of the SMW. The SMHW is proportional to the Laplacian
of a Gaussian, whereas the SBW is proportional to the first partial derivative of a Gaussian in
the x-direction. The SMW is a Gaussian modulated sinusoid, or Gabor wavelet.

3.2 Continuous spherical wavelet transform II
The derivation of a new wavelet transform on the sphere is presented in this section. This
methodology incorporates directionality whilst also ensuring all functions and operators are
defined directly on the sphere, rather than through associations made with the plane. The
wavelet analysis is described and the associated synthesis formula and corresponding admissibility criteria are proved. Properties of this new spherical wavelet transform are derived and the
construction of wavelets in this framework is demonstrated.
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(a) Spherical Mexican hat wavelet (SMHW)

(b) Spherical butterfly wavelet (SBW)

(c) Spherical real Morlet wavelet (SMW)

Figure 3.2: Spherical wavelets at scale a = b = 0.2, constructed from the inverse stereographic projection
of Euclidean wavelets. The SMW is plotted for wave vector k = (10, 0)T . Parametric plots are shown on
the left; colour plots on the sphere are shown on the right.
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(a) Spherical Mexican hat wavelet (SMHW)

(b) Spherical butterfly wavelet (SBW)

(c) Spherical real Morlet wavelet (SMW)

Figure 3.3: Spherical wavelets at scale a = b = 0.1, constructed from the inverse stereographic projection
of Euclidean wavelets. The SMW is plotted for wave vector k = (10, 0)T . Parametric plots are shown on
the left; colour plots on the sphere are shown on the right. For illustration purposes the colour map and
distance of the parametric plots from the unit sphere have been scaled by one-half in this figure relative to
the plots for a = b = 0.2.
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3.2.1 Analysis
We adopt the strategy suggested by [168] and define spherical wavelets and the spherical dilation
operator in harmonic space. We extend this idea here to a directional wavelet transform on the
sphere. The dilated wavelet Ψ(ω; a) is defined in harmonic space by
r
Ψ`m (a) =

2` + 1
Υm (`a) ,
8π 2

(3.16)

where Ψ`m (a) are the spherical harmonic coefficients of Ψ(ω; a), Υm (q) are the family of wavelet
generating functions and a ∈ R+
∗ is the real, strictly positive isotropic dilation parameter. The
notation adopted to represent a dilation in this setting differs to that used previously in order to
reflect the different definition of the dilation operator. Note that the wavelet generating functions
are not defined on the sphere but rather on the non-negative real line: Υm ∈ L2 (R+ , dx), m ∈ Z
(although we consider only |m| < ` for Ψ`m (a), one is in general free to define Υm , ∀m ∈ Z). For
the functions Ψ(ω; a) to classify as wavelets they must satisfy certain admissibility criteria so that
the analysed function may be reconstructed perfectly from its wavelet coefficients. Admissibility
and the synthesis of a function from its wavelet coefficients is considered in Section 3.2.2.
An overcomplete wavelet basis on the sphere may be constructed from the following spherical
wavelet family:
{[R(ρ)Ψ](ω; a) : ρ ∈ SO(3), a ∈ R+
∗}.
The directional CSWTII of f ∈ L2 (S2 , dΩ(ω)) is given by the projection on to each wavelet basis
function in the usual manner:
ff (a, ρ) ≡
W
Υ

Z

dΩ(ω) f (ω) [R(ρ)Ψ]∗ (ω; a) .

(3.17)

S2

Notice that the analysis formula for a given dilation is identical to the analysis formula (3.7) of
the CSWTI . The transform is again general in the sense that all orientations in the rotation
group SO(3) are considered, thus directional structure is naturally incorporated.
It is useful to represent the CSWTII in harmonic space. Substituting into (3.17) the spherical harmonic expansion of the analysed function and of the rotated wavelet, and noting the
orthogonality of the spherical harmonics given by (2.29), one may represent the CSWTII by
ff (a, ρ) =
W
Υ

∞ X
`
`
X
X

`∗
f`m Dmn
(ρ) Ψ∗`n (a) .

(3.18)

`=0 m=−` n=−`

3.2.2 Synthesis
For the multi-resolution analysis we describe in the previous subsection to classify as a wavelet
analysis, it must be possible to reconstruct perfectly the original function from its wavelet coefficients and the wavelet basis functions. To ensure that this is possible the wavelets must satisfy
certain admissibility criteria. We derive the admissibility criteria and perfect reconstruction
formula in this subsection. We then relate the admissibility condition for each wavelet basis
function to an equivalent condition for the family of wavelet generating functions.
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Firstly, consider the expression
Z

∞

da
a

0

Z
SO(3)

ff (a, ρ) [R(ρ)L
e Υ Ψ](ω; a) ,
d%(ρ) W
Υ

(3.19)

e Υ operator in L2 (S2 , dΩ(ω)) is defined by the action
where the L
`
e Υ g) ≡ g`m /C
eΥ
(L
`m

(3.20)

e ` is defined below).
on the spherical harmonic coefficients of functions g ∈ L2 (S2 , dΩ(ω)) (C
Υ
Substituting the harmonic representation of the wavelet coefficients given by (3.18) and the
e Υ Ψ](ω; a) into (3.19), and noting the orthogonality of the
harmonic representation of [R(ρ)L
Wigner functions defined by (2.32), (3.19) may be rewritten as
∞ X
`
X
`=0 m=−`

` Z
1 8π 2 X ∞ da
|Ψ`n (a)|2 .
f`m Y`m (ω)
e ` 2` + 1
a
C
0
Υ

(3.21)

n=−`

For perfect reconstruction one requires the admissibility criteria
Z ∞
`
8π 2 X
da
`
e
0 < CΥ ≡
|Ψ`m (a)|2 < ∞ ,
2` + 1
a
0

(3.22)

m=−`

to hold ∀`. If admissibility is satisfied it is apparent from (3.21) that the original function may
be reconstructed by
Z
f (ω) =
0

∞

da
a

Z
SO(3)

ff (a, ρ) [R(ρ)L
e Υ Ψ](ω; a) .
d%(ρ) W
Υ

(3.23)

We relate the admissibility criteria that each spherical wavelet must satisfy to an equivalent
admissibility condition for the family of wavelet generating functions. Substituting (3.16) into
(3.22) and making the change of variables q = `a, the admissibility constant may be rewritten
as
`
eΥ
0<C
=

Z
`
X
m=−` 0

R∞

∞

dq
|Υm (q)|2 < ∞ .
q

(3.24)

dq
q

|Υm (q)|2 is always non-negative it is possible to recast the admissibility condition
R∞
2
on the family Υm in the following form: 0 dq
q |Υm (q)| < ∞, ∀m ∈ Z and ∃m ∈ Z such that
R ∞ dq
2
q |Υm (q)| 6= 0 .
0

Since

0

3.2.3 Properties
In this subsection we describe some properties of the wavelet basis functions and the wavelet
coefficients of the CSWTII derived in the previous subsections.
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Compensation
Admissible wavelets are compensated (i.e. have zero mean):
Z
S2

dΩ(ω) Ψ(ω; a) = 0, ∀a ∈ R+
∗ .

We show this property by noting that admissibility imposes the condition Υm (0) = 0, ∀m ∈ Z.
Considering the spherical harmonic transform of the wavelet,
r

2` + 1
Υm (`a) =
8π 2

Z
S2

∗
dΩ(ω) Ψ(ω; a) Y`m
(ω) ,

and setting ` = 0 and m = 0 the compensation property is obtained.

Wavelet energy
The energy of a wavelet at a particular dilation scale is given by
kΨ(a)k

2

Z
≡

dΩ(ω) |Ψ(ω; a)|2

S2
`
∞ X
X

=

|Ψ`m (a)|2

`=0 m=−`
`
∞ X
X
2` + 1
=
|Υm (`a)|2 ,
8π 2
`=0 m=−`

where in the second line we have made use of the orthogonality of the spherical harmonics
described by (2.29).

Function energy
The energy of the analysed function is given by
kf k

Z

2

≡

dΩ(ω) |f (ω)|2

S2

=

∞ X
`
X

|f`m |2 ,

`=0 m=−`

where in the second line we have made use of the orthogonality of the spherical harmonics
described by (2.29). It is also possible to relate the energy of the function directly to its spherical
wavelet coefficients:
2

Z

kf k =
0

∞

da
a

Z
SO(3)

fLeΥ f (a, ρ) W
ff ∗ (a, ρ) .
d%(ρ) W
Υ
Υ

To show this property we substitute the harmonic representation of the wavelet coefficients
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given by (3.18) and note the orthogonality of both the spherical harmonics and Wigner functions
described by (2.29) and (2.32) respectively.

Wavelet domain variance
The variance of the wavelet coefficients for a particular scale is used in [168] as a measure of
the concentration properties of the wavelet transform. However, this measures the variance of
the wavelet coefficient values and not the localisation of energy in wavelet space. In any case,
it is useful to relate variance in the wavelet domain to the energy of the analysed function and
wavelet.
The variance of the wavelet coefficients for a particular scale is given by
h


D
E
i2 
2
ff (a, ρ)
ff (a) = W
ff (a, ρ)
W
−
∆W
Υ
Υ
Υ

2

,

where we define the expected value over rotations of G ∈ L2 (SO(3), d%(ρ)) by
1
hG(ρ)i = 2
8π

Z
d%(ρ) G(ρ) .
SO(3)

The expected value of the wavelet coefficients is given by
D

`
`
∞ X
D
E
E X
X
∗
`∗
ff (a, ρ) =
f
Ψ
(a)
D
(ρ)
.
W
`m `n
mn
Υ
`=0 m=−` n=−`

Applying the Wigner D-function decomposition described by (2.34) one finds
D

Z 2π
Z π
Z 2π
1
imα
`∗
dα
e
dβ
sin
β
d
(β)
dγ einγ
mn
8π 2 0
0
0
Z 1
1
=
P` (x) dx
δm0 δn0
2
−1
= δ`0 δm0 δn0 .

E
`∗
Dmn
(ρ)
=

The expected value of the wavelet coefficients is thus
D

E
ff (a, ρ) = f00 Ψ∗00 (a),
W
Υ

which is zero for an admissible wavelet. The variance of the wavelet coefficients is therefore
given by
h



i2
2
f
f
f
f
∆WΥ (a)
=
WΥ (a, ρ)
=

∞ X
`
`
X
X
`=0 m=−` n=−`

1
|f`m |2 |Ψ`n (a)|2 ,
2` + 1

where the second line follows from the harmonic representation of the wavelet coefficients given
by (3.18) and by the orthogonality of the Wigner functions described by (2.32).
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3.2.4 Wavelet construction
In the spherical wavelet framework outlined herein wavelets on the sphere are constructed directly in spherical harmonic space. Spherical wavelets may be constructed in harmonic space
from the analogue of the Fourier definition of planar Euclidean wavelets. It is necessary to
then check that the candidate wavelets are admissible. In this subsection we demonstrate the
construction of a directional spherical wavelet with an example.
We construct the spherical analogue of the Morlet wavelet using our spherical wavelet formalism. Note that this differs to the definition of the spherical Morlet wavelet constructed from
the projection of the planar Morlet wavelet on to the sphere [5, 6]. The planar Morlet wavelet
is defined by a Gaussian in Fourier space centred on the wave vector of the wavelet, hence we
define the analogue of the Morlet wavelet on the sphere by a Gaussian in spherical harmonic
space. Various associations between Fourier and spherical harmonic space are possible. Here
we choose to associate ` and m in spherical harmonic space with the x and y components of a
vector in Fourier space respectively.10 The wavelet generating functions are defined by
Υm (`a) = e−

(`a−L)2 +(m−M )2
2

− e−

(`a)2 +L2 +(m−M )2
2

,

(3.25)

where L ∈ N and M ∈ Z, |M | < L define the centre of the Gaussian when a = 1. The correction
term subtracted is included to ensure admissibility (and takes a similar form to the correction
used to ensure the planar Morlet wavelet is admissible [6]). For numerical purposes, when L ≥ 5
the correction is numerically negligible and may simply be ignored. Moreover, for numerical
purposes it is possible to relate the maximum spherical harmonic `max that must be considered
√
to L and a: `max = d(L + −2 lnε)/ae, where ε is the allowable relative error and dxe is the
smallest integer greater than or equal to x (i.e. the ceiling function). We adopt the relation
`max = d(L + 5)/ae, which ensures ε < 10−5 .
Before proceeding it is necessary to check that the candidate wavelet generating functions
generate admissible spherical wavelets. It must be shown that the admissibility integral for the
wavelet generating functions, given by
Z
0

∞

dq
2
2
|Υm (q)|2 = e−[L +(m−M ) ]
q

Z
0

∞

dq −q2 qL
e (e − 1)2 ,
q

converges. To do this, the range of integration is split into the interval (0, ), where  > 0 is
small, and the interval (, ∞). For the latter range, one may appeal to the comparison test for
R∞
2
integrals since the ratio of 1q e−q (eqL − 1)2 to q −2 tends to zero as q → ∞, for any L, and  dq
q2
is finite (provided  > 0). For the lower range, note that the expansion of the integrand for
R
small q is qL2 and that 0 dq qL2 is finite.
In this subsection we have demonstrated the construction of admissible wavelets on the
sphere in the spherical wavelet framework described herein. In particular, we have constructed
the analogue of the Morlet planar wavelet. In Figure 3.4 and Figure 3.5 we plot this spherical
10
Alternatively one may choose to associate ` with the length of a vector in Fourier space and m with its phase.
We have considered this association also, although the support of the resulting functions is not as compact.
Moreover, we have not yet shown that the candidate wavelets that result in this case are admissible.

3.3. ALGORITHMS AND IMPLEMENTATIONS

39

wavelet for (L, M ) = (10, 0) for a dilation scale of a = 1 and a = 0.5 respectively. Note that this
construction yields a spherical wavelet that differs to the spherical Morlet wavelet constructed
by projecting the planar Morlet wavelet on to the sphere (to make a comparison see [5,6]). Other
wavelets on the sphere may be constructed in our framework in a similar manner. Although
we have constructed complex spherical wavelets, real wavelets may be constructed simply by
ensuring the reality condition Υ−m (q) = (−1)m Υ∗m (q) is satisfied.

3.3 Algorithms and implementations
A full directional wavelet analysis on the sphere for large data sets has been prohibited previously by the computational infeasibility of any implementation. The computational burden
of computing many orientations may be reduced by using steerable wavelets, for which any
continuous orientation can be computed from a small number of basis orientations [210]. This
is achieved since steerable wavelets have a restricted azimuthal band limit and may thus be
represented as a finite sum of trigonometric exponentials [210]. However, in this case one must
still compute the initial transform for more than one orientation, so although the computational
burden is reduced, it is still significant. Moreover, a fast approach is also required for general
non-steerable, directional wavelets. We have addressed this problem in [138] by deriving a fast
algorithm to perform a directional CSWT, which in turn relies on the fast spherical convolution
algorithm proposed by [204] and the factorisation of rotations proposed by [163]. The derivation of the fast CSWT algorithm, and other algorithms, is presented again here. It should also
be noted that following this work an alternative fast algorithm has been proposed [212]. This
algorithm is based on the fast spin ±2 spherical harmonic transform [211] and the fast Wigner
transform on the rotation group SO(3) [106].
In this section a range of algorithms of varying computational efficiency and numerical accuracy are presented to perform the CSWTs described in the preceding sections. As already
mentioned, the analysis formulae for both CSWTI and CSWTII are identical and so identical
algorithms may be used to perform both spherical wavelet transforms. We have implement the
algorithms presented in Fortran 90 and compare computational complexity and typical execution time. The synthesis of a signal from its wavelet coefficients is not considered any further.
Without loss of generality we consider only a single dilation (i.e. fixed a and b).

3.3.1 Tessellation schemes
It is necessary to discretise both the spherical coordinates of a function defined on the sphere
and also the Euler angle representation of the SO(3) rotation group. The fast algorithms we
present are performed in harmonic space and hence are tessellation independent, provided an
appropriate spherical harmonic transform is defined for the tessellation. However, the semi-fast
algorithm [5] is restricted to an equi-angular tessellation of the sphere. The various tessellation
schemes adopted are defined below.
The equi-angular tessellation (also known as the equidistant cylindrical projection (ECP))
of the spherical coordinates is defined by C = {θnθ =

πnθ
Nθ ,

φnφ =

2πnφ
Nφ

: 0 ≤ nθ ≤ Nθ − 1,

0 ≤ nφ ≤ Nφ − 1}. Let Npix = Nθ Nφ denote the number of pixels in the tessellation.
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(a) Re{Ψ(ω; a = 1)}

(b) Im{Ψ(ω; a = 1)}

(c) |Ψ(ω; a = 1)|

Figure 3.4: Plots of the analogue of the Morlet wavelet constructed on the sphere for a = 1 using the
CSWTII formalism outlined herein. Parametric plots are shown on the left; colour plots on the sphere are
shown on the right.
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(a) Re{Ψ(ω; a = 0.5)}

(b) Im{Ψ(ω; a = 0.5)}

(c) |Ψ(ω; a = 0.5)|

Figure 3.5: Plots of the analogue of the Morlet wavelet constructed on the sphere for a = 0.5 using the
CSWTII formalism outlined herein. Parametric plots are shown on the left; colour plots on the sphere are
shown on the right. For illustration purposes the colour map and distance of the parametric plots from the
unit sphere have been scaled by one-fifth in this figure relative to the plots for a = 1.
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We also consider the HEALPix tessellation scheme since it is commonly used for astrophysical
data-sets of the CMB. Pixels in the HEALPix scheme are of equal area and are located on rings of
constant latitude (the latter feature enables fast spherical harmonic transforms on the pixelised
grid). We refer the reader to [79] for details of the HEALPix scheme and here just define the
HEALPix grid in terms of pixel indices: H = {(θ, φ)p = (θp , φp ) : 0 ≤ p ≤ Npix − 1}. The
HEALPix resolution is parametrised by Nside , where Npix = 12Nside 2 . It should be noted that an
exact quadrature formula does not exist for the HEALPix tessellation, thus spherical harmonic
transforms are necessarily approximate. This is not the case for the ECP or some other practical
tessellations (e.g. IGLOO and GLESP) where exact quadrature may be performed.
The Euler angle domain of the spherical wavelet coefficients is in general arbitrary, however
2πnα
Nα ,

we use the equi-angular discretisation defined by E1 = {αnα =

βnβ =

πnβ
Nβ ,

γnγ =

2πnγ
Nγ

:

0 ≤ nα ≤ Nα − 1, 0 ≤ nβ ≤ Nβ − 1, 0 ≤ nγ ≤ Nγ − 1}. The fast algorithm, however, requires
(for convenience) the tessellation E2 = {αnα =

2πnα
Nα ,

βnβ =

πnβ
Nβ ,

γnγ =

2πnγ
Nγ

: 0 ≤ nα ≤ Nα − 1,

0 ≤ nβ ≤ 2Nβ − 1, 0 ≤ nγ ≤ Nγ − 1}, where the β sampling is repeated. Evaluating β over the
range 0 to 2π is redundant, covering the SO(3) manifold exactly twice. Nonetheless, the use
of the fast algorithm requires this range. Such an approach is not uncommon, as [62, 87] also
oversample a function of the sphere in the θ direction in order to develop fast spherical harmonic
transforms on equi-angular grids. The overhead associated with the inefficient discretisation is
more than offset by the fast algorithm it affords, as described in Section 3.3.5.

3.3.2 Direct case
The CSWT analysis may be implemented directly by applying an appropriate quadrature rule.
Using index subscripts to denote sampled signals, the direct CSWT implementation is given by
(Wψf )nα ,nβ ,nγ

Npix −1 

=

X
p=0

R



2πnα πnβ 2πnγ
,
,
Nα Nβ Nγ

 ∗
ψ fp wp ,

(3.26)

p

where the pixel sum is over all the pixels of any chosen tessellation and ψ and Wψf are used to
represent the wavelet and the wavelet coefficients respectively when the type of CSWT is not
2π 2 sin θnθ
Nθ Nφ , whereas the equal
by wp = N4π
, are independent
pix

relevant. The weights for the ECP C grid are given by wp = wnθ =
pixel areas of the HEALPix H grid ensure the pixel weights, given
of position.

Discretisation techniques other than the plain Riemann sum used in (3.26) would be beneficial
only if additional regularity conditions are imposed on the signal f [5]. It is also possible to
choose other weights to achieve a better approximation of the integral. An example of a different
equi-angular discretisation and a different choice for the weights is given by the sampling theorem
for band-limited functions on the sphere developed by [87].
Evaluation of (3.26) requires the computation of a two-dimensional summation, evaluated
over a three-dimensional grid. We assume that the number of samples for each discretised angle,
except γ, is of the same order N . Typically the number of samples in the γ direction is of a
much lower order, so we treat this term separately. The complexity of the direct algorithm is
O(Nγ N 4 ).
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3.3.3 Semi-fast case
We rederive here the semi-fast implementation of the CSWT described by [5] and implemented
using the YAWTb Matlab wavelet toolbox and SpharmonicKit. This algorithm involves performing a separation of variables so that one rotation may be performed in Fourier space. The
algorithm is restricted to the equi-angular grid C (in essence pixels must only be defined on
equal latitude rings, however some form of interpolation and down-sampling is then required to
extract samples for equal longitudes).
Firstly, the α rotation is represented by shifting the corresponding wavelet samples to give
(Wψf )nα ,nβ ,nγ

=

NX
φ −1 
θ −1 N
X
nθ =0 nφ =0



πnβ 2πnγ
R 0,
,
Nβ Nγ

 ∗
ψ

fnθ ,nφ wnθ ,

nθ ,nφ −nα

where the index nφ is extended periodically with period Nφ . The discrete space convolution
theorem may then be applied to represent the inner summation as the inverse discrete Fourier
transform (DFT) of the product of the wavelet and signal DFT samples (note that only a
one-dimensional DFT is performed in the azimuthal direction):

 
 
Nφ −1
i2πknφ 
πnβ 2πnγ
1 X ∗
F R 0,
,
ψ
F(f )nθ ,k e Nφ
wn , (3.27)
 θ
 Nφ
Nβ Nγ
nθ ,k


(Wψf )nα ,nβ ,nγ =

NX
θ −1 
nθ =0

k=0

where F(·)n,k denotes one-dimensional DFT coefficients. A fast Fourier transform (FFT) may
then be applied to evaluate simultaneously all of the nα terms of the expression enclosed in
the curly braces in (3.27). A final summation (integral) over nθ produces the spherical wavelet
coefficients for a given nβ and nγ , for all nα . Applying an FFT to evaluate simultaneously one
summation rapidly, reduces the complexity of the CSWT implementation to O(Nγ N 3 log2 N ).

3.3.4 Fast azimuthally symmetric case
For the special case where the wavelet is azimuthally symmetric, it is essentially only a function
of θ and may be represented in terms of its Legendre expansion. In this case the harmonic
representation of the wavelet coefficients is given by the product of the signal and wavelet
spherical harmonic coefficients:
(Wψf )
`m

r
=

4π
ψ ∗ f`m ,
2` + 1 `0

(3.28)

noting that the harmonic coefficients of an azimuthally symmetric wavelet are zero for m 6= 0.
In practice, one requires that at least one of the signals, usually the wavelet, has a finite band
limit so that negligible power is present in those coefficients above a certain `max , in which case
it is only necessary to consider ` ≤ `max (a detailed discussion of the determination of `max
is presented in [22]). Once the spherical harmonic representation of the wavelet coefficients is
calculated by (3.28), the inverse spherical harmonic transform is applied to compute the wavelet
coefficients in the Euler domain. The complexity of the fast azimuthally symmetric CSWT
algorithm is dominated by the spherical harmonic transforms. For a tessellation containing
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pixels on rings of constant latitude, a fast spherical harmonic transform may be performed (see
e.g. [79,143,144]). This reduces the complexity of the spherical harmonic transform from O(N 4 )
to O(N 3 ) = O(Npix 3/2 ). For certain tessellation schemes fast spherical harmonic transforms
of lower complexity are also available, however these are related directly to the tessellation
(e.g. [62,87,143,144]). In particular, the algorithm developed by [62,87] for the ECP tessellation
scales as O(N 2 log N ).
The fast azimuthally symmetric CSWT algorithm is posed purely in harmonic space and consequently the algorithm is tessellation independent. However, one is restricted to azimuthally
symmetric wavelets and the ability to perform the directional analysis inherent in the constructions of both of the spherical wavelet transforms described previously is lost.

3.3.5 Fast directional case
We present the most general fast directional CSWT algorithm for non-azimuthally symmetric
wavelets, i.e. steerable and directional wavelets, in this subsection. Again, the algorithm is
posed purely in harmonic space and so is tessellation independent. We use the equi-angular
E2 discretisation of the wavelet coefficient domain, although other discretisations may be used
if FFTs are also defined on these grids. The CSWT at a particular scale (i.e. a particular
a and b) is essentially a spherical convolution, hence we apply the fast spherical convolution
algorithm proposed by [204], based on a factorisation of rotations [163], to evaluate the wavelet
transform. The algorithm proceeds by factoring the rotation into two separate rotations, each
of which involves only a constant polar rotation component. Azimuthal rotations may then
be performed in harmonic space at far less computation expense than polar rotations. We
subsequently rederive the fast spherical convolution algorithm developed by [204], as applied
to the application of evaluating the CSWT. The harmonic representation of the CSWT is first
presented, followed by the discretisation and fast implementation. Moreover, we present an
alternative but equivalent derivation using a Wigner d-function relation.

Harmonic formulation
The CSWT analysis formulae represented in harmonic space is given by (3.18) and is repeated
here for readability:
Wψf (α, β, γ) =

`X
max

`
X

`
X

`∗
∗
f`m Dmm
0 (α, β, γ) ψ`m0 .

(3.29)

`=0 m=−` m0 =−`

Again, we assume negligible power above `max in at least one of the signals, usually the wavelet,
so that the outer summation is truncated at `max . The Wigner decomposition specified in (2.34)
is exploited by factoring the rotation R(α, β, γ) into two separate rotations, both of which only
contain a constant ±π/2 polar rotation:
R(α, β, γ) = R(α − π/2, −π/2, β) R(0, π/2, γ + π/2) .

(3.30)
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By factoring the rotation in this manner and applying the decomposition described by (2.34),
(3.29) can be rewritten as
Wψf (α, β, γ)

=

`X
max

`
X

min(mmax ,`)

`
X

X

d`m0 m (π/2) d`m0 m00 (π/2)

`=0 m=−` m0 =−` m00 =− min(mmax ,`)
0

00 (γ+π/2)]

∗
i[m(α−π/2)+m β+m
× f`m ψ`m
00 e

,

(3.31)

where the Wigner d-function symmetry relation defined by (2.44) has been applied. Steerable
wavelets may have a low effective band limit mmax  `max , in which case the inner summation
in (3.31) may be truncated at mmax . For general directional wavelets this is not the case and
one must use mmax = `max .
Evaluating the harmonic formulation given by (3.31) directly would be no more efficient than
approximating the initial analysis integral using simple quadrature. However, (3.31) is represented in such a way that all Euler angles appear only as the arguments of complex exponentials.
This representation may be exploited such that FFTs may be applied to evaluate rapidly three
summations simultaneously.

Fast implementation
Azimuthal rotations may be applied with far less computational expense than polar rotations
since they appear within complex exponentials in (3.31). Although the d-functions can be
evaluated reasonably quickly and reliably using recursion formulae, the basis for the fast implementation is to avoid these polar rotations as much as possible and use FFTs to evaluate rapidly
all of the azimuthal rotations simultaneously. This is the motivation for factoring the rotation
as specified by (3.30).
The discretisation of each Euler angle may in general be arbitrary. However, to exploit
standard FFT routines uniform sampling is adopted, i.e. grid E2 is used (see Section 3.3.1).
As mentioned, this discretisation is inefficient since it covers the SO(3) manifold exactly twice,
nevertheless it enables the use of standard FFT routines which significantly increases the speed
of the algorithm. Discretising (3.31) in this manner and interchanging the order of summation
one obtains
(Wψf )nα ,nβ ,nγ

`X
max

=

`X
max

m
max
X

`X
max

d`m0 m (π/2) d`m0 m00 (π/2)

m=−`max m0 =−`max m00 =−mmax `=max(|m|,|m0 |,|m00 |)
0

00 (2πn /N +π/2)]
γ
γ

∗
i[m(2πnα /Nα −π/2)+m 2πnβ /Nβ +m
×f`m ψ`m
00 e

.

Shifting the indices yields
(Wψf )nα ,nβ ,nγ

=

2`
max 2`
max 2m
max
X
X
X
m=0 m0 =0 m00 =0

0

00 /N

ei2π(nα m/Nα +nβ m /Nβ +nγ m

γ)

Tm,m0 ,m00 ,

(3.32)
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where
`X
max

i(m00 −m)π/2

Tm,m0 ,m00 = e

∗
d`m0 m (π/2) d`m0 m00 (π/2) f`m ψ`m
00

(3.33)

`=max(|m|,|m0 |,|m00 |)

is extended periodically. Note that the phase shift introduced by shifting the indices of the
summation in (3.32), shifts the Tm,m0 ,m00 indices back. Making the associations Nα = 2`max + 1,
Nβ = 2`max +1 and Nγ = 2mmax +1, one notices that (3.32) is the unnormalised three-dimensional
inverse DFT of (3.33). Nyquist sampling in (α, β, γ) is inherently ensured by the associations
made with `max and mmax .
The CSWT may be performed rapidly in spherical harmonic space by constructing the
T -matrix of (3.33) from spherical harmonic coefficients and precomputed d-functions, followed
by the application of an FFT to evaluate rapidly all three Euler angles of the discretised CSWT
simultaneously. The complexity of the algorithm is dominated by the computation of the
T -matrix. This involves performing a one-dimensional summation over a three-dimensional
grid, hence the algorithm is of order O(Nγ N 3 ).
Additional benefits may be realised for real signals by exploiting the resulting conjugate
symmetry relationship. Memory and computational requirements may be reduced by a further
factor of two for real signals by noting the conjugate symmetry relationship
T−m,−m0 ,−m00

`X
max

00 )π/2

= ei(m−m

0

(−1)m−m d`m0 m (π/2)

`=max(|m|,|m0 |,|m00 |)
m00 −m0

×(−1)

∗
d`m0 m00 (π/2) ψ`,−m
00 f`,−m

∗
= Tm,m
0 ,m00 ,

(3.34)

where we have applied the Wigner d-function symmetry relation (2.42) and noted that the
d-functions are real. In our implementation we use the complex-to-real FFT routines of the
FFTW11 package, which are approximately twice as fast as the equivalent complex-to-complex
routines.

Alternative formulation
The formulation of the fast CSWT algorithm presented above is based on the factorisation of
rotations presented previously by [163, 204]. One may also obtain the same representation by
applying the identity defined by (2.45). For completeness, we present this alternative formulation
here, although it essentially equates to the same thing. Applying the decomposition (2.34) and
the identity (2.45), the harmonic representation of the wavelet analysis formula (3.29) may be
rewritten as
Wψf (α, β, γ) =

X
`,m,m0 ,m00

11

http://www.fftw.org/

00

0

00 γ)

∗
i(mα+m β+m
(im−m )∗ d`m0 m (π/2) d`m0 m00 (π/2) f`m ψ`m
00 e

,

(3.35)
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Table 3.1: CSWT algorithm complexity for one scale and one orientation. The complexity of each algorithm
simply scales with the number of dilations considered and, for those algorithms that facilitate a directional
analysis, with the number of orientations considered. The number of pixels on the sphere and the harmonic
band limit is related to N by O(Npix ) = O(`max 2 ) = O(N 2 ).
Algorithm

Complexity

Direct
Semi-fast
Fast symmetric
Fast directional

O(N 4 )
O(N 3 log2 N )
O(N 3 )
O(N 3 )

where only the indices and not the limits of the summations are shown for notational shorthand.
00 −m)π/2

Noting that ei(m

00

= (im−m )∗ , it is apparent that (3.35) is identical to (3.31), hence an

identical fast CSWT algorithm to that presented previously also results in this case.

3.3.6 Comparison
We summarise the computational complexities of the various CSWT algorithms for a single pair
of scales and single orientation in Table 3.1. The complexity of each algorithm scales with the
number of dilations considered and, for those algorithms that facilitate a directional analysis (i.e.
all but the fast azimuthally symmetric algorithm), with the number of orientations considered.
The most general fast directional algorithm provides a saving of O(N ) over the direct case,
where the number of pixels on the sphere and the harmonic band limit are related to N by
O(Npix ) = O(`max 2 ) = O(N 2 ).
We have implemented all algorithms in Fortran 90 in the FastCSWT12 package, adopting the
HEALPix tessellation of the sphere (which, incidentally, is the tessellation scheme of the WMAP
CMB data [16, 91]). Typical execution times for the algorithms are tabulated in Table 3.2
for a range of resolutions from 1100 down to 3.40 . The improvements provided by the fast
algorithms are apparent. Indeed, it is not feasible to run the direct algorithm on data-sets with
a resolution much greater than Npix ∼ 5×105 . For data-sets of practical size, such as the WMAP
(Npix ∼ 3 × 106 ) and forthcoming Planck (Npix ∼ 50 × 106 ) CMB data, the fast implementations
of the CSWT are essential.
The semi-fast algorithm is also implemented using the HEALPix tessellation. However, to
perform the outer summation (integration) continual interpolation followed by down-sampling
is required on each iso-latitude ring to essentially resample the data on an ECP tessellation. This
increases the execution time of the implementation of the semi-fast algorithm on the HEALPix
grid to an extent that the semi-fast algorithm provides little advantage over the direct algorithm. To appreciate the advantages of the semi-fast approach it must be implemented on an
ECP tessellation, hence we do not tabulate the execution times for our implementation of this
algorithm on the HEALPix grid as it provides an unfair comparison.
It is also important to note that although complexity scales with the number of dilations and
orientations considered, execution time does not for the fast algorithms. Execution time does
12

In the future we intend to make the FastCSWT package available publicly.
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Table 3.2: Typical execution time (minutes:seconds) for each CSWT algorithm run on an Intel P4-M 3GHz
laptop with 512MB of memory.
Resolution
Nside
Npix
32
64
256
512
1024

12,288
49,152
786,432
3,257,292
12,582,912

Direct
3:25.37
54:31.75
–
–
–

Algorithm execution time
Fast symmetric Fast directional
0:00.06
0:00.38
0:28.00
3:43.69
28:23.85

0:00.10
0:00.74
0:52.55
7:57.75
71:31.68

scale in this manner for the direct algorithm. There are a number of additional overheads associated with the fast algorithms, such as computing spherical harmonic coefficients and Wigner
d-functions. Consequently, the fast algorithms provide additional execution time savings that are
not directly apparent in Table 3.2. For example, the execution time of the fast azimuthally symmetric and directional algorithms for 10 dilations at a resolution of Npix ∼ 8 × 105 (Nside = 256)
are 3:08.20 and 7:06.83 (minutes:seconds) respectively, which is considerably faster than ten
times the execution time of one dilation.

3.4 Concluding remarks
The extension of Euclidean wavelet analysis to spherical geometry has been discussed in this
chapter. Two wavelet transforms on the sphere have been described and various algorithms for
performing these spherical wavelet transforms have been presented and examined.
The first continuous wavelet transform on the sphere considered, the CSWTI , has been
described in the framework presented by [210], where the stereographic projection is used to
relate the spherical and Euclidean constructions. We have extended the concept of the spherical
dilation operator presented by [210] to anisotropic dilations. Although anisotropic dilations are
of practical use, the resulting basis one projects on to does not classify as a wavelet basis since
perfect reconstruction is not possible. The CSWTI naturally incorporates directionality.
We have also presented the construction of a new directional continuous wavelet transform on
the sphere, the CSWTII . Dilation on the sphere is performed by a scaling in harmonic space, as
recently proposed by [168]. We extend the spherical wavelet analysis presented by [168] to a more
general directional framework, allowing one to probe oriented structure of the analysed function.
This framework has the advantage that all wavelets and operators are defined directly on the
sphere. Once the wavelet analysis is performed, the original function may be reconstructed
perfectly from its wavelet coefficients and the wavelet basis functions. We have proved the
corresponding synthesis formula and have derived the resulting admissibility criteria that the
wavelets must satisfy. Wavelets are constructed in this framework in spherical harmonic space.
We have demonstrated the construction of a wavelet basis with the example of the analogue
of the Morlet wavelet in this spherical wavelet setting. Other wavelets on the sphere may
be constructed in a similar manner. It remains to be seen if the elegance of this new spherical
wavelet theory yields practical advantages. In the future, it would be informative to examine the
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localisation properties of spherical wavelets constructed in this new framework using numerical
simulations and also to apply the analysis to practical applications.
Not only is the extension of a wavelet analysis to a spherical manifold of important theoretical
interest, it is also of important practical use in order to extend the potential benefits afforded
by a wavelet analysis to data that are defined on the sphere. For data sets of practical size, that
may contain tens of millions of pixels, it is imperative to have fast algorithms for performing
the spherical wavelet analysis. We have presented a range of CSWT algorithms, from the
direct quadrature approximation, to the semi-fast equi-angular algorithm where one rotation is
performed in Fourier space, to the fast azimuthally symmetric and directional algorithms posed
purely in spherical harmonic space. Posing the CSWT purely in harmonic space naturally
ensures the resulting algorithms are tessellation independent. The most general fast directional
p
algorithm provides a saving of O( Npix ) = O(`max ) over the direct implementation and may
be performed down to a few arcminutes even with limited computational resources. For a given
dilation the analysis formulae of both CSWTs considered in this chapter are identical, hence all
algorithms are directly applicable to both wavelet constructions.
The extension of wavelet analysis to the sphere enables one to probe new physics in many
areas and is facilitated on large practical data-sets by the fast directional CSWT algorithm presented herein. Indeed, in the subsequent chapters of this thesis the CSWTI is applied to various
cosmological applications. The effectiveness of the spherical wavelet analysis is demonstrated
by the highly significant detections of physical processes and effects made.
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CHAPTER

4

Gaussianity of the CMB

A range of primordial processes may imprint signatures on the temperature fluctuations of the
CMB. The currently favoured cosmological model is based on the assumption of initial fluctuations generated by inflation. In the simplest inflationary models, primordial perturbations
seed Gaussian temperature fluctuations in the CMB that are statistically isotropic over the sky.
However, this is not necessarily the case for non-standard inflationary models or various cosmic
defect scenarios. Non-Gaussianity may also be introduced by secondary physical effects, such as
the reionisation of the universe, the integrated Sachs-Wolfe effect, the Rees-Sciama effect, the
SZ effect and gravitational lensing. Moreover, measurement systematics or foreground contamination may also introduce non-Gaussianity in CMB data. Consequently, probing the microwave
sky for non-Gaussianity is of considerable interest, providing evidence for competing scenarios
of the early universe and also highlighting important secondary sources of non-Gaussianity and
systematics.
Ideally, one would like to localise any detected non-Gaussian components on the sky, in
particular to determine if they correspond to secondary effects or systematics. The ability to
probe different scales is also important to ensure non-Gaussian sources present only on certain
scales are not concealed by the predominant Gaussianity of other scales. Wavelet techniques
are thus a perfect candidate for CMB non-Gaussianity analysis, since they provide both scale
and spatial localisation. In addition, directional wavelets may provide further information on
oriented structure in the CMB.
Wavelets have already been used to analyse the Gaussianity of the CMB. For example, the
use of planar wavelets in detecting and characterising non-Gaussianity on patches of the CMB
sky has been investigated by [10,92]. This approach was used by [145] to analyse planar faces of
the 4-year COBE-DMR data in the QuadCube pixelisation, showing that the data is consistent
with Gaussianity (correcting an earlier claim of non-Gaussianity by [150]). However, in order to
retain the symmetry of the sphere in the analysis of a full-sky CMB map, wavelet analysis must
be extended to spherical geometry. A spherical Haar wavelet analysis of the COBE-DMR data
51
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was performed by [11], but no evidence of non-Gaussianity was found. Employing the CSWTI
framework outlined in Chapter 3, the symmetric Mexican hat wavelet (using the definition
proposed by [131] to preserve the compensation property of the wavelet) has been used to analyse
the COBE-DMR maps by [36]; again, no significant deviations from Gaussianity were detected.
The performance of spherical Haar and Mexican hat wavelets for detecting non-Gaussianity in
simulated data was subsequently compared in [131], concluding that the Mexican hat wavelet is
superior.
The assumptions of Gaussianity and isotropy have been questioned recently with many
works highlighting deviations from Gaussianity in the WMAP 1-year (WMAP1; [16]), calculating
measures such as the bispectrum and Minkowski functionals [105,110,130,140], the genus [42,67],
correlation functions [66, 74, 189], low-multipole alignment statistics [20, 44, 45, 55, 56, 109, 111–
113, 173, 178, 206], structure alignment statistics [213] phase associations [37, 39, 41, 60], local
curvature [30,85], the higher criticism statistic [34], hot and cold spot statistics [115,116], fractal
statistics [166] and wavelet coefficient statistics [50, 51, 135, 137, 146, 195]. Some statistics show
consistency with Gaussianity, whereas others provide some evidence for a non-Gaussian signal
and/or an asymmetry between the northern and southern Galactic hemispheres. Although the
recently released WMAP 3-year data (WMAP3; [91]) is consistent with the WMAP1 data, a
more thorough treatment of beams, foregrounds and systematics is performed in the 3-year
data, in addition to a further two years of observing time. Consequently, WMAP3 provides a
more reliable data-set on which to confirm or refute previous results. A Gaussianity analysis is
performed on the WMAP3 data by [180], using the one point distribution function, Minkowski
functionals, the bispectrum and the trispectrum. No evidence is found for non-Gaussianity,
however the authors do not re-evaluate the large number of statistical tests that have been
used to detect non-Gaussianity in the WMAP1 data. Indeed, deviations from Gaussianity and
isotropy have recently been detected in the WMAP3 data, using measures such as anisotropy
statistics [19, 88] phase associations [38] and wavelet coefficient statistics [49, 136], with little
change in the significance levels obtained by each technique for the first and third year data.
Although the departures from Gaussianity and isotropy detected in the WMAP1 and WMAP3
data may simply highlight unremoved foreground contamination or other systematics, which
itself is of importance for cosmological inferences drawn from the data, if the source of these
detections is of cosmological origin then this would have important implications for the standard
cosmological model.
One of the highest significance levels for non-Gaussianity yet reported was obtained by [195]
using a spherical Mexican hat wavelet analysis. This result has been confirmed by [146], who
show it to be robust to different Galactic masks and assumptions regarding noise properties. In
particular, it was found that the kurtosis of the wavelet coefficients in the southern hemisphere,
at an approximate size on the sky of 10◦ , lies just outside the 3σ Gaussian confidence level. More
recently, the cold spot detected in this analysis at Galactic coordinates (l, b) = (209◦ , −57◦ ) has
been examined in more detail and appears to be the predominant source of the non-Gaussianity
detected in the kurtosis of the spherical Mexican hat wavelet coefficients [49–51].
Previous wavelet analyses of the CMB have been restricted to azimuthally symmetric wavelets
since a directional analysis on the full sky has been prohibited previously by the computational
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infeasibility of any implementation. However, such an analysis is now facilitated by the fast
directional CSWT algorithm presented in Chapter 3 [138]. The non-Gaussianity analysis performed originally by [195] is extended in this chapter to examine oriented structure in the CMB.
The remainder of this chapter is based on the papers [135, 136] and is organised herein as
follows. Firstly, the pre-processed WMAP data examined and the simulations performed are
described in Section 4.1. In Section 4.2 the procedure followed to analyse the WMAP data
for non-Gaussianity is described. Results from WMAP1 and WMAP3 data are presented in
Section 4.3 and Section 4.4 respectively. Concluding remarks are made in Section 4.5.

4.1 Data and simulations
The Gaussianity analysis described in this chapter is performed on the signal-to-noise ratio
enhanced co-added CMB maps [105], constructed from the WMAP1 [16] and WMAP3 [91],
data and also on the TOH [186] foreground cleaned map constructed from the WMAP1 data.
These pre-processed maps and Gaussian simulations constructed for comparison are described
in this section.

4.1.1 Data pre-processing
To minimise the contribution of foregrounds and systematics to CMB anisotropy measurements
the WMAP assembly contains a number of receivers that observe at a range of frequencies.
The WMAP team and other independent groups have proposed various constructions of CMB
maps from data measured by different receivers and bands in order to minimise foreground
contributions (template based methods: [17]; template independent methods: [17, 65, 186]). In
this Gaussianity analysis, we use the template based foreground cleaned sky maps, where the
Galactic foreground signal (consisting of synchrotron, free-free, and dust emission) has been
removed by using the 3-band, 5-parameter template fitting method described by [17]. These
foreground cleaned maps are used to construct the co-added map proposed by the WMAP
team and used in their non-Gaussianity analysis [105]. This is the same pre-processed map
considered in [195]. These maps, together with receiver noise and beam properties, for both the
1-year and 3-year releases are available from the Legacy Archive for Microwave Background Data
Analysis (LAMBDA) website.1 The maps are provided in the HEALPix format at a resolution
of Nside = 512 (giving Npix = 12Nside 2 ∼ 3 × 106 pixels on the sphere). Following the data
processing pipeline specified by [105], the foreground cleaned WMAP maps for which the CMB
is the dominant signal (two Q-band maps at 40.7GHz, two V-band maps at 60.8GHz and four
W-band maps at 93.5GHz) are combined to give the signal-to-noise ratio enhanced co-added
map. The co-added temperature at a given position on the sky is given by
P10
T (ω) =
1

http://cmbdata.gsfc.nasa.gov/

r=3 wr (ω) Tr (ω)
P10
r=3 wr (ω)

,

(4.1)

54

CHAPTER 4. GAUSSIANITY OF THE CMB

where T (ω) is a CMB temperature map and the r index corresponds to the Q-, V- and W-band
receivers respectively (indices r = 1, 2 correspond to the K and Ka receiver bands that are
excluded from the analysis). The noise weights wr (ω) are defined by
wr (ω) =

Nr (ω)
,
σ 0r 2

(4.2)

where Nr (ω) specifies the number of observations at each point on the sky for each receiver
band and σ0r is the receiver noise dispersion. The Nr (ω) number-of-observations data may
be downloaded from LAMBDA and the receiver noise dispersions for WMAP1 and WMAP3
observations are specified in [120] and [119] respectively.
An independent foreground analysis of the WMAP1 data is performed in [186] to produce
the foreground cleaned TOH map. This map is constructed from a linear summation of maps
observed for each band, however the weights used vary over both position on the sky and scale. A
Gaussianity analysis on the TOH map is also performed herein to ensure any detected deviations
from Gaussianity are not due to differences in the various foreground removal techniques.
Following the analysis of [195], the maps to be analysed are down-sampled to a resolution
of Nside = 256, since the very small scales are dominated by noise (and also to reduce computational requirements). The conservative Kp0 exclusion mask (also available from LAMBDA),
appropriately downsampled to conserve point source exclusion regions in the coarser resolution,
is then applied to remove emissions due to the Galactic plane and known point sources. The
final preprocessed co-added maps and the TOH are illustrated in Figure 4.1.

4.1.2 Monte Carlo simulations
Monte Carlo simulations are performed to construct confidence bounds on the test statistics
used to probe non-Gaussianity in the WMAP data.

1000 Gaussian CMB realisations are

produced from the theoretical power spectrum fitted by the WMAP team.2 To simulate the
WMAP observing strategy each Gaussian CMB realisation is convolved with the beam transfer
function of each of the Q-, V- and W-band receivers. Anisotropic white noise of dispersion
p
σr (ω) = σ0r / Nr (ω) is added to each band. The resultant simulated Q-, V- and W-band maps
are combined in the same manner used to construct the co-added map, before down-sampling
and applying the Kp0 mask, to give a final simulated Gaussian co-added map for analysis.
Different sets of simulations are performed for the WMAP1 and WMAP3 data to reflect the
improved noise properties and the more thorough treatment of beams inherent in the WMAP3
data.
The WMAP1 co-added Gaussian simulations are also used for comparison with the TOH
map constructed from WMAP1 data. Since the weights used to construct the TOH map differ
from those used to construct the WMAP1 co-added map, one should strictly produce a second
set of Gaussian simulations following the TOH map construction method. The weights for the
TOH map vary as a function of angular scale and, unfortunately, are not quoted explicitly.
2
The theoretical power spectrum used is based on a Λ Cold Dark Matter (ΛCDM) model using a power law
for the primordial spectral index which best fits the WMAP, CBI and ACBAR CMB data, and is also directly
available from LAMBDA.
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(a) WMAP1 co-added map

(b) TOH map

(c) WMAP3 co-added map

Figure 4.1: Pre-processed WMAP data with the Kp0 mask applied. Maps illustrated in panels (a) and (b)
are constructed from WMAP1 data, whereas the map illustrated in panel (c) is constructed from WMAP3
data. These maps are examined for deviations from Gaussianity in this chapter. The spherical maps are
displayed in units of mK in Galactic coordinates, with the Galactic centre in the middle, using the Mollweide
projection to project the sphere on to an ellipse (unless otherwise stated the units, coordinate system and
projection adopted here are used throughout this thesis to display data defined on the sphere).
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Table 4.1: Wavelet scales considered in the non-Gaussianity analysis. The overall size on the sky ξ1 for a
given scale are the same for both the Mexican hat and real Morlet wavelets. The size on the sky of the
internal structure of the real Morlet wavelet ξ2 is also quoted.
Scale
Dilation a
Size on sky ξ1
Size on sky ξ2

1

2
0

50
1410
15.70

3
0

100
2820
31.40

4
0

150
4240
47.10

5
0

200
5650
62.80

6
0

250
7060
78.50

7
0

300
8470
94.20

8
0

350
9880
1100

9
0

400
11300
1260

10
0

450
12700
1410

11
0

500
14100
1570

12
0

550
15500
1730

6000
16900
1880

Nevertheless, for both the WMAP co-added and TOH maps, the weights sum to unity and the
difference in the linear combination of maps used by [186] to construct the TOH map should
not lead to significant changes in the Gaussian confidence limits compared with those obtained
using the Gaussian simulations produced to model the WMAP1 co-added map.

4.2 Analysis procedure
A spherical wavelet analysis is applied to probe the WMAP data for possible deviations from
Gaussianity. A similar strategy to [195] is adopted, however the analysis is extended to directional spherical wavelets to probe oriented structure in the CMB. The CSWT is a linear
operation; hence the wavelet coefficients of a Gaussian map will also follow a Gaussian distribution. One may therefore probe a full sky CMB map for non-Gaussianity simply by looking for
deviations from Gaussianity in the distribution of the spherical wavelet coefficients.
The analysis consists of first taking the CSWT at a range of scales and, for directional
wavelets on the sphere, a range of γ directions. The scales considered (and the corresponding
effective size of the wavelets on the sky) are shown in Table 4.1 (only isotropic dilations are
considered in this analysis). For directional wavelets five evenly spaced γ orientations in the
domain [0, π) are considered. The details of the analysis are discussed in the remainder of this
section. Firstly, the spherical wavelets applied in this analysis are described. Those wavelet
coefficients distorted by the application of the Kp0 mask must be excluded from the analysis, as
described in Section 4.2.2. Test statistics are calculated from the remaining wavelet coefficients in
order to investigate any deviations from Gaussianity, as described in Section 4.2.3. An identical
analysis is then performed on each simulated Gaussian co-added CMB map in order to construct
significance measures for the test statistics.

4.2.1 Wavelets
The CSWTI spherical wavelet framework described in Section 3.1 is applied to perform the
wavelet analysis. Wavelets on the sphere are constructed in this framework through the inverse
stereographic projection of Euclidean wavelets on the plane. In the Gaussianity analysis performed herein two classes of directional spherical wavelets are considered: the spherical elliptical
Mexican hat wavelet (SEMHW) and the SMW, chosen for its sensitivity to scanning artifacts.
The SEMHW reduces to the usual SMHW for an eccentricity of zero. These spherical wavelets
are illustrated in Figure 4.2 and are described in more detail subsequently.
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Elliptical Mexican hat wavelet
A directional extension of the usual Mexican hat wavelet is proposed. The SEMHW is defined
as the negative of the Laplacian of an elliptical two-dimensional Gaussian,

 1 „ x2 y2 «
2
2
−2
x
y
1
2 + σ2
σx
y
−
e
ψRSEMHW
(x, y; σx , σy ) = 3 3 σx2 + σy2 −
,
2
2
2
2σx σy
(σx /σy )
(σy /σx )

(4.3)

which reduces to the usual symmetric Mexican hat wavelet for the special case where σx = σy .
The elliptical Mexican hat wavelet is invariant under integer azimuthal rotations of π, thus the
rotation angle γ is always quoted in the range [0, π).
The eccentricity of an elliptical Mexican hat wavelet is defined by the eccentricity of the
ellipse formed by the first zero-crossing, given by
s
=


1−

σy
σx

4
.

(4.4)

Elliptical Mexican hat wavelets are subsequently parametrised by their eccentricity; the standard
√
deviation in each direction is set by σy = 1 and σx = σy 4 1 − 2 . In the subsequent analysis to
test WMAP data for deviations from Gaussianity, SEMHWs with eccentricity values of  = 0.00
(the usual SMHW) and  = 0.95 are applied (henceforth when referring to the SEMHW an
eccentricity of  = 0.95 is assumed unless otherwise stated).
The effective size on the sky of a SEMHW for a particular dilation is defined by the angular
separation between the first zero-crossings on the major axis of the ellipse, as given by
ξ1SEMHW (a)

−1



= 4 tan

a
√
2



√
≈2 2a.

(4.5)

Real Morlet wavelet
The real Morlet wavelet is defined by (3.15) in Section 3.1.4. In this chapter only wave vectors
of the form k = (k0 , 0)T are considered. The SMW is also invariant under integer azimuthal
rotations of π, thus the rotation angle γ is always quoted in the domain [0, π). In the subsequent
analysis to test WMAP data for deviations from Gaussianity, the SMW with k0 = 10 is applied
(henceforth when referring to the SMW a wave vector with k0 = 10 is assumed unless otherwise
stated).
The SMW has two orthogonal scales: one defining the overall size of the wavelet on the
sky and the other defining the size of its internal structure. The overall effective size on the
sky of the SMW is defined as the angular separation between opposite e−1 roll-off points of the
exponential decay factor, and is given by
ξ1SMW (a)

−1

= 4 tan



a
√
2



√
≈2 2a.

(4.6)

Notice that for a given dilation a, the SEMHW and the SMW have an equivalent overall effective
size on the sky. The effective size on the sky of the internal structure of the SMW is defined
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(a) SMHW

(c) SMW: k = (10, 0)T

(b) SEMHW:  = 0.95

Figure 4.2: Spherical wavelets used to test the WMAP data for deviations from Gaussianity (dilation
a = 7500 ; size on sky ξ1 = 21000 , ξ2 = 2360 ). These spherical wavelets are displayed using the Mollweide
projection which slightly distorts the wavelet shapes (hence the SMHW appears slightly elliptical, whereas
it is in fact circularly symmetric).

as the angular separation between the first zero-crossings in the direction of the wave vector k,
and is given by
ξ2SMW (a)

−1

= 4 tan



aπ
4k0


≈

aπ
.
k0

(4.7)

4.2.2 Coefficient exclusion masks
The application of the Kp0 exclusion mask (displayed in Figure 4.3) distorts coefficients corresponding to wavelets that overlap with the mask exclusion region. These contaminated wavelet
coefficients must be removed from any subsequent non-Gaussianity analysis. An extended coefficient exclusion mask is required to remove all contaminated wavelet coefficients.
On small scales masked point sources introduce significant distortion in wavelet coefficient
maps which should not be neglected. On larger scales the masked Galactic plane introduces
the most significant distortion, as point source distortions are averaged over a large wavelet
support. The construction of an extended coefficient mask adopted herein inherently accounts
for the dominant type of distortion on a particular scale. Firstly, the CSWT of the original Kp0
mask is taken. Admissible spherical wavelets have zero mean (cf. (3.11)) [5], hence the only nonzero wavelet coefficients are those that are distorted by the mask boundary. These distorted
coefficients may be detected easily and the coefficient exclusion mask extended accordingly.3
Coefficient exclusion masks are illustrated in Figure 4.4 for the SMHW wavelet for a range of
scales and in Figure 4.5 for the SMW wavelet for a given scale (the scale that a significant
non-Gaussianity detection is subsequently made) and a range of orientations.
An extended coefficient mask is constructed in [195] simply by extending the Galactic plane
region of the Kp0 mask by 2.5a (the point source components of the original mask are not
extended). Several other definitions for coefficient exclusion masks are analysed in detail by [146],
none of which alter the results of subsequent non-Gaussianity analysis. Although it is important
to account correctly for the distortions introduced by the Kp0 mask, the results of Gaussianity
analyses appear to be relatively insensitive to the particular mask chosen.
3

In practice, smoothing and additional masking is performed to remove the narrow regions that would otherwise
remain along the mask boundary (where exactly half of the wavelet overlaps with the mask).
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Figure 4.3: Kp0 mask for the WMAP 1-year data provided by the WMAP team.

(a) a1 = 500

(b) a2 = 1000

(c) a3 = 1500

(d) a4 = 2000

(e) a5 = 2500

(f) a6 = 3000

(g) a7 = 3500

(h) a8 = 4000

(i) a9 = 4500

(j) a10 = 5000

(k) a11 = 5500

(l) a12 = 6000

Figure 4.4: SMHW coefficient exclusion masks considered in the WMAP1 Gaussianity analysis. Notice how
the mask construction technique inherently accounts for the dominant form of distortion, from point source
to Galactic plane, as scale increases.
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(a) γ = 0◦

(b) γ = 72◦

(d) γ = 216◦

(c) γ = 144◦

(e) γ = 288◦

Figure 4.5: SMW coefficient exclusion masks considered in the WMAP1 Gaussianity analysis at scale a11 =
5500 . Notice how the mask construction technique inherently incorporates oriented distortion introduced
by the Kp0 mask.

4.2.3 Test statistics
The third (skewness) and fourth (kurtosis) moments about the mean are considered to test
spherical wavelet coefficients for deviations from Gaussianity. These estimators describe the
degree of symmetry and the degree of peakedness in the underlying distribution respectively.
Skewness is defined by

ζ(a, γ) =

Neff h
i3 
1 X
Wψf (a, i, γ) − µ(a, γ)
σ 3 (a, γ)
Neff

(4.8)

i=1

and excess kurtosis by
Neff h
i4 
1 X
f
κ(a, γ) =
Wψ (a, i, γ) − µ(a, γ)
σ 4 (a, γ) − 3 ,
Neff

(4.9)

i=1

where µ is the mean and σ the dispersion of the wavelet coefficients. The i index ranges over
all wavelet coefficients not excluded by the coefficient exclusion mask and indexes both α and
β components. The number of spherical wavelet coefficients retained in the analysis after the
application of the coefficient exclusion mask is given by Neff .
Skewness and excess kurtosis for a Gaussian distribution are both zero. Deviations from zero
in these test statistics indicate the existence of non-Gaussianity in the distribution of spherical
wavelet coefficients and hence also in the corresponding CMB map.

4.3 Results: WMAP 1-year data
To probe non-Gaussianity in the WMAP 1-year data, the analysis procedure described in Section 4.2 is performed on both the WMAP1 co-added and TOH maps. The three spherical
wavelets described in Section 4.2.1 (the SMHW, the SEMHW for  = 0.95 and the SMW for
k = (10, 0)T ) and illustrated in Figure 4.2 are considered. The SMHW case has been analysed
previously by [195] (although some scales considered differ), thereby providing a consistency
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check for the analysis.

4.3.1 Wavelet coefficient statistics
For a given wavelet, the skewness and kurtosis of wavelet coefficients is calculated for each
scale and orientation. These statistics are displayed in Figure 4.6, with confidence intervals
constructed from the Monte Carlo simulations also shown. For directional wavelets, only the
orientations corresponding to the maximum deviations from Gaussianity are shown.
The coefficient exclusion mask applied herein differs slightly to that applied by [195], thus
for comparison purposes the SMHW analysis is performed also without applying any extended
coefficient mask, as [195] do initially also. These results, although not shown, correspond identically. By applying different coefficient masks the shape of the plots differ slightly, nevertheless
the findings remain the same. Deviations from Gaussianity are detected in the kurtosis outside
of the 99% confidence region constructed from Monte-Carlo simulations, on scales a5 = 2500
and a6 = 3000 . Furthermore, a deviation outside the 99% confidence region is detected in the
skewness at scale a2 = 1000 . A similar skewness value at this scale is measured by [195], although
this lies directly on the boundary of their 99% confidence region.
Deviations from Gaussianity are also detected in both skewness and kurtosis using the
SEMHW. In each case the observed deviations occur on a slightly larger scale than those found
using the SMHW. This behaviour also appears typical of simulated Gaussian map realisations.
Adjacent orientations exhibit similar results, although not at such large confidence levels (but
still outside of the 99% confidence level).
An extremely significant deviation from Gaussianity is observed in the skewness of the SMW
coefficients at scale a11 = 5500 and orientation γ = 72◦ . The kurtosis measurement on the same
scale and orientation also lies outside of the 99% confidence region.

4.3.2 Statistical significance of detections
The most significant deviation from Gaussianity observed in each of the panels of Figure 4.6
are now examined in more detail. In particular, the distribution of each statistic, obtained from
the Gaussian Monte Carlo simulations, is inspected and a χ2 test is performed also for each
statistic. Significance measures of the non-Gaussianity detections may then be constructed from
each test.
Figure 4.7 shows histograms constructed from the Monte Carlo simulations for those test
statistics corresponding to the most significant deviations from Gaussianity. The measured
statistic for both the WMAP1 co-added and TOH maps is also shown on each plot, with the
number of standard deviations these observations deviate from the mean. In particular, note
the large deviations shown in panel (c), corresponding to 5.61 and 6.42 standard deviations for
the SMW analysis of the WMAP1 co-added and TOH maps respectively.
Having determined separately the confidence level of the largest non-Gaussianity detection
in each panel of Figure 4.6, the statistical significance of these results is considered for each
wavelet as a whole. Treating each wavelet separately, we search through the Gaussian simulations
to determine the number of maps that have an equivalent or greater deviation in any of the
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(a) Skewness – SMHW

(b) Skewness – SEMHW; γ = 72◦

(c) Skewness – SMW; γ = 72◦

(d) Kurtosis – SMHW

(e) Kurtosis – SEMHW; γ = 108◦

(f) Kurtosis – SMW; γ = 72◦

Figure 4.6: Spherical wavelet coefficient statistics for each wavelet. Confidence regions obtained from 1000
Monte Carlo simulations are shown for 68% (red), 95% (orange) and 99% (yellow) levels, as is the mean
(solid white line). Only the orientations corresponding to the most significant deviations from Gaussianity
are shown for the directional wavelets.

(a) Skewness – SMHW; a2 = 1000

(b) Skewness – SEMHW; a3 = 1500 ;
γ = 72◦

(c) Skewness – SMW; a11 = 5500 ;
γ = 72◦

(d) Kurtosis – SMHW; a6 = 3000

(e) Kurtosis – SEMHW; a10 = 5000 ;

(f) Kurtosis – SMW; a11 = 5500 ;

γ=

108◦

γ = 72◦

Figure 4.7: Histograms of spherical wavelet coefficient statistics obtained from 1000 Monte Carlo simulations. The mean is shown by the dashed vertical line. The observed statistics for the WMAP1 co-added
and TOH maps are shown by the blue and green lines respectively. The number of standard deviations
these observations deviate from the mean is also displayed on each plot. Only those scales and orientations
corresponding to the most significant deviations from Gaussianity are shown for each wavelet.
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Table 4.2: Deviation and significance levels of spherical wavelet coefficient statistics calculated from the
WMAP1 co-added map (similar results are obtained using the TOH map). Standard deviations and significant levels are calculated from 1000 Monte Carlo Gaussian simulations. The table variables are defined
as follows: the number of standard deviations the observation deviates from the mean is given by Nσ ; the
number of simulated Gaussian maps that exhibit an equivalent or greater deviation in any test statistics calculated using the given wavelet is given by Ndev ; the corresponding significance level of the non-Gaussianity
detection is given by SL. Only those scales and orientations corresponding to the most significant deviations
from Gaussianity are shown for each wavelet.
(a) SMHW

Nσ
Ndev
SL

Skewness
(a2 = 1000 )

Kurtosis
(a6 = 3000 )

−3.38
28 maps
97.2±0.5%

3.12
47 maps
95.3±0.7%

(b) SEMHW

Nσ
Ndev
SL

Skewness
(a3 = 1500 ; γ = 72◦ )

Kurtosis
(a10 = 5000 ; γ = 108◦ )

−4.10
39 maps
96.1±0.6%

3.01
199 maps
80.1±1.3%

(c) SMW

Nσ
Ndev
SL

Skewness
(a11 = 5500 ; γ = 72◦ )

Kurtosis
(a11 = 5500 ; γ = 72◦ )

−5.61
17 maps
98.3±0.4%

2.66
642 maps
35.8±1.5%

test statistics calculated from that map using the given wavelet. That is, if any skewness or
kurtosis statistic4 calculated from the Gaussian map – on any scale or orientation – deviates
more than the maximum deviation observed in the WMAP data for that wavelet, then the map
is flagged as exhibiting a more significant deviation. This is an extremely conservative means of
constructing significance levels for the observed test statistics. Significance levels corresponding
to the detections considered in Figure 4.7 are calculated and displayed in Table 4.2. Notice
that although several individual test statistics fall outside of the 99% confidence region, the true
significance level of the detection when all statistics are taken into account is considerably lower.
Using this conservative test, the significance of the non-Gaussianity detection made by [195],
previously quoted at ∼99% significance, drops to a significance level of 95.3±0.7% (an expression
for the 1σ errors quoted on significance levels is derived in Appendix A). Of particular interest
is the non-Gaussian detection in the skewness of SMW coefficients on scale a11 = 5500 and
orientation γ = 72◦ . This statistic deviates from the mean by 5.61 standard deviations for the
WMAP1 co-added map and by 6.42 standard deviations for the TOH map. The detection is
made at an overall significance level of 98.3±0.4%.
The preceding analysis is based on the marginal distributions of individual statistics and
4

Although the distinction between skewness and kurtosis is recognised, there is no reason to partition the set
of test statistics into skewness and kurtosis subsets. The full set of test statistics must be considered.
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makes a posterior selection of the critical confidence limit from the most discrepant values
obtained from the data. A χ2 test provides an alternative analysis and method of constructing
significance measures. This test instead considers the set of test statistics for each wavelet as a
whole and hence is based on their joint distribution. The posterior statistic selection problem is
thus eliminated, however including a large number of less useful test statistics has a pronounced
effect on down-weighting the overall significance of the test. The χ2 statistic is given by
2

χ =

N
stat N
stat
X
X
i=1

(τi − τ i ) (C−1 )ij (τj − τ j ) ,

(4.10)

j=1

where τi gives each test statistic. For Gaussian distributed test statistics the χ2 value should
satisfy a χ2 distribution. Although the test statistics considered here are not Gaussian distributed, one may still use the χ2 test if one is willing to estimate significance levels using Monte
Carlo simulations. The test statistics include both skewness and kurtosis statistics for each scale
and orientation, hence there are 24 statistics for the SMHW analysis and 120 for each of the
directional wavelet analyses. The mean value for each test statistic τ and the covariance matrix
C is calculated from the Gaussian simulations. χ2 values are calculated for the WMAP1 coadded map, and also for all simulated Gaussian realisations. The previously described approach
for constructing significance levels is applied to the χ2 statistics. Figure 4.8 summarises the
results obtained. All spherical wavelet analyses flag deviations from Gaussianity of very high
significance when all test statistics are incorporated in this manner. In particular, the detection
made using the SMHW occurs at the 99.9±0.1% significance level and that made with the SMW
occurs at the 99.3±0.3% significance level. In this case the superiority of the SMHW over the
SMW arises since the SMW analysis contains a number of additional less useful statistics (due
to the additional orientations), that dilute the overall results.

4.3.3 Localised deviations from Gaussianity
Wavelet analysis inherently affords the spatial localisation of interesting signal characteristics. In
addition, directional wavelets allow signal components to be localised in orientation. The most
pronounced deviations from Gaussianity in the WMAP 1-year data may therefore be localised
on the sky.
The wavelet coefficients corresponding to the most significant non-Gaussian detections for
each wavelet are displayed in Figure 4.9, accompanied by corresponding thresholded maps to localise the most pronounced deviations from Gaussianity. The regions displayed in Figure 4.9 (b)
that are detected from the kurtosis SMHW analysis are in close accordance with those regions
found by [195]. Additional similarities appear to exist between the regions detected from different
thresholded wavelet coefficient maps, as apparent in Figure 4.9. To quantify these similarities,
the cross-correlation of all combinations of thresholded coefficient maps is computed (the crosscorrelation is normalised to lie in the range [−1, 1], where unity indicates a fully correlated map).
Table 4.3 shows the normalised cross-correlation values obtained. Deviation regions shown in
Figure 4.9 (b) and Figure 4.9 (d), detected by the SMHW and the SEMHW respectively, are
highly correlated. Interestingly, these coefficient maps are both flagged by excess kurtosis mea-
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(a) SMHW

(b) SEMHW

(c) SMW

Figure 4.8: Histograms of normalised χ2 test statistics obtained from 1000 Monte Carlo simulations. The
normalised χ2 value obtained from the WMAP1 co-added map is indicated by the blue vertical line (similar
results are obtained using the TOH map). The number of simulated maps that exhibit a greater or equivalent
χ2 value than the WMAP1 co-added map is quoted (Ne ), accompanied by the corresponding significance
level (SL).
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Table 4.3: Normalised cross-correlation of thresholded spherical wavelet coefficient maps indicating the
similarity between the localised most likely deviations from Gaussianity flagged by the most significant
skewness and kurtosis observations for each wavelet. Notice that the regions detected from the skewness
flagged maps of the SMHW and the SEMHW analysis are moderately correlated, while the regions detected
from the kurtosis flagged maps of the SMHW and the SEMHW analysis are strongly correlated. The regions
flagged by the SMW analysis are not correlated with any of the other regions detected by a Mexican hat
wavelet analysis, as expected since a different wavelet that probes different structure is applied. (Note that
the lettered key corresponds to the thresholded coefficient maps contained in the panels of Figure 4.9.)
Thresholded coefficient map
(a)
(b)
(c)
(d)
(e)

0

SMHW; a2 = 100
SMHW; a6 = 3000
SEMHW; a3 = 1500 ; γ = 72◦
SEMHW; a10 = 5000 ; γ = 108◦
SMW; a11 = 5500 ; γ = 72◦

(a)

(b)

(c)

(d)

(e)

1.00
-

0.00
1.00
-

0.46
0.04
1.00
-

0.00
0.70
0.05
1.00
-

0.00
0.00
0.01
0.00
1.00

sures. Furthermore, the regions shown in Figure 4.9 (a) and Figure 4.9 (c), detected by the
SMHW and the SEMHW respectively, are moderately correlated. These coefficient maps are
both flagged by excess skewness measures. No other combinations of thresholded coefficient
maps exhibit any significant similarities. In particular, the deviation regions detected by the
skewness SMW analysis (Figure 4.9 (e)) do not correlate with any of the regions found using the
Mexican hat wavelets. This is expected since a different wavelet that probes different structure
is applied. The cross-correlation relationships exhibited here between detected deviation regions
for the WMAP1 data also appear typical of simulated Gaussian maps.
To investigate the impact of these localised regions on the initial non-Gaussianity detection,
the corresponding coefficients are removed from the calculation of skewness and kurtosis test
statistics. The non-Gaussian detections are substantially reduced for all of the six most significant test statistics considered in Figure 4.7. For the statistics considered in Figure 4.7 (c),
(d) and (e) the detection of non-Gaussianity is completely eliminated. For the remaining cases
considered in Figure 4.7 (a), (b) and (f) the non-Gaussian detections are reduced in significance
to lie between the 95% and 99% confidence levels.
The localised deviation regions identified do indeed appear to be the source of detected
non-Gaussianity. Moreover, those detected regions shown in Figure 4.9 (a), (c) and (e) appear
to introduce skewness into the WMAP1 map, whereas those detected regions shown in Figure 4.9 (b) and (d) appear to introduce kurtosis.
In a continuation of the work of [195], the localised regions detected in the WMAP1 data
by the SMHW analysis are examined in more detail in [50, 51]. The large cold spot at Galactic
coordinates (l, b) = (209◦ , −57◦ ) is found to be the predominant source of non-Gaussianity detected in the kurtosis of the SMHW coefficients. A similar analysis may be performed using the
wavelets and the associated localised regions considered herein, although this is left for a future
work.
Naturally, one may wish to consider possible sources of the non-Gaussianity detected. In
the following subsections preliminary analyses are performed to investigate noise, foregrounds
or systematics as a possible source of non-Gaussianity detected in the WMAP1 data.
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(a) SMHW coefficients; a2 = 1000

(b) SMHW coefficients; a6 = 3000

(c) SEMHW coefficients; a3 = 1500 ; γ = 72◦

(d) SEMHW coefficients; a10 = 5000 ; γ = 108◦

(e) SMW coefficients; a11 = 5500 ; γ = 72◦

Figure 4.9: Spherical wavelet coefficient maps (left) and thresholded maps (right). To localise most
likely deviations from Gaussianity on the sky, the coefficient maps exhibiting strong non-Gaussianity are
thresholded so that only those coefficients above 3σ (in absolute value) are shown. Due to the similarity
of results between the WMAP1 co-added and TOH maps, only coefficients for the analysis of the WMAP1
co-added map are shown above.

67

68

CHAPTER 4. GAUSSIANITY OF THE CMB

4.3.4 Preliminary noise analysis
A preliminary analysis is performed in this subsection to inspect the deviation regions detected
in Section 4.3.3 to see if they correspond to regions on the sky that have higher noise dispersion
than typical. The noise dispersion map for each WMAP band is combined, according to
v
u P10
u r=3 wr 2 (ω) σr 2 (ω)
σ(ω) = u
,
i2
t h P10
r=3 wr (ω)

(4.11)

to produce a single noise dispersion map for the WMAP1 co-added map, and equivalently for the
simulated Gaussian WMAP1 co-added maps. Histograms of this map and of the Kp0 masked
version of the map are illustrated in Figure 4.10 to investigate the noise dispersion distribution for
the WMAP observing strategy. Also plotted are histograms of the noise dispersion level within
the deviation regions detected by each wavelet and illustrated in Figure 4.9. All histograms
constructed over the deviation regions are not dissimilar to the full noise dispersion distribution
obtained from the full-sky co-added map, hence the deviation regions detected do not appear to
correspond to regions with greater noise dispersion than typical.

4.3.5 Foregrounds and systematics
In this subsection a preliminary analysis is performed to test whether unremoved foregrounds
or WMAP1 systematics are responsible for the deviation from Gaussianity detected. A similar
analysis is performed for the SMHW analysis in [195], concluding that foregrounds and systematics were not responsible for the detections of non-Gaussianity made with this wavelet. The
focus in this subsection is therefore the significant detection of non-Gaussianity detected in the
skewness of SMW coefficients.
The WMAP1 co-added map analysed previously is constructed from a noise weighted sum
of two Q-band maps observed at 40.7GHz, two V-band maps observed at 60.8GHz and four Wband maps observed at 93.5GHz. To test for foregrounds or systematics the skewness observed in
the separate WMAP bands, and also in difference maps constructed from the individual bands,
is examined. In Figure 4.11 (a) the skewness of real Morlet wavelet coefficients is shown for the
individual band maps Q = Q1 + Q1, V = V1 + V2 and W = W1 + W2 + W3 + W4, and in
Figure 4.11 (b) the skewness is shown for the difference maps V1 − V2, Q1 − Q2, W1 − W4 and
W2 − W3 (the W-band difference maps have been chosen in this order to ensure that the beams
of the maps compared are similar). Note that the confidence regions shown in Figure 4.11 (b)
correspond to the WMAP1 co-added map and not the difference maps. It is computationally
expensive to compute simulations and significance regions for the difference maps, thus one
should only compare the skewness signal with that observed previously. One would expect any
detection of non-Gaussianity due to unremoved foregrounds to be frequency dependent. The
skewness signal detected on scale a11 is identical in all of the individual WMAP1 bands, hence
it seems unlikely that foregrounds are responsible for the signal. Moreover, since the skewness
signal is present in all of the individual bands it would appear that the signal is not due to
systematics present in a single WMAP channel. The signal is also absent in the difference maps
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(a) SMHW; a2 = 1000

(b) SMHW; a6 = 3000

(c) SEMHW; a3 = 1500 ; γ = 72◦

(d) SEMHW; a10 = 5000 ; γ = 108◦

(e) SMW; a11 = 5500 ; γ = 72◦

Figure 4.10: Noise dispersion histograms. The blue histograms show the noise dispersion of the WMAP1
co-added map (the solid line corresponds to the full sky noise dispersion maps, whereas the dotted blue
histograms correspond to the Kp0 masked map). The red plot show the histogram of only those pixels
in regions, detected by each wavelet, that are most likely to deviate from Gaussianity (as highlighted in
Figure 4.7). The dashed red line indicates the mean noise dispersion value of pixels in these regions. It is
apparent that noise dispersion in detected regions of non-Gaussianity is not higher than typical.
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(a) Individual WMAP1 band maps: WMAP1 co-

(b) WMAP1 band difference maps: Q1 − Q2 (solid,

added (solid, blue, square); Q (solid, green, circle), V
(dashed, blue, triangle); W (dashed, green diamond).

blue, square); V1 − V2 (solid, green, circle); W1 −
W4 (dashed, blue, triangle); W2 − W3 (dashed,
green, diamond).

Figure 4.11: SMW coefficient skewness for WMAP1 individual and difference band maps. Note that the
strong non-Gaussianity detection made on scale a11 is present in all of the individual band maps but is
absent from all of the difference maps that should contain predominantly systematics. The confidence
regions shown in these plots are for the WMAP1 co-added map (see comment in text).

that are dominated by systematics and should be essentially absent of CMB and foregrounds.
From this preliminary analysis one may conclude that it is unlikely that foreground contamination or WMAP systematics are responsible for the highly significant non-Gaussianity detected
with the SMW. This analysis has also highlighted a possible systematic in the Q-band on scale
a6 . A more detailed analysis of this possible systematic and a deeper analysis of the cause of
the non-Gaussianity detected with the SMW is left for a future work.

4.4 Results: WMAP 3-year data
The analysis described in Section 4.2, and performed on the WMAP1 data in Section 4.3, is
repeated here on the WMAP3 data. Beams, foregrounds and systematics are treated more
thoroughly in the latest release of the WMAP data, hence it is of interest to determine if any of
the deviations from Gaussianity detected in the WMAP1 data disappear in the WMAP3 data.
The SMHW analysis has been repeated on the WMAP3 data previously by [49], concluding
that the 3-year data deviates significantly from Gaussianity also and that the cold spot in the
southern hemisphere is still present. Consequently, only the SMW analysis is repeated on the
WMAP3 data in this section.

4.4.1 Wavelet coefficient statistics
The skewness of the SMW coefficients of the WMAP3 co-added map are displayed in Figure 4.12, with confidence intervals constructed from the 1000 WMAP3 Monte Carlo simulations
also shown. Only the plot corresponding to the orientation of the maximum deviation from
Gaussianity is shown. The non-Gaussian signal present in the WMAP1 data is clearly present
in the WMAP3 data. In particular, the large deviation on scale a11 = 5500 and orientation
γ = 72◦ is almost identical (although it is in fact very marginally lower in the WMAP3 data).
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Figure 4.12: SMW coefficient skewness statistics (γ = 72◦ ). Points are plotted for the WMAP1 co-added
map (solid, green, squares), WMAP3 co-added map (solid, blue, circles) and the WMAP3 co-added map
with localised regions removed (dashed, blue, triangles). Confidence regions obtained from 1000 WMAP3
Monte Carlo simulations are shown for 68% (red), 95% (orange) and 99% (yellow) levels, as is the mean
(solid white line).

Figure 4.13: Histograms of SMW coefficient skewness (a11 = 5500 ; γ = 72◦ ) obtained from 1000 Monte
Carlo simulations. Histograms are plotted for simulations in accordance with WMAP1 (green) and WMAP3
(blue) observations. The observed statistics for the WMAP1 and WMAP3 maps are shown by the green
and blue lines respectively. The number of standard deviations these observations deviate from the mean
of the appropriate set of simulations is also displayed.

4.4.2 Statistical significance of detections
The most significant deviation from Gaussianity on scale a11 = 5500 and orientation γ = 72◦
is considered in more detail. Figure 4.13 shows histograms of this particular statistic constructed from the WMAP1 and WMAP3 Monte Carlo simulations. The measured statistic for
the WMAP1 and WMAP3 co-added maps is also shown on the plot, with the number of standard
deviations each observation deviates from the mean of the appropriate set of simulations. The
distribution of this skewness statistic is not significantly altered between simulations consistent
with WMAP1 or WMAP3 data. The observed statistics for the WMAP1 and WMAP3 data are
similar but the slightly lower value for WMAP3 is now more apparent.
To quantify the statistical significance of the detected deviation from Gaussianity the two
techniques described in Section 4.3.2 are applied. The first technique involves comparing the
deviation of the observed statistic to all statistics computed from the simulations, whereas
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Figure 4.14: Histograms of normalised χ2 test statistics computed from SMW coefficient statistics obtained
from 1000 Monte Carlo simulations. Histograms are plotted for simulations in accordance with WMAP1
(green) and WMAP3 (blue) observations. The χ2 value computed for the WMAP1 and WMAP3 maps are
shown by the green and blue lines respectively. The significance of these observations, computed from the
appropriate set of simulations, is also displayed.

the second involves performing a χ2 test. Searching through the 1000 WMAP3 simulations,
51 maps have an equivalent or greater deviation that the WMAP3 data in any single test
statistic computed for that map. Using the very conservative first technique, the significance
of the detection of non-Gaussianity in the WMAP3 data may therefore be quoted at 94.9 ±
0.7%. The distribution of χ2 values obtained from the simulations is shown in Figure 4.14.
The χ2 value obtained for the data is also shown on the plot. The distribution of the χ2
values is not significantly altered between simulations consistent with WMAP1 or WMAP3
data. The χ2 value computed for the data, however, is significantly lower for the WMAP3 data.
Computing the significance of the detection of non-Gaussianity directly from the χ2 distribution
and observation, the significance of the detection of non-Gaussianity in the WMAP3 data may
be quoted at 97.2 ± 0.5%. Using both of the techniques outlined above the significance of the
detection of non-Gaussianity made with the WMAP3 data is slightly lower than that made with
the WMAP1 data, nevertheless the non-Gaussian signal is still present at a significant level.

4.4.3 Localised deviations from Gaussianity
The most pronounced deviations from Gaussianity in the WMAP3 data are localised on the
sky. The SMW coefficients of the WMAP3 data corresponding to the most significant detection
of non-Gaussianity on scale a11 = 5500 and orientation γ = 72◦ are displayed in Figure 4.15.
A thresholded wavelet coefficient map for the WMAP3 data is also shown in order to localise
the most pronounced deviations. The regions localised in the WMAP1 and WMAP3 data are
very similar (compare Figure 4.9 (e) and Figure 4.15 (b)), although the localised regions appear
slightly more pronounced, in the sense that the peaks are larger, in the WMAP3 data. To investigate the impact of localised regions on the initial detection of non-Gaussianity, the analysis
is repeated with the WMAP3 localised regions excluded from the analysis. The resulting skewness statistics are shown by the dashed line in Figure 4.12. Interestingly, the highly significant
detections of non-Gaussianity are again eliminated when localised regions are removed.
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(a) SMW coefficients; (a11 = 5500 ; γ = 72◦ )

Figure 4.15: SMW coefficient map (left) and thresholded version (right) for the WMAP3 co-added map.
To localise most likely deviations from Gaussianity on the sky, the coefficient map is thresholded so that
only those coefficients above 3σ (in absolute value) remain.

4.4.4 Noise, foregrounds and systematics
From the preliminary noise analysis performed on the WMAP1 data (Section 4.3.4) it was
concluded that noise was not atypical in the localised regions detected. The localised regions
detected by the SMW have barely altered in the WMAP3 data, hence one would not expect this
finding to change. From the analysis of foregrounds and systematics performed on the WMAP1
data (Section 4.3.5) it was concluded that foregrounds or systematics were not the likely source
of the detected non-Gaussianity. Again, one would not expect this finding to change in the
WMAP3 data since both foregrounds and systematics are treated more thoroughly. Thus, the
analysis of noise, foregrounds and systematics performed on the WMAP1 data is not repeated
on the WMAP3 data as one would expect similar findings.

4.5 Concluding remarks
A directional spherical wavelet analysis, facilitated by the fast CSWT presented in Chapter 3,
has been applied to the WMAP 1-year and 3-year data to probe for deviations from Gaussianity.
Directional spherical wavelets allow one to probe oriented structure inherent in the data. NonGaussianity has been detected by a number of test statistics for a range of wavelets.
The results obtained by [195] using the SMHW to analyse the WMAP1 data have been
reproduced, thereby confirming their findings, whilst also providing a consistency check for the
analysis performed herein. Deviations in the skewness and kurtosis of SMHW coefficients on scale
a2 = 1000 and a6 = 3000 were detected. Using the conservative test described in Section 4.3.2
these detections are made at the 97.2±0.5% and 95.3±0.7% significance levels respectively.
Similar detections of non-Gaussianity in the WMAP1 data were made using the SEMHW,
although on slightly larger scales. In particular, a deviation from Gaussianity was detected in
the skewness of the SEMHW coefficients on scale a3 = 1500 and orientation γ = 72◦ at the
96.1±0.6% significance level. Although a detection was observed in the kurtosis outside of the
99% confidence region on scale a10 = 5000 and orientation γ = 108◦ , the full statistical analysis
of Monte Carlo simulations gave a significance of only 80.1±1.3% for this detection.
The most interesting result, however, is the deviation from Gaussianity observed in the
SMW skewness measurement on scale a11 = 5500 and orientation γ = 72◦ . This wavelet scale
corresponds to an effective size on the sky of ∼ 26◦ (∼ 3◦ for the internal structure of the
SMW), or equivalently a spherical harmonic scale of ` ∼ 7 (` ∼ 63). Using the conservative
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technique outlined in Section 4.3.2 this detection is made at the 98.3±0.4% significance level in
the WMAP1 co-added map.
Significance levels were also calculated from χ2 tests for each spherical wavelet. This approach avoids the posterior selection of particular statistics, but rather considers the set of test
statistics in aggregate. By considering the joint distribution of test statistics in this manner
the analysis results may be diluted by including a large number of less powerful test statistics.
Deviations from Gaussianity in the WMAP1 co-added map at significance levels of 99.9±0.1%
and 99.3±0.3% were found using the SMHW and the SMW respectively. In this case the directional SMW analysis is more severely affected by a larger number of less useful test statistics,
nevertheless both deviations from Gaussianity are made at very high significance.
The non-Gaussian signal detected in the WMAP1 data using the SMW is also present in the
WMAP3 data, although the significance of the detection is somewhat reduced. Using the first
conservative method for constructing significance measures, the significance of the detection
of non-Gaussianity drops from 98.3 ± 0.4% to 94.9 ± 0.7%. Using the second technique for
constructing significance measures, which is based on a χ2 analysis, the significance of the
detection drops from 99.3 ± 0.3% to 97.2 ± 0.5%. An intuitive explanation for this drop in
significance is not obvious.
The most likely sources of non-Gaussianity were localised on the sky. Similar regions were
detected in the WMAP1 and WMAP3 data using the SMW, although the localised regions extracted appear slightly more pronounced in the WMAP3 data. When all localised regions are
excluded from the analysis, for all wavelets and data-sets, the data are consistent with Gaussianity. These localised regions therefore appear to be the source of detected non-Gaussianity. The
analysis performed to investigate the localised regions flagged by the SMHW analysis [49–51]
may be extended to the additional regions detected by the wavelets considered herein, although
this investigation is left for a future work.
Preliminary noise analysis indicates that these detected deviation regions do not correspond
to regions that have higher noise dispersion than typical. Furthermore, the preliminary analysis
of foregrounds and systematics performed on the WMAP1 data indicates that these factors are
not responsible for the non-Gaussianity detected. These findings are expected to hold for the
WMAP3 data also. Similar non-Gaussian signals were observed in the WMAP1 co-added map
and the TOH map constructed from the WMAP1 data, suggesting that the deviations from
Gaussianity detected were not due to differences in the various foreground removal techniques.
A more detailed analysis is required, however, to ascertain whether the localised regions
correspond to the introduction of secondary non-Gaussianity or systematics, or whether in fact
the non-Gaussianity detected in the WMAP data is due to intrinsic primordial fluctuations
in the CMB. If the non-Gaussianity detected is indeed of cosmological origin, this will have
profound implications for the standard cosmological model.

CHAPTER

5

Bianchi VIIh models of universal rotation

A number of anomalies have been reported recently in the WMAP data, with many analyses
making significant detections of deviations from Gaussianity and isotropy (see the introduction
to Chapter 4 for a review). Indeed, the highly significant detection of non-Gaussianity discussed
in Chapter 4 constitutes one such example. Although these discrepancies from the standard
cosmological model may simply highlight unremoved foreground contamination or systematics
in the WMAP data, it is important to also consider non-standard cosmological models that
could give rise to non-Gaussianity and anisotropy.
One such alternative to the standard cosmological model is that the universe exhibits a small
universal shear and rotation – this is incorporated in the so-called Bianchi models. Relaxing the
assumption of isotropy about each point in the universe yields more complicated solutions to
Einstein’s field equations that contain the FRW metric as a special case. A universal rotation
induces a characteristic signature in the CMB. The induced CMB temperature fluctuations
that result in Bianchi models have been derived by [14], however no dark energy component
is included in this derivation as it was not considered plausible at the time. Nevertheless, the
induced CMB temperature fluctuations derived by [14] provide a good phenomenological setting
in which to examine and raise the awareness of more exotic cosmological models.
Bianchi type VIIh models have been compared previously to both the COBE-DMR [29, 104]
and WMAP1 [97, 99] data, albeit ignoring dark energy, to place limits on the global rotation
and shear of the universe. Moreover, a statistically significant correlation between one of the
Bianchi VIIh models and the WMAP1 internal linear combination (ILC1) map1 has been made
by [97,99]. Remarkably, when the ILC1 map is ‘corrected’ for the best-fit Bianchi template many
of the anomalies in the WMAP1 data disappear [33, 97]. A modified template fitting technique
is performed by [114] and, although a statistically significant template fit is not reported, the
corresponding corrected WMAP1 data is also free of large scale anomalies. Due to the renewed
1

The ILC1 map may be downloaded from the LAMBDA website.
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interest in Bianchi models generated by these findings, solutions to the temperature fluctuations
induced in Bianchi VIIh models when incorporating dark energy have since been derived by
Anthony Lasenby2 and also simultaneously by [100]. When dark energy is incorporated, the same
statistically significant template is found in both the WMAP1 and WMAP3 data [27,98,100]. In
this chapter we are interested primarily in determining whether the detections of non-Gaussianity
made in the previous chapter are due to this Bianchi VIIh component embedded in the CMB.
The remainder of this chapter is organised as follows. In Section 5.1 simulations of Bianchi
VIIh temperature fluctuations induced in the CMB are described. Simulated Bianchi VIIh maps
are then used to re-address more thoroughly the template fitting problem in Section 5.2, in order
to determine whether there is indeed evidence to support the existence of a Bianchi template
embedded in the WMAP data. The material presented in Section 5.2.3 has been performed
in collaboration with Michael Bridges and is discussed in more detail in [27]. In Section 5.3
the template found in the WMAP1 data by [97, 99], and verified by [27], is used to correct the
WMAP1 data in order to ascertain whether this may be responsible for the non-Gaussianity
detected in Chapter 4. The material presented in Section 5.3 is based on the work performed
in [137]. Concluding remarks are made in Section 5.4.

5.1 Bianchi VIIh contributions to the CMB
We have implemented simulations to compute the Bianchi-induced temperature fluctuations in
the absence of dark energy, concentrating on the Bianchi type VIIh models which exhibit the
richest structure and include the types I, V and VIIo as special cases [14]. Note that the Bianchi
type VIIh models apply to open or flat universes only. In Appendix B we describe the equations
implemented in this simulation package; in particular, we give the analytic forms for computing
directly Bianchi-induced temperature fluctuations in both real and harmonic space. We do not
attempt to describe or solve the geodesic equations resulting from the Bianchi VIIh model, but
rather refer to reader to [14] for details. Some errors (most likely typographical) in [14] are
corrected in the analytic form of the harmonic space representation. Enough detail is presented
in the appendix so that the interested reader may re-produce simulated maps. Nevertheless, we
make the Bianchi3 package where these equations are implemented available publicly.
The details of Bianchi VIIh models are not treated in any more detail here, however the model
parameters are defined. The Bianchi VIIh -induced temperature fluctuations are parametrised

σ
,
by the total energy density Ωtotal , the redshift of recombination zrec and the Bianchi shear H
0
handedness κ and x parameters, where H is the Hubble parameter. The handedness parameter
takes the values κ = +1 and κ = −1 for maps with right and left handed spirals respectively.
Physically, the Bianchi x parameter is related to the characteristic wavelength over which the
principle axes of shear and rotation change orientation; hence x defines the ‘spiralness’ of the
resultant temperature fluctuations. The h parameter of the Bianchi VIIh model is related to x
2
3

Private communication; paper in preparation.
http://www.mrao.cam.ac.uk/∼jdm57/
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and Ωtotal by
s
x=

h
.
1 − Ωtotal

(5.1)

The vorticity of a Bianchi VIIh model is related to the other parameters by
ω
H

=
0

(1 + h)1/2 (1 + 9h)1/2  σ 
√
.
H 0
3 2 x2 Ωtotal

The amplitude of Bianchi maps may be characterised by either

(5.2)

σ
H 0



or

ω
H 0



since these pa-

rameters influence the amplitude of the map only and not its morphology (see Appendix B).
Since the Bianchi-induced temperature fluctuations are anisotropic on the sky the orientation
of the map may vary also, introducing three additional degrees-of-freedom. The orientation of a
Bianchi map is described by the Euler angles (α, β, γ), where for (α, β, γ) = (0◦ , 0◦ , 0◦ ) the swirl
pattern typical of Bianchi templates is centred on the south pole.
Examples of simulated Bianchi maps computed using the Bianchi package are illustrated
in Figure 5.1 for a range of parameters.4 Bianchi VIIh models induce only large scale temperature fluctuations in the CMB. The power spectrum of a typical Bianchi-induced temperature
fluctuation map is illustrated in Figure 5.2 (note that the Bianchi maps are deterministic and
anisotropic, hence they are not fully described by their power spectrum). This power spectrum
corresponds to the best-fit Bianchi template embedded in the WMAP1 data found by [97, 99]
(see Figure 5.6 (d) and Section 5.2 for more details). Notice that the Bianchi maps have a
particularly low band-limit both globally and azimuthally (i.e. in both ` and m in spherical
harmonic space; indeed, only those harmonic coefficients with m = ±1 are non-zero).
Recently, solutions to the temperature fluctuations induced by Bianchi models in the presence of dark energy have been derived by Anthony Lasenby. Incorporating dark energy does not
alter the morphology of allowable maps but simply smears out the spirals due to the accelerated
expansion produced by the dark energy. In fact, the inclusion of an extra parameter introduces
a degeneracy between Ωm and ΩΛ , where the Ωtotal parameter of Bianchi models used previously
in given now by Ωtotal = Ωm + ΩΛ . This degeneracy is discussed in more detail in Section 5.2.3.
In collaboration with Anthony Lasenby, we have written simulations to compute Bianchi contributions to the CMB when incorporating a dark energy density ΩΛ . These simulations are
implemented in the Bianchi25 package. A paper describing these solutions is in preparation but
is not yet published and we do not present any of the details here. In any case, the corresponding
simulations are used in the following sections to compute Bianchi maps when incorporating dark
energy.

5.2 Template fitting
A statistically significant best-fit Bianchi template is matched to the WMAP1 data by [97, 99],
although this analysis ignores the influence of dark energy. Here we re-address Bianchi template
fitting in the context of dark energy. A concurrent analysis incorporating dark energy was also
4
5

See http://www.mrao.cam.ac.uk/∼jdm57/ for animations of Bianchi maps.
In the future we intend to make the Bianchi2 package available publicly.
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(a) x = 0.1; Ωtotal = 0.10

(b) x = 0.1; Ωtotal = 0.30

(c) x = 0.1; Ωtotal = 0.95

(d) x = 0.3; Ωtotal = 0.10

(e) x = 0.3; Ωtotal = 0.30

(f) x = 0.3; Ωtotal = 0.95

(g) x = 0.7; Ωtotal = 0.10

(h) x = 0.7; Ωtotal = 0.30

(i) x = 0.7; Ωtotal = 0.95

(j) x = 1.5; Ωtotal = 0.10

(k) x = 1.5; Ωtotal = 0.30

(l) x = 1.5; Ωtotal = 0.95

(m) x = 6.0; Ωtotal = 0.10

(n) x = 6.0; Ωtotal = 0.30

(o) x = 6.0; Ωtotal = 0.95

Figure 5.1: Simulated ∆T /T0 Bianchi VIIh maps for a range of Bianchi parameters. In these maps the swirl
pattern typical of Bianchi-induced temperature fluctuations is rotated from the south pole to the Galactic
centre
purposes. The other parameters used for generating these maps are as follows:
 for illustrational
σ
−10
; zE = 1000; κ = +1; (α, β, γ) = (0◦ , −90◦ , 0◦ ).
H 0 = 10

PSfrag replacements
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Figure 5.2: Angular power spectrum of the Bianchi-induced temperature fluctuations. The particular
spectrum shown is for the best-fit Bianchi template found in the WMAP1 data by [97, 99]. Notice that the
majority of the power is contained in multipoles below ` ∼ 20.

performed in [100]. In this section a range of template fitting methodologies are considered,
including the approach employed by [97–100], a simulated annealing variant of this approach
and a more rigorous Bayesian approach using Markov chain Monte Carlo (MCMC) sampling
(see e.g. [128]). When adopting the MCMC Bayesian framework it is possible to compute the
Bayesian evidence, which may be used to distinguish in a statistically robust manner between
competing models that do and do not include a Bianchi component. The template fitting
problem is addressed first in a general manner, before these approaches to solve this problem
are discussed in detail.
Fitting a deterministic full-sky template embedded in a noisy, stochastic background process
may be defined as follows. The observed data d is given by the sum of the model m, noise n
and a weighted template map t:
d = m + λ t(ΘB ) + n .

(5.3)

The template is deterministic and, in the case considered herein, is defined in terms of the
Bianchi parameters ΘB (see Section 5.1 for a description of the Bianchi parameters), whereas
both the model and noise are stochastically defined by their respective covariance matrices
(assuming Gaussianity). In this setting, the model represents the normal CMB contribution to
the sky defined statistically by its angular power spectrum. The power spectrum of the CMB
contribution depends on the cosmological parameters ΘC (to be specified later) and may be
computed using simulation packages such as CMBFAST [175] or CAMB [118]. It is possible to write
(5.3) in either real or harmonic space. For the problem at hand, a harmonic representation is
chosen since the covariance matrices are then close to diagonal (a diagonal approximation to
the noise covariance matrix has a negligible influence on final results at the WMAP signal-tonoise ratio [97, 99]), thereby increasing considerably the speed of computations. The vectors
specified in (5.3) are therefore concatenated versions of the spherical harmonic coefficients of
the respective signals.
Since the background CMB and noise signals are stochastically defined, a statistical approach

80

CHAPTER 5. BIANCHI VIIh MODELS OF UNIVERSAL ROTATION

must be taken to the template fitting problem. Assuming Gaussianity, the probability of the
observed data given the cosmological and Bianchi parameters, i.e. the likelihood, is given by
2 (Θ

P (d|ΘB , ΘC ) ∝ |M(ΘC )|−1 e−χ

B ,ΘC )/2

,

(5.4)

where
χ2 (ΘB , ΘC ) = [d − λt(ΘB )]† M−1 (ΘC ) [d − λt(ΘB )] .

(5.5)

The matrix M(ΘC ) is the diagonal combined CMB plus noise covariance matrix.
Now that the template fitting problem is well defined, a range of solutions to this problem
are considered. Initially the cosmology is fixed, assuming cosmological concordance model parameters, and attempts are made to recover the Bianchi parameters only. However, in the full
Bayesian analysis some cosmological parameters are allowed to vary and are recovered in the
analysis also.

5.2.1 Grid amplitude estimation
In this subsection we discuss the template fitting approach adopted by [97–100], which is based
on the formalism described by [78, 104]. For fixed cosmological parameters ΘC and Bianchi
parameters ΘB , it is possible to maximise the likelihood by minimising the χ2 defined by (5.5)
with respect to template amplitude. An analytic optimisation may be performed in this manner
for the template amplitude parameter, however not easily for the other Bianchi parameters. It
may be shown trivially that the corresponding amplitude estimate is given by
 †

−1 (Θ ) d
Re
t
(Θ
)
M
B
C
b B , ΘC ) =
λ(Θ
,
t† (ΘB ) M−1 (ΘC ) t(ΘB )

(5.6)

where † denotes the conjugate transpose (Hermitian) operation. The standard deviation of this
estimator is given by
h
i−1/2
b B , ΘC ) = t† (ΘB ) M−1 (ΘC ) t(ΘB )
∆λ(Θ
.

(5.7)

To estimate the other Bianchi parameters, the statistic
Γ(ΘB , ΘC ) =

b B , ΘC )
λ(Θ
b B , ΘC )
∆λ(Θ

(5.8)

is used to help assess the statistical significant of any possible detections rather than simply
selecting the largest amplitude estimate in the parameter space. The largest |Γ(ΘB , ΘC )| in the
parameter space is used to select the best set of parameters of an embedded Bianchi component.
In this analysis the cosmological parameters ΘC remain fixed at concordance values. In order
to locate the maximum |Γ(ΘB , ΘC )|, the estimator is evaluated over a grid in ΘB -space. A
number of numerical subtleties may be exploited to evaluate |Γ(ΘB , ΘC )| on a large grid rapidly.
Firstly, notice that t† (ΘB ) M−1 (ΘC ) t(ΘB ) is invariant under template rotation, thus it need
only be computed for one choice of orientation, say (α, β, γ) = (0◦ , 0◦ , 0◦ ). Secondly, if one
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lets p = M−1 d (similarly for p = M−1 t), then it is apparent that t† p is simply the spherical
convolution of t and p (the dependence on the parameters ΘC and ΘB are dropped here for
notational simplicity). Hence, |Γ(ΘB , ΘC )| may be evaluated rapidly over a grid of orientations
using the spherical convolution algorithm proposed by [204], or equivalently using the FastCSWT
package (Section 3.3.5; [138]). In addition to the data, the maximum |Γ(ΘB , ΘC )| must be
evaluated on an ensemble of simulations in order to determine its distribution in the absence of
a Bianchi component, and thus estimate the significance of any detection made using the real
data.
The approach to template fitting discussed here has a number of shortcomings. Firstly,
the use of the |Γ(ΘB , ΘC )| statistic is not well motivated theoretically. Moveover, the statistic
must be evaluated on a grid, which may be problematic. Due to the self-similarity of Bianchi
templates, especially when considering different orientations of the template, the |Γ(ΘB , ΘC )|
surface will be particularly bumpy, with a very narrow peak near the true parameter values (if a
Bianchi component is indeed present). One must take care to sample sufficiently to recover the
correct parameter estimates, ensuring that the true peak is not straddled. We implemented this
solution but did not have particular success in extracting Bianchi parameters from simulated
data. Nevertheless, this technique has been used successfully in [97–100], where a number of
important subtleties are discussed in [99].

5.2.2 Numerical χ2 minimisation
In the approach to template fitting discussed previously, the amplitude of the template is treated
differently to the other template parameters. All parameters are treated identically in the
technique presented in this subsection. We absorb the template amplitude λ into the Bianchi
parameters ΘB (in fact, the amplitude of the Bianchi template is actually specified by the shear
or vorticity parameter, where these parameters were represented by λ in the previous discussion).
Again, a fixed cosmology is assumed and only the template parameters are sort. For a fixed
cosmology, the maximum likelihood Bianchi parameters may be estimated by minimising the
χ2 given by (5.5). To avoid the problems associated with grid evaluation discussed previously,
numerical routines were used to attempt to minimise the χ2 . Both the simulated annealing and
the downhill simplex method in multiple dimensions discussed in [158] were used to attempt
to minimise the χ2 . However, parameter estimates could not be recovered successfully from
simulated data, especially for the orientation of the template, due to the highly corrugated
structure and narrow global peak of the χ2 surface.

5.2.3 MCMC Bayesian analysis
A more theoretically rigorous approach to template fitting is obtained by using a full Bayesian
framework. In this subsection, MCMC sampling is used to sample directly from the distribution
involved. By recovering full posterior distributions in this manner, a more thorough treatment of
parameter estimates and model selection may be performed. For example, rather than obtaining
an estimate for each parameter value only, the full marginalised posterior distributions may be
recovered. Moreover, the Bayesian evidence may be computed to determine rigorously whether
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models with or without a Bianchi contribution are favoured by the data. The work presented in
this subsection was performed in collaboration with Michael Bridges. A more thorough analysis
incorporating additional simulations and data-sets is presented in our paper [27].
In the solutions to template fitting discussed previously, the likelihood was maximised. This
maximises the probability of the data given the parameters. When making parameter estimates,
strictly speaking one should maximise the probability of the parameters given the data, that is
one should maximise the posterior. In the case of uniform priors on the parameters these two
approaches are equivalent. The posterior is given by Bayes’ Theorem:
P (Θ|d, M ) =

P (d|Θ, M ) P (Θ|M )
,
P (d|M )

(5.9)

where M represents the model adopted, P (Θ|M ) is the prior distribution, P (d|M ) is the
Bayesian evidence and Θ are the parameters considered, which may include both cosmological and Bianchi parameters. Two models are considered, one with a Bianchi component and
one without. The model favoured by the data may be determined by comparing the Bayesian
evidences, as discussed later.
Before proceeding with the analysis, the likelihood defined by (5.4) is made explicit in the
context of fitting a Bianchi template embedded in a CMB background which, for a given cosmological model, is defined by the power spectrum C` (ΘC ). The corresponding likelihood, in
terms of the spherical harmonic coefficients of the data and template, is given by
P ({d`m }|ΘB , ΘC ) ∝

1

Y
p
`

C` (ΘC )

e

−

[d`0 −t`0 (ΘB )]2
C` (ΘC )

2

Y
m

|d −t (ΘB )|
2
− `m C `m
` (ΘC )
.
e
C` (ΘC )

(5.10)

In practice, it is more convenient to work with the log-likelihood function, given by
ln[P ({d`m }|ΘB , ΘC )] ∝

X

(2` + 1)ln[C` (ΘC )] +

`

+

[d`0 − t`0 (ΘB )]2
C` (ΘC )
)

`
X
2
|d`m − t`m (ΘB )|2
C` (ΘC )

,

(5.11)

m=1

since numerical issues are then simplified. In the case of a zero Bianchi component, (5.11)
reduces to the log-likelihood function used commonly to compute parameter estimates from the
power spectrum estimated from CMB data (see e.g. [193]).
In this analysis, the parameter space is explored using MCMC sampling to evaluate the
posterior directly. Samples are retained only once the MCMC sampling has reached its stationary distribution (‘burnt in’), where a reasonable convergence criteria from the Gelman &
Rubin R statistic is utilised [75]. The COSMOMC6 package [117] has been modified, incorporating Bianchi sky simulations discussed in Section 5.1 and the log-likelihood given by (5.11), to
estimate both cosmological and Bianchi parameters. The resulting package has been shown to
recover successfully parameters from simulations comprising a CMB and an embedded Bianchi
contribution, and to also distinguish successfully when a Bianchi component is actually present
6

http://cosmologist.info/cosmomc/
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by comparing Bayesian evidences [27]. This modified COSMOMC package is used next to recover
Bianchi parameter estimates from the WMAP3 internal linear combination (ILC3) map, and to
determine whether a Bianchi component is required to model the data accurately.

Parameter constraints
Incorporating dark energy when computing solutions to CMB temperature fluctuations induced
in Bianchi models introduces a degeneracy between Ωm and ΩΛ [27, 100], similar to the ‘geometric’ degeneracy that exists in the CMB. It is possible to construct Bianchi maps that are
morphologically identical with different combinations of Ωm and ΩΛ . This degeneracy in the
Bianchi VIIh model was first noticed qualitatively by [100]. We have since quantified rigorously
the degeneracy by using MCMC sampling (see Figure 6 of [27]). It is not possible to find harmonious areas in the (Ωm , ΩΛ ) plane that are consistent with an embedded Bianchi component in
the WMAP data and also independently consistent with concordance cosmology. Consequently,
Bianchi VIIh models may be ruled out as the physical origin of the templates considered. Nevertheless, Bianchi template corrections to the WMAP data that correct many anomalies in the
data are no less interesting, whether they can be modeled or not. Bianchi models are therefore
examined with parameters decoupled from the cosmological parameters in the following analysis.
B
B
B
B
That is, Bianchi density parameters ΩB
m and ΩΛ (where Ωtotal = Ωm + ΩΛ ) are introduced that

are independent of the corresponding cosmological density parameters Ωm and ΩΛ .
The log-likelihood function given by (5.11) is computed from the harmonic coefficients of the
data, thus the analysis is simplified greatly when using full-sky maps. Consequently, the fullsky ILC3 map is examined here for a Bianchi contribution (additional data-sets are examined
in [27]). Since the structure of any Bianchi contribution is likely to be contained in low spherical
harmonic multipoles (see Section 5.1 and Figure 5.2) and the small scale structure of the ILC3
map is likely to be contaminated by foreground emission, only harmonics up to ` = 64 are
included in the analysis. It is therefore possible only to constrain a reduced set of cosmological
parameters that are sensitive to large scale CMB structure. To avoid degeneracies only the
scalar amplitude As is considered here, i.e. ΘC = As . Other cosmological parameters are set to
the WMAP3 concordance values specified in [180].
Marginalised posterior distributions for the Bianchi parameters are illustrated in Figure 5.3
for a left handed model, where the following uniform priors have been assumed: ΩB
total ∈

ω
−10
B
[0.01, 0.99]; Ωm ∈ [0.01, 0.99]; h ∈ [0.01, 1.00]; H 0 ∈ [0, 20] × 10 ; α ∈ [0.1, 1.0]rad;
B
B
β ∈ [0.1, 0.7]rad; and γ ∈ [0.0, 6.28]rad. ΩB
Λ can be derived from Ωtotal and Ωm . Uniform

sampling over the SO(3) manifold (i.e. the Euler angles) and over all other independent parameters was performed (although the sampling scheme adopted will only alter the efficiency of the
analysis and not the results obtained). These priors have been chosen to incorporate the different
morphologies allowed by Bianchi templates, while focusing on orientations based widely around
those determined in [97,99,100] (these, and also wider priors, are considered for the Euler angles
when computing the Bayesian evidence). Decoupling the Bianchi parameters from the cosmology in the manner discussed previously allows reasonable constaints to be placed on the general

ω
and the orientation of the temmorphology of the template (primarily described by h, H
0
B
B
plate). However, as apparent from Figure 5.3, both ΩB
total and Ωm (and hence ΩΛ ) are left poorly
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Figure 5.3: Marginalised posterior distributions obtained from the ILC3 map for left handed models and
the full set of Bianchi VIIh parameters. Probability density is plotted on the vertical axis.

constrained due to the Bianchi degeneracy discussed previously. Since the Bianchi parameters
are decoupled from the cosmology in this analysis, one may set ΩB
Λ = 0 to resolve the degeneracy. Marginalised posterior distributions for this case are illustrated in Figure 5.4, where the
priors on the remaining parameters are the same as those stated above. The Bianchi total density parameter ΩB
total is now better constrained. The following Bianchi parameter estimates are
◦ +2
◦ +25
obtained from the mean of the marginalised distributions: (α, β, γ) = (39◦ +3
−3 , 29 −2 , 335 −28 );

+2.1
+0.08
+0.10
ω
−10 . The estimate obtained for the
ΩB
total = 0.38−0.05 ; h = 0.39−0.17 ; and H 0 = 8.1−2.4 × 10

cosmological parameter As is consistent with cosmological concordance. The Bianchi map generated with these recovered parameters is illustrated in Figure 5.5.7 These estimates are similar
to those made by [97,99,100] previously, although the parameters do differ slightly. The best-fit
map found in these other works is illustrated in Figure 5.6 (d).
Repeating the above analysis for right handed Bianchi models, we find a best-fit vorticity of
zero (i.e. a best-fit amplitude of zero). We conclude that no right handed Bianchi template can
be found in the ILC3 data (this statement is confirmed below by using the Bayesian evidence).

Model selection
Now that the best-fit Bianchi template embedded in the ILC3 map has been determined, it is of
interest to determine whether the inclusion of this Bianchi component better describes the data,
7

This best-fit Bianchi map found in the WMAP3 data using MCMC sampling may be downloaded from
http://www.mrao.cam.ac.uk/∼jdm57/.
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Figure 5.4: Marginalised posterior distributions obtained from the ILC3 map for left handed models and
the reduced set of Bianchi VIIh parameters, excluding the parameter ΩB
Λ and the corresponding degeneracy
introduced. Probability density is plotted on the vertical axis.

Figure 5.5: Best fit-map Bianchi template found in the ILC3 map using the MCMC Bayesian template
fitting technique.

i.e. whether the data actually favours the inclusion of such a template. The Bayesian evidence,
given by
Z
E = P (d|M ) =

dΘ P (d|Θ, M ) P (Θ|M ) ,

(5.12)

may be used to address this question. The Bayesian evidence is effectively the average of the
likelihood over the prior parameter space of the model. Models providing a good fit to the
data, and consequently a high peak value of the likelihood, will have a high evidence, whereas
models characterised by large regions of low-likelihood parameter space will have a low evidence.
Using the Bayesian evidence to distinguish between models thus naturally incorporates Occam’s
razor, trading off model simplicity and accuracy. Strictly speaking, rather than comparing
the Bayesian evidences of different models, i.e. the probability of the data given the model,
one should compare the probability of the model given the data. In the absence of any prior
information on the preferred model, however, the ratio of Bayesian evidences is identical to the
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ratio of the model probabilities given the data:
P (d|M1 )
P (M1 |d)
=
,
P (M2 |d)
P (d|M2 )

(5.13)

when P (M1 ) = P (M2 ). Thus one may simply compare the ratio of Bayesian evidences to
distinguish between models.
In practice, it is more convenient to compute the natural logarithm of the evidence. Evidence
calculation is a difficult problem as one must ensure the entire parameter space is sufficiently
sampled. In this analysis clustered nested sampling is used to compute log-evidence values [176].
A useful guide to rank relative log-evidence differences is given by the Jeffreys scale [102], where
∆lnE < 1 is termed inconclusive, 1 < ∆lnE < 2.5 significant, 2.5 < ∆lnE < 5 strong, and
∆lnE > 5 conclusive. For reference, a log-evidence difference of 2.5 corresponds to odds of 1 in
13 approximately.
When incorporating dark energy in Bianchi models the parameter space is unnecessarily
complicated without providing any improvement in fitting power, thereby unfairly penalising
the Bayesian evidence. It is more appropriate to compare the log-evidence values when ignoring
ΩB
Λ , especially since the Bianchi parameters are decoupled from the usual cosmology. Both
the restricted priors on the Euler angles considered to compute parameter estimates previously
and also the full Euler domain are considered here when computing the evidence. For a left
handed Bianchi model, when the Euler angles are allowed to vary over their full domain a
log-evidence difference of ∆lnE = −0.9 ± 0.2 is obtained relative to the model with no Bianchi
component, whereas when the priors are restricted a log-evidence difference of ∆lnE = −0.6±0.2
is obtained. Both of these estimates lie between −1 and 0, thus although the inclusion of a
Bianchi component is not preferred, on the Jeffreys scale the evidence against the inclusion of a
Bianchi component is classed as inconclusive. For a right handed Bianchi template log-evidence
differences of ∆lnE = −1.3 ± 0.2 and ∆lnE = −1.1 ± 0.2 are obtained for the prior ranges
consider above respectively. The existence of a right handed Bianchi component embedded in
the data can therefore be ruled out at a significant level.
Evidence for or against the inclusion of a Bianchi component is classed as inconclusive. For
a more detailed analysis we refer the reader to [27], where the analysis is repeated on additional
cleaned WMAP data and also using different priors. Bianchi models cannot physically account
for the template observed as it is incompatible with concordance cosmology and, moreover,
although there is weak evidence against the inclusion of a Bianchi template it is not possible to
state categorically whether the inclusion of the template is warranted.

5.3 Bianchi VIIh contributions as a source of non-Gaussianity
It has been shown in the previous section that there is inconclusive evidence for or against
a Bianchi template embedded in the WMAP3 data. Nevertheless, remarkably, many of the
anomalies reported in the WMAP1 data disappear after correcting the data for an embedded
Bianchi template [33, 97, 99]. In particular, after correction for the template the kurtosis of
SMHW coefficients is consistent with Gaussianity [97, 99] and thus so to is the higher criticism
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statistic [33], the significance of the quadrupole anomaly is markedly reduced and the large-scale
power asymmetry between the north and south hemisphere is eliminated [97, 99].
Despite the inconclusive evidence for an embedded Bianchi template, in this section we are
interested to determine whether a Bianchi component is responsible for the highly significant detection of non-Gaussianity made in Chapter 4. The analysis performed in Chapter 4 is repeated
here on the Bianchi corrected data. The Bianchi template and corrected data are described first,
accompanied by a very brief review of the analysis procedure, followed by a discussion of the
results obtained.

5.3.1 Data and analysis procedure
The best-fit Bianchi template found in [97] is used to correct the WMAP18 data in order to
ascertain if the Bianchi component is responsible for the non-Gaussianity detected in Chapter 4.
Although a more rigorous template fitting technique has been applied in Section 5.2, the best-fit
map obtained does not differ markedly to that found in [97] and, in any case, the non-Gaussianity
analysis presented here was performed before the work presented in Section 5.2 was complete.
In the non-Gaussianity analysis performed in Chapter 4 [136] the WMAP1 co-added map
was examined. However, the template fitting technique performed in [97] is straightforward
only when considering full-sky coverage. Consequently, the Bianchi component is matched
to the full-sky ILC1 map in [97] since the WMAP1 co-added map requires a Galactic cut.
Nevertheless, we consider both the ILC1 and WMAP1 co-added map hereafter, using the Bianchi
template matched to the ILC1 map to correct both maps. The Bianchi template and the original
and corrected WMAP1 maps that are considered in the subsequent analysis are illustrated in
Figure 5.6.
An identical analysis to that performed in Chapter 4 is repeated here on the Bianchi corrected
ILC1 and WMAP1 co-added maps. The analysis procedure is not discussed in any detail here,
however a very brief overview is given for completeness. Essentially, the wavelet coefficients of
the maps are computed and examined for deviations from skewness and kurtosis. The same
wavelets and scales considered previously are considered again here. The wavelet coefficients
are compared to 1000 Monte Carlo simulations to determined the significance of any deviations
from Gaussianity. We examine in detail the significant deviations from Gaussianity detected in
Chapter 4 to see if they remain in the Bianchi corrected data. For a more thorough description
of the analysis procedure see Section 4.2.

5.3.2 Results
The skewness and excess kurtosis of spherical wavelet coefficients of the original and Bianchi corrected WMAP1 data are examined and compared to determine whether the Bianchi component
is responsible for the deviation from Gaussianity detected in the original maps. Raw statistics
with corresponding confidence regions are presented and discussed first, before the statistical
significance of detections of non-Gaussianity are examined in more detail. Localised regions that
are the most likely sources of non-Gaussianity are then examined.
8

The analysis presented herein was performed before the WMAP3 data became available.
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(a) Best-fit Bianchi template (scaled

(b) ILC1 map

(c) WMAP1 co-added map (masked)

(e) Bianchi corrected ILC1 map

(f) Bianchi corrected WMAP1 co-

by four) rotated to the Galactic centre
for illustration

(d) Best-fit Bianchi template (scaled
by four)

added map (masked)

Figure 5.6: Bianchi template and WMAP1 data maps (in mK). The Bianchi maps are scaled by a factor
of four so that the structure may be observed. The Kp0 mask has been applied to the WMAP1 co-added
maps.

Wavelet coefficient statistics
The skewness and kurtosis of wavelet coefficients for each of the data maps are displayed in
Figure 5.7, with confidence intervals constructed from the Monte Carlo simulations also shown.
For directional wavelets, only the orientations corresponding to the maximum deviations from
Gaussianity are shown.
The significant deviation from Gaussianity observed previously by [136, 146, 197] in the kurtosis of the SMHW coefficients is reduced when the data are corrected for the Bianchi template,
confirming the findings of [97]. However, it appears that a new non-Gaussian signal may be
detected in the kurtosis of the SMHW wavelet coefficients on scale a9 = 4500 and in the kurtosis
of the SEMHW coefficients on scale a12 = 6000 . These new candidate detections are investigated
further below. Interestingly, the skewness detections that were made previously are not mitigated when making the Bianchi correction – the highly significant detection of non-Gaussianity
made previously with the SMW remains.
It is interesting to note also that the WMAP1 co-added and ILC1 maps both exhibit similar
statistics, suggesting it is appropriate to use the Bianchi template fitted to the ILC1 map to
correct the co-added map.

Statistical significance of detections
The statistical significance of deviations from Gaussianity are now examined in more detail.
Two techniques are applied again to quantify the significance of detections (as described in
detail in Section 4.3.2): the first approach involves comparing the measured statistics directly
to the distributions obtained from Monte Carlo simulations; whereas the second approach infers
a significance from χ2 values computed from the simulations and data. The second technique
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(a) Skewness – SMHW

(b) Skewness – SEMHW; γ = 72◦

(c) Skewness – SMW; γ = 72◦

(d) Kurtosis – SMHW

(e) Kurtosis – SEMHW; γ = 108◦

(f) Kurtosis – SMW; γ = 72◦

Figure 5.7: Spherical wavelet coefficient statistics for each wavelet and map. Confidence regions obtained
from 1000 Monte Carlo simulations are shown for 68% (red), 95% (orange) and 99% (yellow) levels, as is
the mean (solid white line). Statistics corresponding to the following maps are plotted: WMAP1 co-added
map (solid, blue, squares); ILC1 map (solid, green, circles); Bianchi corrected WMAP1 co-added map
(dashed, blue, triangles); Bianchi corrected ILC1 map (dashed, green, diamonds). Only the orientations
corresponding to the most significant deviations from Gaussianity are shown for the directional wavelets.

considers all statistics in aggregate, however including a large number of less useful test statistics
has a pronounced effect on down-weighting the overall significance of the test.
Histograms constructed from the Monte Carlo simulations for those test statistics corresponding to the most significant deviations from Gaussianity are shown in Figure 5.8. The
measured statistic of each map considered is also shown on the plots, with the number of standard deviations these observations deviate from the mean. Notice that the deviation from the
mean of the kurtosis statistics is considerably reduced in the Bianchi corrected maps, whereas
the deviation for the skewness statistics is not affected significantly.
Next significance measures are constructed for each of the most significant detections of
non-Gaussianity. For each wavelet, we determine the probability that any single statistic (either
skewness or kurtosis) in the Monte Carlo simulations deviates by an equivalent or greater amount
than the test statistic under examination. This first technique used to construct significance
levels is extremely conservative. Significance levels corresponding to the detections considered
in Figure 5.8 are calculated and displayed in Table 5.1. For clarity, only those values from the
WMAP1 co-added map are shown, although the ILC1 map exhibits similar results. These results
confirm the inferences made from direct observation of the statistics relative to the confidence
levels and histograms shown in Figure 5.7 and Figure 5.8 respectively: the original kurtosis
detections of non-Gaussianity are eliminated, while the original skewness detections remain.
The significance of the new candidate detections of non-Gaussianity observed in the kurtosis
of the Mexican hat wavelet coefficients in the Bianchi corrected data is determined also. Of
the 1000 simulations, 115 contain a statistic that exhibits a greater deviation that the SMHW
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(a) Skewness – SMHW; a2 = 1000

(d) Kurtosis – SMHW; a6 = 3000

(b) Skewness – SEMHW; a3 = 1500 ;

(c) Skewness – SMW; a11 = 5500 ;

γ = 72◦

γ = 72◦

(e) Kurtosis – SEMHW; a10 = 5000 ;
γ = 108◦

(f) Kurtosis – SMW; a11 = 5500 ;
γ = 72◦

Figure 5.8: Histograms of spherical wavelet coefficient statistics obtained from 1000 Monte Carlo simulations. The mean is shown by the thin dashed black vertical line. Observed statistics corresponding to the
following maps are plotted: WMAP1 co-added map (solid, blue, square); ILC1 map (solid, green, circle);
Bianchi corrected WMAP1 co-added map (dashed, blue, triangle); Bianchi corrected ILC1 map (dashed,
green, diamond). The number of standard deviations these observations deviate from the mean is also
displayed on each plot. Only those scales and orientations corresponding to the most significant deviations
from Gaussianity are shown for each wavelet.
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Table 5.1: Deviation and significance levels of spherical wavelet coefficient statistics calculated from the
WMAP1 co-added and Bianchi corrected WMAP1 co-added maps (similar results are obtained using the
ILC1 map). Standard deviations and significant levels are calculated from 1000 Monte Carlo simulations.
The table variables are defined as follows: the number of standard deviations the observation deviates from
the mean is given by Nσ ; the number of simulated Gaussian maps that exhibit an equivalent or greater
deviation in any test statistics calculated using the given wavelet is given by Ndev ; the corresponding
significance level of the non-Gaussianity detection is given by SL. Only those scales and orientations
corresponding to the most significant deviations from Gaussianity are listed for each wavelet.
(a) SMHW
Skewness
(a2 = 1000 )
WMAP1
WMAP1−Bianchi
Nσ
Ndev
SL

−3.38
28 maps
97.2 ± 0.5%

−3.53
21 maps
97.9 ± 0.5%

Kurtosis
(a6 = 3000 )
WMAP1
WMAP1−Bianchi
3.12
47 maps
95.3 ± 0.7%

1.70
605 maps
39.5 ± 1.5%

(b) SEMHW
Skewness
(a3 = 1500 ; γ = 72◦ )
WMAP1
WMAP1−Bianchi
Nσ
Ndev
SL

−4.10
39 maps
96.1 ± 0.6%

−4.25
29 maps
97.1 ± 0.5%

Kurtosis
(a10 = 5000 ; γ = 108◦ )
WMAP1
WMAP1−Bianchi
3.01
199 maps
80.1 ± 1.3%

1.88
887 maps
11.3 ± 1.0%

(c) SMW
Skewness
(a11 = 5500 ; γ = 72◦ )
WMAP1
WMAP1−Bianchi
Nσ
Ndev
SL

−5.61
17 maps
98.3 ± 1.4%

−5.66
16 maps
98.4 ± 1.4%

Kurtosis
(a11 = 5500 ; γ = 72◦ )
WMAP1
WMAP1−Bianchi
2.66
642 maps
35.8 ± 1.5%

2.67
628 maps
37.2 ± 1.5%

kurtosis of the Bianchi corrected data on scale a9 , hence this detection may be made at the
88.5 ± 1.0% significance level only. Of the 1000 simulations, 448 contain a statistic that exhibits
a greater deviation that the SEMHW kurtosis of the Bianchi corrected data on scale a12 , hence
this candidate detection may be made at the 55.2 ± 1.6% significance level only. Thus one
may conclude that no highly significant detection of non-Gaussianity can be made on any scale
or orientation from the analysis of the kurtosis of spherical wavelet coefficients in the Bianchi
corrected data, however the detections made previously in the skewness of spherical wavelet
coefficients remain essentially unaltered.
Finally, χ2 tests are performed to probe the significance of deviations from Gaussianity in
the aggregate set of test statistics. The results of these tests are summarised in Figure 5.9. The
overall significance of the detection of non-Gaussianity is reduced for the SMHW and SEMHW,
although this reduction is not as marked as that illustrated in Table 5.1 since both skewness and
kurtosis statistics are considered when computing the χ2 , and it is only the kurtosis detection
that is eliminated. For example, when an equivalent χ2 test is performed using only the kurtosis
statistics the significance of the detection made with the SMHW drops from 99.9% to 95% (note
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that this is still considerably higher than the level found with the previous test, illustrating just
how conservative the previous method is). The significance of the detection made with the SMW
is not affected by correcting for the Bianchi template. This is expected since the detection was
made only in the skewness of the real Morlet wavelet coefficients and not the kurtosis.

Localised deviations from Gaussianity
The wavelet analysis allows one to localise interesting signal characteristics on the sky. The
most likely contributions to the non-Gaussianity that has been detected are localised on the sky
(following the approach outlined in Section 4.3.3).
The skewness-flagged localised regions detected in the Bianchi corrected data are almost
identical to the skewness-flagged regions detected in the original data. This is expected as it
has been shown that the Bianchi correction does not remove the skewness detection. These
thresholded coefficient maps are not shown here since they are almost identical to those given
in Figure 4.9 (a,c,d).
The localised regions detected in the kurtosis-flagged maps for the Mexican hat wavelets are
shown in Figure 5.10 (the SMW did not flag a significant kurtosis detection of non-Gaussianity).
The thresholded coefficient maps for the original and Bianchi corrected data are reasonably similar, however the size and magnitude of the cold spot at Galactic coordinates (l, b) = (209◦ , −57◦ )
is reduced significantly in the Bianchi corrected maps. It is claimed in [50,51] that this cold spot
is predominantly responsible for the kurtosis detection of non-Gaussianity. This may explain
why the kurtosis detection of non-Gaussianity is eliminated in the Bianchi corrected maps.
The new candidate detections of non-Gaussianity observed in the kurtosis of the Mexican hat
wavelet coefficients of the Bianchi corrected data were shown previously not to be particularly
significant. Nevertheless, the localised maps corresponding to these candidate detections were
examined. The regions localised in these maps show no additional structure than that shown in
Figure 5.10. The only significant difference between the localised regions is that the cold spot
at (l, b) = (209◦ , −57◦ ) is absent.

Gaussian plus Bianchi simulated CMB map
It addition to testing the WMAP1 data and Bianchi corrected versions of the data, we consider
also a simulated map comprised of Gaussian CMB fluctuations plus an embedded Bianchi component. The strategy used to create the Gaussian CMB realisations applied in the Monte Carlo
analysis is used to simulate the Gaussian component of the map, to which a scaled version of the
Bianchi template is added. The motivation is to see whether any localised regions in the map
that contribute most strongly to non-Gaussianity coincide with any structure of the Bianchi
template.
Non-Gaussianity is detected at approximately the 3σ level in the kurtosis of the SMHW
and SEMHW coefficients once the amplitude of the added Bianchi template is increased to

σ
approximately H
∼ 15 × 10−10 (approximately four times the level of the Bianchi template
0

ω
fitted by [97]), corresponding to a vorticity of H
∼ 39 × 10−10 . No detections are made in
0
any skewness statistics or with the SMW. The localised regions of the wavelet coefficient maps
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(a) SMHW

(b) SEMHW

(c) SMW

Figure 5.9: Histograms of normalised χ2 test statistics obtained from 1000 Monte Carlo simulations.
Normalised χ2 values corresponding to the following maps are also plotted: WMAP1 co-added map (solid,
blue, square); ILC1 map (solid, green, circle); Bianchi corrected WMAP1 co-added map (dashed, blue,
triangle); Bianchi corrected ILC1 map (dashed, green, diamond). The significance level of each detection
made using χ2 values is also quoted (δ).
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(a) WMAP1 co-added map SMHW coefficients; a6 = 3000

(b) Bianchi corrected WMAP1 co-added map SMHW; a6 = 3000

(c) WMAP1 co-added map SEMHW; a10 = 5000 ; γ = 108◦

(d) Bianchi corrected WMAP1 co-added map SEMHW; a10 =
5000 ; γ = 108◦

Figure 5.10: Thresholded spherical wavelet coefficients for the original and Bianchi corrected WMAP1 coadded map. The inset figure in each panel shows a zoomed section (of equivalent size) around the cold
spot at (l, b) = (209◦ , −57◦ ). The size and magnitude of this cold spot is reduced in the Bianchi corrected
data. Only those coefficient maps corresponding to the most significant kurtosis detections for the SMHW
and SEMHW are shown. Other coefficient maps show no additional information to that presented in
Section 4.3.3. The corresponding wavelet coefficient maps for the ILC1 map are not shown since they are
almost identical to the coefficients of the WMAP1 co-added maps shown above.
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(a) Gaussian plus Bianchi simulated map

(b) Gaussian plus Bianchi simulated map

SMHW coefficients; a6 = 3000

SEMHW coefficients; a10 = 5000 ; γ =
108◦

Figure 5.11: Thresholded SMHW coefficients of the Gaussian plus Bianchi simulated map. The coefficient
maps shown are flagged by a kurtosis detection of non-Gaussianity. Notice how the Mexican hat wavelets
extract the intense regions near the centre of the Bianchi spiral, with the SMHW extracting the symmetric
structure and the SEMHW extracting the oriented structure.

for which non-Gaussianity detections are made are shown in Figure 5.11. The Mexican hat
wavelets extract the intense regions near the centre of the Bianchi spiral, with the SMHW
wavelet extracting the symmetric structure and the SEMHW extracting the oriented structure.
This experiment highlights the sensitivity to any Bianchi component of the kurtosis of the
various Mexican hat wavelet coefficients, and also the insensitivity of the Mexican hat skewness
statistics and SMW wavelet statistics. The high amplitude of the Bianchi component required
to make a detection of non-Gaussianity suggests that some other source of non-Gaussianity may
be present in the WMAP1 data, such as the cold spot at (l, b) = (209◦ , −57◦ ), and that the
Bianchi correction may act just to reduce this component.

5.4 Concluding remarks
A large scale rotation and shear of the universe is allowed in the Bianchi models, resulting in distortions to the CMB temperature anisotropies. In this chapter, simulations of the temperature
fluctuations induced in Bianchi VIIh models have been discussed and used to examine the evidence for a Bianchi template embedded in the WMAP data. After correcting the WMAP1 data
for the template found by [97], the significant detection of non-Gaussianity made in Chapter 4
has been found to remain.
A number of techniques were considered to detect and fit a Bianchi template embedded
in the CMB. The most satisfactory technique involved posing the problem in a full Bayesian
framework and using MCMC sampling to recover the full marginalised posterior distributions
of the Bianchi parameters. Parameter estimates consistent with those found by [97, 99] were
obtained. The Bayesian evidence was also calculated to determine in a statistically robust
manner whether a model with a Bianchi contribution better described the data, i.e. if the
inclusion of the Bianchi component is warranted. Although the data weakly disfavour the
inclusion of a Bianchi component, a conclusive statement about the inclusion of a Bianchi
component cannot be made (using the Jeffreys scale [102]). Moreover, the best-fit Bianchi
templates found are incompatible with concordance cosmology and so cannot physically account
for the observed templates.
Regardless of the weak evidence against the inclusion of a Bianchi component in the WMAP

96

CHAPTER 5. BIANCHI VIIh MODELS OF UNIVERSAL ROTATION

data, the best-fit template found by [97] was nevertheless used to correct the WMAP1 data and
the non-Gaussianity analysis performed in Chapter 4 was repeated on the corrected data. The
deviations from Gaussianity observed in the kurtosis of spherical wavelet coefficients disappear
after correcting for the Bianchi component, whereas the deviations from Gaussianity observed
in skewness statistics are not affected. The highly significant detection of non-Gaussianity
previously made in the skewness of SMW coefficients remains unchanged at essentially 98% using
the extremely conservative first method to compute the significance. The χ2 tests performed also
indicate that the Bianchi corrected data still deviates from Gaussianity when all test statistics
are considered in aggregate. Since only the skewness-flagged detections of non-Gaussianity
made with the Mexican hat wavelets remain, but the kurtosis ones are removed, the overall
significance of Mexican hat wavelet χ2 tests are reduced. There was no original detection of
kurtosis in the SMW coefficients, thus the significance of the χ2 remains unchanged for this
wavelet at essentially 99%. One would expect the skewness statistics to remain unaffected by a
Bianchi component (or equivalently the removal of such a component) since the distribution of
the pixel values of a Bianchi component is itself not skewed, whereas a similar statement cannot
be made for the kurtosis.
Regions that contribute most strongly to non-Gaussian detections have been localised. The
skewness-flagged regions of the Bianchi corrected data do not differ significantly from those
regions found previously. One would expect this result since the Bianchi correction does not
eliminate skewness detections of non-Gaussianity. The kurtosis-flagged regions localised with the
Mexican hat wavelets are not markedly altered by correcting for the Bianchi template, however
the size and magnitude of the cold spot at Galactic coordinates (l, b) = (209◦ , −57◦ ) is reduced
significantly. It is suggested by [50, 51] that the cold spot is predominantly responsible for the
kurtosis detections of non-Gaussianity made with the SMHW, thus the reduction of this cold
spot when correcting for the Bianchi template may explain the elimination of kurtosis in the
Bianchi corrected maps.
After correcting the WMAP1 data for the best-fit Bianchi VIIh template found by [97], the
data still exhibits significant deviations from Gaussianity. A deeper investigation into the source
of the non-Gaussianity that has been detected is required to ascertain whether the signal is of cosmological origin, in which case it would provide evidence for non-standard cosmological models.
Bianchi models that exhibit a small universal shear and rotation are an important, alternative
cosmology that warrant investigation and, as has been shown, can account for some detections
of non-Gaussian signals. However, the best-fit Bianchi templates found in the WMAP data
are inconsistent with concordance cosmology, fanning conjecture for more exotic non-standard
cosmological models.

CHAPTER

6

Detection of the ISW effect

Although the fine details are still under debate, strong observational evidence now exists in
support of the ΛCDM fiducial model of the universe; specifically, a universe that is (nearly)
flat and dominated by an exotic dark energy component. Very little is known about the origin
and nature of this dark energy, but there is now strong evidence in support of its existence
and relative abundance. Much of this evidence comes from recent measurements of the CMB
anisotropies of high resolution and precision, in particular the recent high precision, full-sky
WMAP data [16, 91]. The existence of dark energy has also been independently found by
measurements of the luminosity distance to Supernova Type Ia [154, 162].
At this point, the confirmation of the fiducial ΛCDM model and the existence of dark energy
by independent physical methods is of particular interest. One such approach is through the
detection of the integrated Sachs-Wolfe (ISW) effect [165]. CMB photons are blue and red shifted
as they fall into and out of gravitational potential wells, respectively, as they travel towards us
from the surface of last scattering. If the gravitational potential evolves during the photon
propagation, then the blue and red shifts do not cancel exactly and a net change in the photon
energy occurs. Gravitational potentials remain constant with respect to co-moving coordinates
in a matter dominated universe. However, any deviation from matter domination caused by dark
energy or curvature causes potentials to evolve with time and consequently produces a secondary
induced anisotropy (the ISW effect) in the CMB. The ISW effect is therefore present only in the
existence of spatial curvature or, in a flat universe, in the presence of dark energy [152]. The
recent WMAP data has imposed strong constraints on the flatness of the universe [180, 181],
hence any ISW signal may be interpreted directly as a signature of dark energy.
It is difficult to separate directly the contribution of the ISW effect from the CMB anisotropies,
hence it is not feasible to detect the ISW effect solely from the CMB. Instead, as first proposed
by [47], the ISW effect may be detected by cross-correlating the CMB anisotropies with tracers
of the local matter distribution, such as the nearby galaxy density distribution. A detection
of large-scale positive correlation is a direct indication of the ISW effect, and correspondingly,
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evidence for dark energy.
The first attempt to detect the cross-correlation between the CMB and the nearby galaxy
distribution was performed by [26] using the COBE-DMR [15] and NRAO VLA Sky Survey
(NVSS; [43]) data.1 No cross-correlation was found; [26] conclude that a future experiment
with better sensitivity and resolution was required to make any detection. The WMAP mission
has now provided a suitable experiment, and several groups have since reported detections of
the ISW effect at a range of significance levels using various tracers of the local universe. The
WMAP1 data is cross-correlated by [24, 25] with two different tracers of the nearby universe:
the hard X-ray data provided by the High Energy Astronomy Observatory-1 satellite (HEAO1; [23]) and the NVSS data. A statistically significant detection of the cross-correlation at the
1.8–2.8σ level is made at scales below 3◦ . An independent analysis of the WMAP1 and NVSS
data is performed by [148], confirming the existence of dark energy at the 95% significance level.
The WMAP1 data is cross-correlated by [68] with the APM galaxy survey [129], resulting in a
detection of cross-correlation at the 2.5σ level on scales of 4◦ –10◦ . Using the Sloan Digital Sky
Survey (SDSS; [216]) and the WMAP1 data an ISW signal at the 3σ level is detected by [69].
These same two data-sets are also analysed by [174].2 The WMAP1 data is cross-correlated with
the near infrared Two Micron All Sky Survey Extended Source Catalogue (2MASS XSC; [101])
by [2], resulting in a detection of an ISW signal at the 2.5σ level. A 2.5σ detection of the
ISW effect is made by [149] by cross-correlating the WMAP1 and SDSS data and is used to
constrain cosmological parameters. Other works have focused on the theoretical detectability of
the ISW effect for various experiments and, in some cases, the use of such detections to constrain
cosmological parameters [1, 46, 95, 156, 157].
All of the works described above were performed before the WMAP3 data became available.
The WMAP1 data is signal dominated on the scales probed by the ISW effect, thus the WMAP3
data are not expected to improve the statistical significance of detections of the ISW effect [180].
Instead, improved large-scale structure surveys are required to improved the significance of
detections of the effect [180]. In any case, a detection of the ISW effect using the WMAP3 and
NVSS data has recently been performed by [155], rejecting the null hypothesis of no ISW effect
at more than 99.7% confidence.
The analyses performed on the WMAP1 data discussed above all perform the cross-correlation
of the CMB with various tracers of the near universe large scale structure (LSS) in either real or
harmonic space, using the real space angular correlation function or the cross-angular power spectrum respectively. Recently, [198] adopt a different measure by performing the cross-correlation
in spherical wavelet space using the azimuthally symmetric SMHW. Spherical wavelets have
already been used in many astrophysical and cosmological applications (for example, the Gaussianity analysis performed in Chapter 4). However, [198] present the first use of spherical
wavelets for cross-correlating the CMB with tracers of LSS in an attempt to detect the ISW
effect. Since the ISW effect is localised to certain (large) scales on the sky, wavelets are an ideal
tool for searching for cross-correlations due to the inherent scale and spatial localisation afforded
by a wavelet analysis. The covariance of the SMHW coefficients of the WMAP1 and NVSS data
1
2

As the detection of the large-scale effect is cosmic variance limited, one requires (near) full-sky maps.
See [2] for a critical discussion of the analyses done by [68], [69] and [174].
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are examined for a range of scales by [198], resulting in a detection of the ISW effect at the 3.3σ
level at scales on the sky of 6◦ –8◦ . Moreover, the detection is used to constrain cosmological
parameters that describe the dark energy.
There is no physical reason to assume that the local correlated structures induced in the
CMB anisotropies by the near LSS are rotationally invariant. Thus, other spherical wavelets
that are not azimuthally symmetric may be equally (or more) suitable for probing the data for
cross-correlations. Here the analysis performed by [198] is extended, using directional wavelets
to examine the cross-correlation of the WMAP13 and NVSS data. Any detections of the ISW
effect are used to constrain cosmological parameters that describe the dark energy.
The work presented in this chapter is based on [139] and has been performed in collaboration with Patricio Vielva and Enrique Martı́nez-González. The remainder of this chapter is
organised herein as follows. In Section 6.1 the wavelet covariance estimator that is used to test
for correlations and the theoretical covariance predicted for a given cosmological model are defined. The spherical wavelets used in the analysis are described and the expected performance
of these wavelets for detecting the ISW effect is examined. In Section 6.2 a brief overview of
the data considered and the analysis procedure is given. Results are presented and discussed in
Section 6.3. The detections made are described and are then used to place constraints on dark
energy parameters. Concluding remarks are made in Section 6.4

6.1 Cross-correlation in wavelet space
The effectiveness of using a spherical wavelet estimator to detect cross-correlations between the
CMB and the nearby galaxy density distribution has been demonstrated by [198]. The wavelet
estimator is extended here to account for directional wavelets that are not azimuthally symmetric. Firstly, the theoretical cross-power spectrum of the CMB and galaxy density is reviewed
and an expression for the spectrum based on the particular cosmological model is given. The
wavelet coefficient covariance estimator used to test for cross-correlations is then defined. Using the theoretical cross-power spectrum previously described, a theoretical prediction for the
wavelet coefficient covariance for a particular cosmological model is specified (i.e. for a particular theoretical cross-power spectrum). In subsequent sections, this result is used to compare
theoretical predictions of the wavelet covariance for a range of cosmologies with measurements
from the data, in order to place constraints on the cosmological parameters that define the
dark energy. Finally, the spherical wavelets used in the analysis are described and the expected
effectiveness of these wavelets at detecting cross-correlations is examined.

6.1.1 Theoretical cross-power spectrum
For a particular cosmology, the theoretical cross-power spectrum C`NT of the galaxy density map
N (ω) with the CMB temperature anisotropy map T (ω) is defined as the ensemble average of
the product of the spherical harmonic coefficients of the two maps:
hN`m T`∗0 m0 i = δ``0 δmm0 C`NT .
3

The analysis presented herein was performed before the WMAP3 data became available.

(6.1)
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In defining the cross-correlation in this manner it is implicitly assumed that the galaxy density
and CMB random fields on the sphere are homogeneous and isotropic. Modelling the observation
process, the observed cross-spectrum for the given cosmology is related to the theoretical one
by
T NT
C`NT,obs = p` 2 bN
,
` b` C`

(6.2)

T
where p` is the pixel window function for the pixelisation scheme adopted and bN
` and b` are the

beam window functions for the galaxy density4 and CMB maps respectively. Pixel window and
beam functions are represented here by Legendre coefficients (rather than spherical harmonic
coefficients).
The theoretical cross-power spectrum may be computed for a given cosmology by (e.g. [148])
C`NT

= 12πΩm H0

2

Z

dk 2
∆ (k) F`N (k) F`T (k) ,
k3 δ

(6.3)

where Ωm is the matter density, H0 is the Hubble parameter, ∆2δ (k) = k 3 Pδ (k)/2π 2 is the logarithmic matter power spectrum (where Pδ (k) is the matter power spectrum) and F`N (k) and
F`T (k) are the filter functions for the galaxy density distribution and CMB respectively, given
by
F`N (k) = b

Z

and
F`T (k)

dz

dN
D(z) j` [kη(z)]
dz

Z
=

dz

dg
j` [kη(z)] .
dz

(6.4)

(6.5)

The integration required to compute F`T (k) is performed over z from zero to the epoch of
recombination, whereas, in practice, the integration range for F`N (k) is defined by the source
redshift distribution function

dN
dz .

The function D(z) is the linear growth factor for the matter

distribution (calculated from CMBFAST by computing the transfer function for different redshifts),
g ≡ (1 + z)D(z) is the linear growth suppression factor, j` (x) is the spherical Bessel function and
η(z) is the conformal look-back time. The bias factor b is assumed to be redshift independent.
For the evolution of D(z) both the standard model dominated by a cosmological constant
and also alternative models dominated by a time varying dark energy with negative pressure,
ρ = ρ0 (1 + z)3(1+w) , and energy density that is spatially inhomogeneous are considered. These
alternative models are parametrised by the equation-of-state parameter w, defined as the ratio
of pressure to density. The standard inflationary model assumes a homogeneous field (the
cosmological constant) with w = −1, however in general dark energy models are characterised
by values of w < 0. For instance, topological defects can be phenomenologically represented
by an equation-of-state parameter −2/3 ≤ w ≤ −1/3 (e.g. [72]), quintessence models imply
−1 < w < 0 [31, 208] and phantom models have equation-of-state parameter w < −1 (these last
models, however, violate the null dominant energy condition; see [32] for a detailed discussion).
A convincing explanation for the origin and nature of dark energy within the framework
of particle physics is lacking, nevertheless in general the models considered in the literature
produce a w that varies with time. For most dark energy models, however, the equation-of-state
4

There is no beam for the NVSS galaxy density map subsequently used, hence bN
` = 1, ∀`.
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changes slowly with time and a standard approximation is that (at least during a given epoch) w
can be considered as a constant equation-of-state parameter [205]. Henceforth, w is considered
constant as a useful approach to extract fundamental properties of the dark energy.

6.1.2 Wavelet covariance estimator
The covariance of the wavelet coefficients is used as an estimator to detect any cross-correlation
between the CMB and the galaxy density distribution. A positive covariance indicates a positive
cross-correlation between the data. The wavelet coefficient covariance estimator is defined as the
sum over all points on the wavelet domain sky, of the product of the wavelet coefficient maps:
b NT (a, b, γ) =
X
ψ

1 X
ναβ WψN (a, b, α, β, γ) WψT (a, b, α, β, γ) ,
Nαβ

(6.6)

α,β

where Nαβ is the number of samples in the wavelet domain sky, ναβ is a weighting function
and WψN (a, b, α, β, γ) and WψT (a, b, α, β, γ) are the wavelet coefficients of the galaxy density
distribution and CMB respectively. Weights are chosen to reflect the relative size of the pixels
on the sky in the wavelet domain (equiangular sampling is used in the wavelet coefficient Euler
angle domain), where ναβ =

π
2

sin β. This weighting scheme ensures regions near the poles of

the coordinate system do not have a greater influence on the estimated covariance than regions
near the equator.
One may also average the covariance estimator over orientations, so that an overall covariance
measure for the given scale is obtained:
X
b NT (a, b) = 1
b NT (a, b, γ) ,
X
X
ψ
ψ
Nγ γ

(6.7)

where Nγ is the number of samples in the wavelet domain orientational component. This
measure is still sensitive to directional structure when using a directional spherical wavelet,
b NT (a, b, γ) and X
b NT (a, b) are both sensitive to localised spatial structure in (α, β).
just as X
ψ
ψ
A theoretical prediction of the wavelet covariance may be specified for a given cosmological
model. This is derived for azimuthally symmetric spherical wavelets by [198], however the
extension to directional wavelets is non-trivial. We derive the theoretical wavelet covariance for
directional wavelets in Appendix C, stating here the expression for the theoretical covariance
obtained:
XψNT (a, b, γ)

=

∞
X
`=0

T
p` 2 bN
` b`

C`NT

`
X

(ψa,b )`m

2

,

(6.8)

m=−`

where ψ`m are the spherical harmonic coefficients of the wavelet. In practice at least one of the
functions in (6.8) has a finite band limit so that negligible power is present in those coefficients
above a certain `max . All summations over `, here and subsequently, may therefore be truncated
to `max .
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6.1.3 Wavelets
The CSWTI spherical wavelet framework described in Section 3.1, facilitated by the fast CSWT
algorithm derived also in Chapter 3, is applied to perform the directional wavelet analysis.
Wavelets on the sphere are constructed in this framework through the inverse stereographic
projection of Euclidean wavelets on the plane. In the analysis performed herein three spherical
wavelets are considered: the SMHW; the SBW; and the SMW with wave vector k = (10, 0)T .
These wavelets are illustrated in Figure 3.2 of Chapter 3. Anisotropic dilations are considered
to further probe oriented structure. When incorporating anisotropic dilations it is not possible
to perfectly synthesise a function from its spherical wavelet coefficients, however synthesis is not
required in this analysis. The effectiveness of these spherical wavelets and of the inclusion of
anisotropic dilations for detecting cross-correlation in the data is investigated in the following
subsection.

6.1.4 Comparison of wavelet covariance estimators
The expected performance of various spherical wavelets for detecting the ISW effect are compared in this subsection. A similar analysis is performed by [198] to compare the performance
of the SMHW estimator to real and harmonic space estimators, showing the effectiveness of the
SMHW estimator. Instead the focus here is on comparing wavelets; thus the analysis is extended
to directional wavelets and anisotropic dilations.
The expected signal-to-noise ratio (SNR) of the wavelet covariance estimator of the CMB
and the LSS density distribution may be used to compare the expected performance of various
wavelets for detecting the ISW effect. The expected SNR for a particular scale is given by the
ratio of the expected value of the wavelet covariance estimator and its dispersion:
D
SNRψ (a, b) ≡

E
b NT (a, b)
X
ψ

b NT (a, b)
∆X
ψ

,

(6.9)

where for a directional wavelet the variance of the wavelet covariance estimator is given by
h

h
i2
i2  D
E2
NT
NT
b
b
b NT (a, b)
∆Xψ (a, b)
=
Xψ (a, b)
− X
ψ
=

∞
X

2 T 2
1
p` 4 b N
b`
`
2` + 1
`=0
" `
#2
h
i
X
2
2
×
C`NT + C`TT C`NN ,
(ψa,b )`m

(6.10)

m=−`

where C`TT and C`NN are the CMB and galaxy count power spectra respectively. For the case of
azimuthally symmetric wavelets (6.10) reduces to the form given by [198].5
The expected SNR is computed for the spherical wavelets discussed in Section 6.1.3 for a
range of dilations (the dilations considered are those that are subsequently used to attempt
5

Note that [198] use Legendre coefficients to represent the symmetric SMHW, rather than spherical harmonic
coefficients.
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to detect the ISW effect, as defined in Table 6.1). The theoretical power spectra used in this
experiment are computed from the cosmological concordance model parameters specified in
Table 1 of [181] (ΩΛ = 0.71, Ωm = 0.29, Ωb = 0.047, H0 = 72, τ = 0.166, n = 0.99). CMBFAST
is used to simulate the CMB spectrum C`TT , the cross-power C`NT spectrum is simulated in
accordance with the theory outlined in Section 6.1.1, while the actual NVSS data is used to
provide the LSS angular power spectrum C`NN . Ideal noise-free and full-sky conditions are
assumed for this experiment. Beam and pixel windowing are not considered in the results
presented, although when included these factors make only a very minimal difference to the
numerical values obtained. The expected SNR computed for each wavelet for a range of scales
is illustrated in Figure 6.1. The relative expected performance of the SMW for detecting the
ISW effect is low, thus this wavelet is not considered further. The SMHW and the SBW are of
comparable expected performance. However, notice that the SMHW for anisotropic dilations
(illustrated by the off-diagonal values of Figure 6.1 (b)) and the SBW are slightly superior to
the azimuthally symmetric SMHW for isotropic dilations (illustrated by the diagonal values of
Figure 6.1 (b)). The maximum expected SNR achievable with both the SMHW and SBW is
approximately 4, compared to an estimated best achievable SNR of approximately 7.5 for a
perfect survey [1].

6.2 Data and analysis procedure
In this section the data and an overview of the analysis procedure used to attempt to detect the
ISW effect using directional spherical wavelets are described.

6.2.1 WMAP data
To minimise the contribution of foregrounds and systematics to CMB anisotropy measurements
the WMAP assembly contains a number of receivers that observe at a range of frequencies. The
WMAP team and other independent groups have proposed various constructions of CMB maps
from data measured by different receivers and bands in order to minimise foreground contributions (template based methods: [17]; template independent methods: [17, 65, 186]). In this
work, the WMAP1 co-added map described in Section 4.1.1, and considered in the Gaussianity
analysis detailed in Chapter 4, is examined. The conservative Kp0 exclusion mask provided by
the WMAP team is applied to remove remaining Galactic emission and bright point sources.
Since the ISW signal is expected to be generated by structure on scales greater than 2◦ [1], the
co-added map is downsampled from Nside = 512 (Npix ∼ 3 × 106 ) to Nside = 64 (Npix ∼ 5 × 104
pixels). This corresponds to a pixel size of approximately 550 and so should be of sufficient
resolution to detect the ISW signal. The WMAP1 co-added map used in the subsequent analysis is displayed in Figure 6.2 (a) (with the joint Kp0-NVSS mask applied, as described in
Section 6.2.2).
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(a) All wavelets for isotropic dilations

(b) SMHW for all dilations

(c) SBW for all dilations

Figure 6.1: Expected SNR of the wavelet covariance estimator of CMB and radio source maps (cosmological
parameters are chosen according to the concordance model). All spherical wavelets are considered for
isotropic dilations in panel (a): SMHW (blue, dashed); SBW (red, dotted-dashed); SMW (magenta, dotted).
Due to the relatively poor expected performance of the SMW, the SNR for all anisotropic dilations in only
shown for the SMHW and SBW in panels (b) and (c) respectively. Contours at SNR values of two, three
and four are also plotted in panels (b) and (c).

6.2. DATA AND ANALYSIS PROCEDURE

(a) WMAP1
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(b) NVSS

Figure 6.2: WMAP1 and NVSS maps after application of the joint mask. The maps are represented in the
HEALPix format at a resolution of Nside = 64 (corresponding to a pixel size of ∼550 ).

6.2.2 NVSS data
The NVSS radio source catalogue is used as a local tracer of the LSS. The catalogue covers
approximately 80% of the sky and contains measurements of almost 2 × 106 point sources with
a minimum flux density of ∼ 2.5mJy. Although the distance of individual sources is largely
unknown, the sources are thought to be distributed in the redshift range 0 < z < 2 with a peak
in the distribution at z ∼ 0.8 [26]. The ISW signal is expected to be produced at z ∼ 0.4 with
negligible contribution from z > 1.5 [1]. Furthermore, the correlations induced by the ISW effect
are a relatively large scale phenomenon, hence any detection will be cosmic variance limited.
The near full-sky coverage and source distribution of the NVSS data thus make it an ideal probe
of the local matter distribution to use when searching for the ISW effect. Indeed, the NVSS
catalogue has been used to make positive detections of the ISW effect already using the real
space correlation function [24, 26, 148].
As first noticed by [26], the NVSS catalogue mean source density varies with declination.
This systematic is corrected by scaling each iso-latitude band to impose a constant mean density.
The iso-latitude bands are defined by the continuous root-mean-squared (RMS) noise regions of
the survey (see Figure 10 of [43]). Alternative correction strategies were also considered (e.g.
the one proposed by [148]), however cross-correlation detections were found to be insensitive to
the particular correction procedure.
The corrected NVSS source distribution is represented in the HEALPix format at the same
resolution of the WMAP data (Nside = 64). The sources in the NVSS catalogue above 2.5mJy
are considered, corresponding to an identification completeness of 50% relative to theoretical
predictions [43]. No observations are made in the NVSS catalogue for equatorial declination δ
lower than −50◦ and the coverage in the range −50◦ < δ < −37◦ is not sufficient. Hence, only
sources with an equatorial declination δ ≥ −37◦ are considered. With these constraints one
obtains a galaxy distribution map containing ∼1.6 × 106 sources with an average number of 40.4
counts per pixel. Since the WMAP mask and NVSS coverage each exclude various regions of
the sky, a joint mask is constructed (Kp0 + δ < −37◦ ) that leaves only those common pixels that
remain in both maps. This mask is applied to both the WMAP1 and NVSS maps used in the
subsequent analysis. The NVSS map with the joint map applied is displayed in Figure 6.2 (b).
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6.2.3 Simulations
Monte Carlo simulations are performed to construct significance measures for the wavelet covariance statistics used to detect the ISW effect. 1000 Gaussian simulations of the WMAP1
data are constructed from the power spectrum produced by CMBFAST using the cosmological
concordance model parameters specified in [181]. For each realisation the WMAP observing
strategy is simulated, as described in Section 4.1.2. The procedure described in Section 4.1.1 to
construct the co-added map is then performed on the simulated data. The simulated co-added
map is then downsampled to Nside = 64 and the joint mask is applied.

6.2.4 Procedure
The analysis procedure consists of computing the wavelet covariance estimator described in Section 6.1.2 from the wavelet coefficients of the WMAP1 co-added map and NVSS data computed
for a range of scales and, for the directional wavelets, a range of γ orientations. Only those scales
where the ISW signal is expected to be significant [1] are considered: the wavelet scales considered and the corresponding effective size on the sky of the wavelets are shown in Table 6.1. Each
of the directional wavelets considered is rotationally invariant under integer azimuthal rotations
of π, thus the azimuthal rotation angle γ effectively lies in the domain [0, π). For directional
wavelets five evenly spaced γ orientations in the domain [0, π) are considered. Any deviation
from zero in the wavelet covariance estimator for any particular scale or orientation is an indication of a correlation between the WMAP1 and NVSS data and hence a possible detection of
the ISW effect. An identical analysis is performed using the simulated co-added CMB maps in
place of the WMAP1 data in order to construct significance measures for any detections made.
Finally, any detections of the ISW effect are used to constrain dark energy parameters.
The application of the joint Kp0-NVSS mask distorts wavelet coefficients corresponding
to wavelets with support that overlaps the mask exclusion region. These contaminated wavelet
coefficients must be removed from the wavelet covariance estimate. An extended coefficient mask
is constructed for each scale to remove all contaminated wavelet coefficients from the analysis,
however the mask construction technique differs to that used in the non-Gaussianity analysis of
Chapter 3. Binary morphological operations, commonly applied on the plane in image processing
[76], are extended to the sphere and applied to construct the extended coefficient mask. A
morphological dilation adds pixels to the boundaries of regions, whereas a morphological erosion
removes pixels from boundaries. Firstly, the original joint mask is opened (a morphological
dilation followed by an erosion) to remove point source regions whilst maintaining the size of
the original central masked region. The central masked region is then extended by half the
effective size of the wavelet (at the particular scale) by performing a morphological erosion.
The original point source mask regions are then replaced by applying the original mask (point
source regions were removed initially to ensure that they were not expanded when performing
the erosion). The result of this procedure is to extend the central region of the joint mask
by half the effective size of the wavelet, while maintaining the point source regions. This is a
less conservative procedure for constructing extended coefficient masks than used in the nonGaussianity analysis (Chapter 4), however the low resolution of the data and the large initial joint
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Table 6.1: Wavelet scales considered in attempting to detect the ISW effect. The effective sizes on the
sky of the various wavelets for each wavelet scale are also shown. Note that for anisotropic dilations the
wavelets have two effective sizes on the sky defined in orthogonal directions (see text).
Scale
Dilation a
SM HW , SBW
Size on sky ξ1,2
(a) = ξ1SM W (a)
SM W
Size on sky ξ2
(a)

1

2

3

4

5

6

7

1000
2820
31.40

1500
4240
47.10

2000
5650
62.80

2500
7060
78.50

3000
8470
94.20

4000
11300
1260

5000
14100
1570

mask drastically reduce the number of pixels available initially. If more conservative extended
masks are constructed one finds that the number of pixels that remain is quickly and significantly
reduced, thereby reducing the efficiency of the analysis. To ensure any correlations detected are
not due to contamination that is not excluded by the extended mask a number of tests using
masks with larger exclusion regions have also been performed. The correlation signals that are
subsequently detected (see Section 6.3) remain when using these larger exclusion masks. Hence
the choice of mask adopted appears appropriate as it is more efficient than more conservative
masks but still removes contaminated wavelet coefficients.

6.3 Results and discussion
In this section the results obtained from performing the directional spherical analysis procedure
described previously are presented. Detections of the ISW effect are described, before these
detections are used to constrain dark energy parameters.

6.3.1 Detection of the ISW effect
Firstly, the detection of positive correlations between the WMAP1 and NVSS data using various
wavelets are described. To examine the source of the correlation detected some preliminary tests
are performed to ascertain whether perhaps foregrounds or systematics are responsible. Regions
on the sky that contribute most strongly to the correlation signal are then localised and examined
in more detail.

Detections
The wavelet covariance of the WMAP1-NVSS data are shown in Figure 6.3 for the wavelets
considered. Significance levels constructed from the 1000 Monte Carlo simulations are also
shown. The left panel in Figure 6.3 shows the results for the azimuthally symmetric SMHW
(with isotropic dilations), whereas the other panels correspond to directional wavelets. These
latter panels exhibit a jagged structure due to the ordering of the wavelet scale index the
covariance is plotted against. The wavelet scale index is ordered by sequentially concatenating
rows from the two-dimensional (a, b) dilation space. It would be preferable to view the data as a
surface in (a, b) space, however it would not be possible to view the data and the six significance
level surfaces at once. The scale index j used in Figure 6.3 and subsequently may be related to
the scale index defined in Table 6.1 for a and b by b(j − 1)/7c and mod(j − 1, 7) + 1 respectively,
where bxc is the largest integer less than x (i.e. the floor function) and mod(·, n) is the modulo
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n function. For all of the wavelets considered, the wavelet covariance of the data lies outside of
the 99% significance level on certain scales.6
A more insightful statistic to consider is the Nσ level of each wavelet covariance statistic,
i.e. the number of standard deviations that the data measurement differs from the Monte Carlo
simulations for that particular covariance statistic. On examining the distribution of the wavelet
covariance statistics of the simulations, the covariance statistics themselves appear to be approximately Gaussian distributed. This implies that the approximate significance of any detection of
a non-zero covariance can be inferred directly from the Nσ level.7 In Figure 6.4 the Nσ surfaces
for each wavelet in (a, b) space are shown. The maximum Nσ of all detections made with the
directional SMHW and SBW is 3.9 for both wavelets (the maximum detection made with the
SBW is slightly greater than that made with the SMHW, however to one decimal place they
are equivalent). Using the symmetric SMHW (i.e. using only isotropic dilations) one obtains a
maximum Nσ of 3.6. It is interesting to note that for both wavelets the Nσ surfaces displayed in
Figure 6.4 are consistent perfectly with the expected SNR displayed in Figure 6.1: the most significant detections are made on scales with high expected SNR. Note that the Nσ surface for the
SMHW (Figure 6.4 (a)) is not perfectly symmetric about the line a = b. Although the wavelet
has identical shape for dilations (a, b) and (b, a), the second wavelet is rotated azimuthally by
π/2 relative to the first wavelet. Since the starting position differs between the two cases the
directional analysis of each probes slightly different orientations, resulting in an Nσ surface that
is not perfectly symmetric about the diagonal.
The symmetric SMHW analysis has already been performed by [198]. The analysis is repeated here as a consistency check for the analysis performed herein and also to confirm the
previous work. The wavelet covariance curve shown in Figure 6.3 (a) is similar to the curve
obtained by [198], however a slightly more significant detection at 3.6σ is made, compared to
the detection made by [198] at 3.3σ. After performing numerous tests with different weighting
and masking schemes, the difference in significance appears to be due to the different mask
construction techniques adopted, the different pixelisation of the wavelet domain and the slight
difference in the definition of the SMHW used (we adopt the definition that preserves admissibility, whereas the definition of the SMHW proposed to preserve compensation is adopted
by [198]).
In summary, a positive correlation between the WMAP1 and NVSS data is detected, as
indicated by a positive wavelet covariance, at the 3.9σ level (>99.9%). The detection is made
on wavelet scales about (a, b) = (1000 , 3000 ). The sign of the correlation detected (positive) and
the scale the detections are made at is consistent with an ISW signal. Next some preliminary
tests are performed to determine whether the correlation detected is indeed produced by the
ISW effect or whether other factors are responsible.
6
Although the SMW was shown to be poor at detecting cross-correlations in the data the analysis was run
regardless. As expected, the results showed that the wavelet is indeed ineffective at detecting any correlation.
7
Ideally one would compute the significance of a detection directly from the Monte Carlo simulations. Indeed
we do this to construct significance levels in Figure 6.3, however for 1000 simulations the maximum significance
one can measure is 99.9%. For many cases this does not give a fine enough resolution, thus we use the Nσ level
to compare the significance of detections made on different scales and with different wavelets. For computational
reasons it is not possible to extend easily the number of simulations far above 1000.
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(a) SMHW for isotropic dilations

(b) SMHW for anisotropic dilations

(c) SBW for anisotropic dilations

Figure 6.3: Wavelet covariance statistics for the WMAP1 and NVSS data against wavelet scale index.
Significance levels obtained from 1000 Monte Carlo simulations are shown by the shaded regions for 68%
(yellow/light-grey), 95% (magenta/grey) and 99% (red/dark-grey) levels.
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(a) SMHW

(b) SBW

Figure 6.4: Wavelet covariance Nσ surfaces. Contours are shown for Nσ = 2 and Nσ = 3.

Foregrounds and systematics
To test whether foregrounds or WMAP systematics are responsible for the correlation signal,
the wavelet covariance obtained using both the separate WMAP1 bands and also combinations
of difference maps constructed from the individual bands are examined. Two Q-band maps
at 40.7GHz, two V-band maps at 60.8GHz and four W-band maps at 93.5GHz are available
to construct test maps (subsequently, the notation Q1, Q2, etc. is used to denote the signal
measured by each receiver and the single band letter is used to denote the sum of all maps
measured for the given band, e.g. Q=Q1+Q2). Firstly, the wavelet covariance of the NVSS
map with each of the Q-, V- and W-band maps is computed and is displayed in Figure 6.5.
For each case the wavelet covariance signal is essentially identical to the signal observed when
using the WMAP1 co-added map (which is also plotted in Figure 6.5 for comparison). Secondly,
the difference maps Q1-Q2, V1-V2 and W1-W2+W3-W4 for each band are constructed from
the signals measured by different receivers. The CMB signal and foreground contributions are
completely removed from these noisy difference maps. In addition, the difference map W-V-Q
which is free of CMB but has a clear foreground contribution is examined. The wavelet covariance
of the NVSS map with each of these difference maps is computed and is displayed in Figure 6.6.
For all of these difference maps the correlation previously detected in the WMAP1 co-added
map is eliminated completely.
Any correlation between the WMAP1 and NVSS maps due to unremoved foreground emission
in the WMAP1 data is expected to be frequency dependent, reflecting the emission law of the
point source population (e.g. [188]). However, identical wavelet covariance signals are observed
in each band (Figure 6.5) and no frequency dependence is observed. Furthermore, the W-V-Q
difference map has minimal CMB contribution but has a clear foreground contribution. No
correlation is observed using this map (Figure 6.6). These findings suggest that the correlation
signal detected in the WMAP1 co-added map is not due to unremoved foregrounds in the
WMAP1 data (it is also shown below that the detection is not due to a few localised regions,
giving further evidence to support the claim that unremoved foregrounds are not responsible).
The wavelet covariance signal detected in the WMAP1 co-added map is present in all of
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(a) SMHW
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(b) SBW

Figure 6.5: Wavelet covariance statistics computed for the NVSS map with individual WMAP1 band maps.

(a) SMHW

(b) SBW

Figure 6.6: Wavelet covariance statistics computed for the NVSS map with WMAP1 band difference maps.

the individual WMAP1 bands (Figure 6.5). Furthermore, the covariance signal is eliminated in
each of the individual band difference maps that contain no CMB or foreground contributions
(Figure 6.6). Since all of the WMAP receivers produce an identical covariance signal that does
not appear to be due to the noise artifacts of each receiver, one may conclude that it is unlikely
that systematics are responsible for the detection made.
These preliminary tests show that it is unlikely that unremoved foreground emission or
systematic effects in the WMAP1 data are responsible for the detection of a positive correlation
between the WMAP1 and NVSS data. It would appear that the detection is due to solely
the CMB contribution of the WMAP1 data. This gives further support to the claim that the
correlation observed is indeed produced by the ISW effect.

Localised regions
A wavelet analysis inherently allows the spatial localisation of interesting signal characteristics.
The regions that contribute most strongly to the wavelet covariance detected may therefore be
localised, not only in scale, but also in position and orientation on the sky.
The wavelet covariance statistic is essentially the weighted mean of the wavelet domain
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product map constructed from the product of the WMAP1 and NVSS wavelet coefficients. The
regions that contribute most strongly to the covariance may thus be localised by thresholding
the wavelet domain product map. In Figure 6.7 we illustrate localised regions detected once
the wavelet product map is thresholded so that only those values that lie above 3σ remain. For
illustrational purposes only the localised maps corresponding to the scale and first orientation
of the most significant covariance detection are shown for each wavelet. In the subsequent
analysis all orientations are considered, thus Figure 6.7 is illustrative rather than representative
of all localised regions detected. Notice that the localised regions found are relatively evenly
distributed over the sky (remember that one cannot search within the extended joint WMAP1NVSS mask, which becomes progressively larger on larger wavelet scales). The localised maps
found with the various wavelets also exhibit a fair degree of similarity.
A interesting next step is to determine whether these localised regions are the sole source of
the wavelet covariance signal detected. To examine this hypothesis the localised regions detected
on all scales and orientations are removed, not just the ones corresponding to the maximum
detections that are displayed in Figure 6.7, and the analysis is repeated. The wavelet covariance
signals measured with and without the localised regions removed are shown in Figure 6.8. Once
the localised regions are removed the covariance signal is reduced in significance, as one would
expect since those regions that contribute most strongly are removed, but the covariance signal
is not eliminated. Indeed, the signal remains on certain scales at almost the 95% significance
level. One may conclude that the localised regions detected are not the sole source of correlation between the WMAP1 and NVSS data. These findings are consistent intuitively with the
predictions of the ISW effect, namely that one would expect any observed correlation to be due
to weak correlations over the entire sky rather than a few localised regions. Furthermore, the
aggregate nature of the signal detected provides further evidence to suggest that foreground
contamination in the data is not responsible. A similar finding is made by [25], concluding that
the correlation signal detected in their analysis is due to aggregate correlations over the entire
sky rather than a few localised regions.
As a final test of the integrity of the data a few of the most significant localised regions
detected are examined in more detail. Of the localised regions illustrated in Figure 6.7, 18
regions that contain the greatest wavelet coefficient product map values are selected for closer
inspection in both the NVSS and Bonn 1420MHz [160, 161] radio surveys (the latter data-set
affords better visualisation of the LSS and enables one to highlight regions in the NVSS data for
closer examination). The regions selected are defined in Table 6.2 and Figure 6.9. No difference
is apparent in the NVSS data between the localised regions detected and regions selected at
random. The localised regions do not, in general, correspond to regions with particularly bright
point sources that could have caused contamination of the data.
All of the tests that have been performed indicate that the correlation detected is indeed
due to the ISW effect and not due to systematics or foreground contamination. The positive
detection of the ISW effect that has been made is subsequently used to constraint dark energy
parameters.

6.3. RESULTS AND DISCUSSION

113

(a) SMHW for isotropic dilations; (b) SMHW for anisotropic dilations; (c) SBW for anisotropic dilations;
(a, b) = (2500 , 2500 )

(a, b) = (1000 , 3000 )

(a, b) = (1000 , 3000 )

Figure 6.7: Localised WMAP1-NVSS wavelet coefficient product maps thresholded at 3σ. The regions
remaining show those areas that contribute most strongly to the positive wavelet covariance signal detected.
Localised product maps are only shown for the first orientation for the scale of the most significant correlation
detection made with each wavelet.

Table 6.2: Approximate localised regions flagged for closer examination (see Figure 6.9 for a map of these
regions). The wavelets that flag each region are also listed. Although these regions are precisely specified
they represent only the approximate position of the regions localised by the wavelet analysis, which is often
of the order of a number of degrees.
Region
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18

Location
Longitude Latitude
75◦
75◦
323◦
321◦
267◦
268◦
213◦
223◦
160◦
94◦
81◦
118◦
20◦
34◦
230◦
204◦
186◦
218◦

57◦
53◦
56◦
62◦
50◦
45◦
40◦
30◦
26◦
-28◦
-34◦
-42◦
-48◦
-31◦
-68◦
-56◦
-54◦
-33◦

Flagged by wavelet
SMHW
SBW
X
×
X
×
X
×
X
×
X
X
X
×
X
×
X
X
X
X

×
X
×
X
×
X
×
X
X
×
×
X
×
X
×
X
X
×
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(a) SMHW for isotropic dilations

(b) SMHW for anisotropic dilations

(c) SBW for anisotropic dilations

Figure 6.8: Wavelet covariance statistics computed for the WMAP1 and NVSS data with (green/lightgrey dots) and without (blue/dark-grey pluses) the localised regions that contribute most strongly to the
covariance removed. The covariance signal is reduced in significance when the localised regions are removed,
as one would expect, but it is certainly not eliminated suggesting that the localised regions are not the sole
source of the wavelet covariance.

6.3. RESULTS AND DISCUSSION

115

Figure 6.9: Approximate localised regions flagged for closer examination (see Table 6.2 for more details).

6.3.2 Constraints on ΩΛ and w
In a flat universe the ISW effect only exists in the presence of dark energy. The detection of the
ISW effect made herein may therefore be used to constrain dark energy parameters by comparing
the theoretically predicted wavelet covariance signal for different cosmological models with that
measured from the data. In particular, the dark energy density ΩΛ and the equation-of-state
parameter w (assuming the equation-of-state parameter does not evolve with redshift within the
epoch of interest) are constrained. The parameter ranges 0 < ΩΛ < 0.95 and −2 < w < 0 are
probed. For the other cosmological parameters the concordance model values [181] are assumed.
A bias parameter value of b = 1.6 is used. This is the best choice consistent with the concordance
model that is within the range favoured by the NVSS data [24, 26] when adopting the RLF1
model proposed by [64]. In any case, [198] find dark energy constraints to be insensitive to
changes in the bias within the range 1.4 < b < 1.8. The RLF1 model [64] is used to describe
the

dN
dz

distribution since it fits the NVSS galaxy autocorrelation function well, as previously

shown by [24, 26, 148].
To compare the wavelet covariance of the data with the theoretical predictions made by
different cosmological models the χ2 is computed for parameters Θ = (ΩΛ , w), defined by
i
h
iT
h
b NT ,
b NT C−1 XNT (Θ) − X
χ2 (Θ) = XNT
ψ (Θ) − Xψ
ψ
ψ

(6.11)

b NT
where XNT
ψ (Θ) is the predicted covariance vector for the given cosmological model and Xψ is
the wavelet covariance vector of the data. These vectors are constructed by concatenating the
wavelet covariance values computed for the dilations and orientations considered into vectors.
The matrix C is a similarly ordered covariance matrix of the wavelet covariance statistics, computed from the 1000 Monte Carlo simulations. Making a Gaussian approximation for the likeli2 (Θ)/2

hood, the likelihood function may be written as L(Θ) ∝ e−χ

. The likelihood surfaces for the

parameter ranges discussed for both of the SMHW and the SBW are illustrated in Figure 6.10.
Marginalised likelihood distributions are also shown. Parameter estimates are made from the
mean of the marginalised distributions, with 68%, 95% and 99% confidence regions constructed
to ensure the required probably is met in the tails of the distribution. The parameter estimates
+0.35
and errors made with the various wavelets are as follows: ΩΛ = 0.63+0.18
−0.17 , w = −0.77−0.36 using
+0.42
the SMHW; ΩΛ = 0.52+0.20
−0.20 , w = −0.73−0.46 using the SBW. Within error bounds these param-

eter estimates are consistent with one another and also with estimates made from numerous
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Figure 6.10: Likelihood surfaces for parameters Θ = (ΩΛ , w). The full likelihood surfaces are shown in the
top row of panels, with 68%, 95% and 99% confidence contours also shown. Marginalised distributions
for each parameter are shown in the remaining panels, with 68% (yellow/light-grey), 95% (light-blue/grey)
and 99% (dark-blue/dark-grey) confidence regions also shown. The parameter estimates made from the
mean of the marginalised distribution is shown by the triangle and dashed line.

other analysis procedures and data-sets. The errors obtained on the parameter estimates are
relatively large. Although wavelets perform very well when attempting to detect the ISW effect
since one may probe different scales, positions and orientations, once all information is incorporated to compute the likelihood surface the performance of a wavelet analysis is comparable to
other linear techniques, as expected8 (see [198] for a detailed discussion and comparison of real,
harmonic and (azimuthally symmetric) wavelet space techniques for detecting correlations due
to the ISW effect).

6.3.3 Constraints on ΩΛ
It is also interesting to use the detection of the ISW effect made herein to provide an estimate
of the overall evidence for the existence of dark energy when assuming a pure cosmological constant. The likelihood distribution of ΩΛ in the presence of a cosmological constant is computed
by repeating the procedure described in Section 6.3.2 for Θ = ΩΛ and w = −1. This essentially
reduces to taking a slice through the two-dimensional likelihood surfaces shown in Figure 6.10 at
w = −1. The corresponding likelihood distributions for each wavelet are shown in Figure 6.11.
8

The results of different linear analyses, however, will not be exactly identical due to differences in masking.
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on the likelihood distributions, with the parameter estimates made from the mean of the distribution shown
by the triangle and dashed line. The cummulative probability functions show the probability P (ΩΛ > x)
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From the mean of the distributions one obtains the following density estimates: ΩΛ = 0.70+0.15
−0.15
+0.18
using the SMHW; ΩΛ = 0.57−0.18
using the SBW. Within error bounds these parameter esti-

mates are again consistent with each other and with estimates made using other techniques and
data-sets.
The cumulative probability P (ΩΛ > x) is also show in Figure 6.11. One may read directly off
this plot the evidence for the existence of dark energy above a certain level. For instance, using
the SMHW one may state that ΩΛ > 0.1 at the 99.9% level. Using the SBW one may state that
ΩΛ > 0.1 at the 99.7% level. The cumulative probability function falls off faster for the SBW,
indicating that the SMHW happens to be more effective at ruling out a low dark energy density
(i.e. the SMHW predicts a higher ΩΛ ). In any case, very strong evidence for dark energy exists
in the case of a pure cosmological constant.
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6.4 Concluding remarks
A directional spherical wavelet analysis has been performed to search for correlations between
the WMAP1 and NVSS data arising from the ISW effect. Wavelets are an ideal tool for searching
for the ISW effect due to the localised nature of the effect and the localisation afforded by a
wavelet analysis. Furthermore, directional spherical wavelets allow one to probe not only scale
and spatially localised structure, but also oriented structure in the data.
Using this technique a correlation between the WMAP1 and NVSS data has been detected
at the 3.9σ level (> 99.9% significance). The detection is made using both the SMHW and
the SBW when incorporating anisotropic dilations, on approximately the same wavelet scale of
(a, b) = (1000 , 3000 ), corresponding to an overall effective size on the sky of approximately 10◦ .
The scale and positive sign of the detected correlation is consistent with the ISW effect. To test
this hypothesis further, other possible causes of the signal were investigated and, after performing
some preliminary tests, both foreground contamination and systematics in the WMAP1 data
were ruled out. A wavelet analysis inherently provides localised information, thus those regions
on the sky that contribute most strongly to the overall correlation were localised. On removing
these regions from the analysis the correlation originally detected is reduced in significance, as
one would expect, but it is not eliminated, remaining at the 95% significance level in some
cases. It therefore appears that although the localised regions detected are a strong source of
correlation, they are not the sole source. This is again consistent with predictions made using the
ISW effect, where one would expect to observe weak correlations over the entire sky rather than
just a few localised regions. Finally, 18 of the most significant localised regions were inspected
in high-resolution maps of the NVSS and Bonn 1420MHz radio surveys. These regions are not
atypical and do not, in general, correspond to regions with particularly bright point sources that
could have caused contamination of the data. All of these findings suggest that the correlation
detected is due to the ISW effect. In our (nearly) flat universe the ISW effect only exists in
the presence of dark energy, hence the significant detection of the effect made herein is direct
evidence for dark energy.
The detection of the ISW effect was used to constrain dark energy parameters by comparing
theoretical predictions made by different cosmological models with the data. Constraining both
the dark energy density ΩΛ and the equation-of-state parameter w, the following parameter
+0.18
+0.20
estimates were obtained: ΩΛ = 0.63−0.17
, w = −0.77+0.35
−0.36 using the SMHW; ΩΛ = 0.52−0.20 ,

w = −0.73+0.42
−0.46 using the SBW. Independent estimates of the parameters have been obtained
that, within error bounds, are consistent with one another and also with estimates made from
many other analysis procedures and data-sets. The errors obtained on the parameter estimates
are relatively large. Although wavelets perform very well when attempting to detect the ISW
effect since one may probe particular scales, positions and orientations, once all information is
incorporated when computing the parameter estimates the performance of the wavelet analysis
is comparable to other linear techniques, as expected. ΩΛ has also been constrained for the case
of a pure cosmological constant, i.e. w = −1. For this case the following parameter estimates
+0.15
were obtained: ΩΛ = 0.70−0.15
using the SMHW; ΩΛ = 0.57+0.18
−0.18 using the SBW. Again the

estimates are consistent with one another and with those made elsewhere. For this case the

6.4. CONCLUDING REMARKS

evidence for a non-zero cosmological constant was examined, ruling out ΩΛ < 0.1 at greater
than the 99% level using each wavelet.
In this work the spherical wavelet analysis technique used to probe CMB data and LSS
tracers for cross-correlations [198] has been extended to a directional analysis. The effectiveness
of the wavelet analysis technique is illustrated herein by the highly significant detection of the
ISW effect that has been made using the WMAP1 and NVSS data. In addition, the spherical
wavelet covariance approach to detecting correlations can be applied to other applications, such
as searching for the SZ effect [84] or looking for common structures between the CMB and
foregrounds [121]. It would also be interesting to repeat the analysis using different tracers of
the LSS and also the WMAP 3-year data to see if the ISW signal detected remains. Furthermore,
the analysis could be extended to investigate perturbations in the dark energy fluid and perhaps
constraint the dark energy sound speed [155, 207].
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CHAPTER

7

Optimal filters on the sphere

The detection of compact objects embedded in a stochastic background is a problem experienced
in many branches of physics and signal processing, and as such it has received considerable
attention. In an astrophysical context, observations of the CMB may be contaminated by
localised foreground emission due to point sources or the SZ effect. These foreground emissions
must be separated from CMB observations in order to provide cleaned CMB data for further
analysis, or simply so that they may be analysed in their own right.
A number of works have focused previously on the detection of point sources or contributions
from the SZ effect that are embedded in observations of the CMB. These works typically take
one of two different approaches: either the observed field is filtered to enhance the signal due
to embedded objects relative to the stochastic background process, before attempts are made
to recover the embedded objects from the filtered field; or by taking a Bayesian approach to
compact object detection (e.g. [93]). In this chapter we focus on the former strategy and do not
consider Bayesian approaches any further, which may be extended trivially to the sphere.
When adopting the filtering approach to object detection a number of criteria may be imposed so that the filter kernels are in some sense optimal. The optimal matched filter (MF) has
been used extensively in many branches of physics and signal processing, and in the context
of detecting point sources and SZ emission in CMB observations by [185] and [81] respectively.
Other optimal filters, such as the scale adaptive filter (SAF), have been derived by [90, 169].
It is shown by [169] that the Mexican hat wavelet on the plane introduced in Chapter 3 is in
fact the optimal SAF for the special case of detecting a Gaussian source embedded in a white
noise background. The Mexican hat wavelet has been used to detect objects embedded in CMB
maps, for both one-dimensional time ordered data and two-dimensional image data, before and
since this result was shown [35, 89, 196]. The Mexican hat wavelet approach has been combined
with maximum-entropy methods also [13, 194] and has been extended recently to the more general class of the ‘Mexican hat wavelet family’ of filters [77, 126]. Other optimal filters on the
plane are introduced and applied to the detection of compact objects embedded in the CMB
121
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by [12, 123, 124, 127]. Some debate exists, however, over the advantage of these optimal filters
relative to the usual MF [125, 199–203].
All of the works discussed previously are limited to Euclidean space, and usually consider
only the one-dimensional line or two-dimensional plane. However, full-sky observations of the
CMB are made on the celestial sphere. To perform a full-sky analysis the techniques described
previously must be extended to a spherical manifold. As a consequence of a full-sky analysis,
it should be noted that the statistical properties of the background process are assumed to
be stationary over the sphere. The Mexican hat wavelet analysis has been extended to the
sphere and applied to point source detection in the CMB by [197]. The extension of optimal
filter theory to the sphere has been derived recently by [171] and applied to simulated data
to detect the SZ effect [170]. However, the optimal filter theory derived by [171] is restricted
to azimuthally symmetric source profiles and filters on the sphere. In this chapter we rederive
optimal filter theory on the sphere, making the extension to the more general class of nonazimuthally symmetric source profiles and filters. In addition, we generalise to p-norm preserving
dilations in order to highlight some minor amendments to previous works.
The remainder of this chapter is organised as follows. In Section 7.1 some additional mathematical preliminaries are presented before the object detection problem is formalised in Section 7.2. Derivations of the MF and SAF on the sphere are presented in Section 7.3 and
Section 7.4 respectively. Comparisons are made to previous works and between the various optimal filters in Section 7.5 and Section 7.6 respectively, before examples of optimal filters on the
sphere are given in Section 7.7. In Section 7.8 optimal filter theory is applied to detect objects
embedded in simulated data. Concluding remarks are made in Section 7.9.

7.1 Mathematical preliminaries
It is necessary to outline some additional mathematical preliminaries before attempting to derive
optimal filters on the sphere. A number of concepts introduced in Chapter 3 are revisited in this
section in the context of filtering on the sphere. The dilation operator defined in the CSWTI
methodology is extended to p-norm preserving dilations. Moreover, the action of the dilation
operator in harmonic space is derived. Filtering on the sphere, essentially the generalisation of
the CSWT analysis formula, is reviewed also. To aid clarity a slightly different approach is taken
to the presentation of mathematical details in the chapter: definitions and results are presented
first, before corresponding proofs are given.

7.1.1 Dilations on the sphere revisited
The spherical dilation methodology of the CSWTI , defined through the stereographic projection
operator, is adopted when performing filtering on the sphere at various scales. Only isotropic
dilations are considered in the optimal filter theory on the sphere derived in this chapter, nevertheless the theory may be trivially extended to anisotropic dilations if required. The dilation
operator on the sphere considered previously (which preserves the 2-norm) is extended to p-norm
preserving dilations. The scale of a p-norm preserving dilation is denoted by R|p. Definitions of

7.1. MATHEMATICAL PRELIMINARIES

123

the dilation and inverse dilation (contraction) operators follow, accompanied by proofs to show
that these operators do indeed preserve the p-norm.
Definition. The p-norm preserving spherical dilation is defined by
+
fR|p (θ, φ) ≡ [D(R|p)f ](θ, φ) = [λ(R, θ)]1/p f (θ1/R , φ), R ∈ R+
∗ , p ∈ Z∗ ,

(7.1)

where tan(θR /2) = R tan(θ/2) and the λ(R, θ) cocycle term is introduced to preserve the appropriate norm, and is defined by
λ(R, θ) =

[(R2

4 R2
.
− 1) cos θ + (R2 + 1)]2

(7.2)


Proof. We prove that the definition of a p-norm preserving spherical dilation does indeed preserve
the p-norm. For all practical purposes only the cases p = {1, 2, ∞} are considered, nevertheless
we prove the result for all positive integer p. First consider the case of positive integer p < ∞
(the case p = ∞ is considered separately). One requires kD(R|p)f kp = kf kp , or equivalently
I1 = I2 , where

Z

dΩ(θ, φ) |f (θ, φ)|p

I1 =
S2

and

Z
I2 =
S2

dΩ(θ, φ) [λ(R, θ)]1/p f (θ1/R , φ)

p

.

By making a change of variables I2 may be rewritten as
Z
I2 =

dθR dφ |f (θ, φ)|p |λ(R, θR )| sin θR

S2

Z
=

dθ dφ |f (θ, φ)|p |λ(R, θR )| sin θR R

S2

θR
2
cos2 2θ

cos2

.

Thus for I1 = I2 one requires
|λ(R, θR )| =
=

θ
2
sin θR cos2 θ2R
4R2

sin θ cos2
R

[(R2 − 1) cos θR + (R2 + 1)]2

,

hence the cocycle required to preserve the p-norm (for positive integer p < ∞) is of the form
given by (7.2). Now consider the case where p = ∞, corresponding to the case where no cocycle
term is applied. One requires kD(R|p)f k∞ = kf k∞ . Now
kD(R|p)f k∞ = max

n

o
[λ(R, θ)]1/∞ f (θ1/R , φ) : θ ∈ [0, π], φ ∈ [0, 2π)

= max



f (θ1/R , φ) : θ ∈ [0, π], φ ∈ [0, 2π)

= kf k∞ ,
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hence (7.2) gives the correct form for the p-norm preserving cocycle for all positive integer values
of p, including p = ∞.
A contraction, or inverse spherical dilation, may be similarly defined.
Definition. The p-norm preserving inverse spherical dilation is defined by
[D−1 (R|p)f ](θ, φ) ≡ [λ(R, θR )]−1/p f (θR , φ) ,
where tan(θR /2) = R tan(θ/2) and the cocycle is defined by (7.2).

(7.3)


Proof. The inverse p-norm preserving spherical dilation defined above has the effect of transforming a dilated function back to the original function, thus it is indeed the inverse:
n
o
[D−1 (R|p) D(R|p) f ](θ, φ) = D−1 (R|p) [λ(R, θ)]1/p f (θ1/R , φ)
= [λ(R, θR )]−1/p [λ(R, θR )]1/p f (θ, φ)
= f (θ, φ) .

The spherical dilation and contraction operations are performed about the north pole. A
dilation about any other point on the sphere may be performed by rotating that point to the
north pole, dilating, then rotating back to the original position. Filter kernels defined on the
sphere are centred on the north pole usually, in which case the initial rotation is not required.

7.1.2 Spherical harmonics of dilated functions
When constructing optimal filters on the sphere it is necessary to consider the spherical harmonic
coefficients of dilated functions. We derive an intermediate result here to express the harmonic
coefficients of the dilated function in terms of the original undilated function and dilated spherical
harmonics.
Lemma 7.1.1. The harmonic coefficients of a dilated function may be given either by projecting
the dilated function on to each spherical harmonic, or equivalently by projecting the original
undilated function on to contracted (inverse dilated) spherical harmonics, scaled by the appropriate cocycle factor:
Z
[D(R|p)f ]`m ≡

S2

∗
dΩ(θ, φ) [D(R|p)f ](θ, φ) Y`m
(θ, φ)

Z
=

dΩ(θ, φ) f (θ, φ)
S2

∗ (θ , φ)
Y`m
R
.
[λ(R, θR )]1−1/p

(7.4)

Indeed, for the 2-norm case (p = 2) one finds 1 − 1/p = 1/p and the spherical harmonics are
contracted in accordance with the definition of the inverse dilation:
Z
∗
[D(R|p = 2)f ]`m =
dΩ(θ, φ) f (θ, φ) [D−1 (R|p = 2)Y`m
](θ, φ) .

(7.5)

S2
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Proof. Consider the spherical harmonic coefficients of a dilated function
Z
[D(R|p)f ]`m =

S2

∗
dΩ(θ, φ) [λ(R, θ)]1/p f (θ1/R , φ) Y`m
(θ, φ) .

By performing a change of variables this may be represented by
Z
[D(R|p)f ]`m =

S2

∗
dθR dφ sin θR [λ(R, θR )]1/p f (θ, φ) Y`m
(θR , φ)

Z
=

dΩ(θ, φ) f (θ, φ)
S2

∗ (θ , φ)
Y`m
R
.
[λ(R, θR )]1−1/p

7.1.3 Filtering on the sphere
Filtering on the sphere is essentially the generalisation of the CSWT analysis formula for a
more general class of filter functions that do not necessarily classify as spherical wavelets. The
filtered field is given by the projection of the signal on to the filter kernel ϕ at a particular scale,
represented by the spherical convolution
Z
w(R|p, ρ) =
S2

dΩ(ω) f (ω) [R(ρ)ϕR|p ]∗ (ω) .

(7.6)

All orientations in the rotation group SO(3) are considered, thus directional structure is naturally
incorporated in the filtered field. In practice, filtering on the sphere is performed by evaluating
the above expression using the fast directional CSWT algorithm presented in Section 3.3.5 and
implemented in the FastCSWT package.
It is often convenient to represent the filtering operation in harmonic space. Clearly, this
representation is identical to the harmonic representation of the CSWT analysis formula given
by (3.18). For convenience we repeat this relation here for the filtered field in terms of the
analysed function and filter kernel:
w(R|p, ρ) =

∞
`
X
X

`
X

∗
`∗
f`m Dmm
.
0 (ρ) (ϕR|p )
`m0

(7.7)

`=0 m=−` m0 =−`

For a filter centred on the north pole (i.e. a filter that is not rotated) the harmonic representation
of the filtering operation reduces to
w(R|p, 0) =

∞
`
X
X

f`m (ϕR|p )∗`m .

(7.8)

`=0 m=−`

Moreover, for the special case of a filter kernel that is azimuthally symmetric, the filter is
dependent on only θ and the filtered field has no γ dependence. Filtering with an azimuthally
symmetric kernel may be written as
Z
w(R|p, α, β) =
S2

dΩ(ω) f (ω) [R(α, β, 0)ϕR|p ]∗ (ω) ,

(7.9)
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where the spherical harmonic coefficients of the filtered field for a particular scale are simply
given by
r
[w(R|p)]`m =

4π
f`m (ϕR|p )∗`0 .
2` + 1

(7.10)

7.2 Problem formalisation
We formalise the problem of detecting objects of compact support embedded in a stochastic
background noise process, and propose optimal filtering to enhance the detection of such objects.
The problem is considered in the most general sense, allowing asymmetric templates of various
amplitude, position and orientation. Removing the assumption of an azimuthally symmetric
template, the case considered in previous works, introduces a number of complications as the
spherical filtering operation may no longer be represented in harmonic space simply as a product
of spherical harmonic coefficients.

7.2.1 Formulation
Consider an observed field on the sky y(ω) consisting of a number of sources si (ω) of compact
support embedded in a stochastic background process n(ω). Observations are also likely to be
made in the presence of additional instrument noise r(ω). The observed field is obtained by
measuring (convolving) the actual field with some beam b(ω) and may be expressed as
!
y(ω) = b(ω) ?

X

si (ω) + n(ω)

+ r(ω) ,

(7.11)

i

where ? denotes spherical convolution. Without loss of generality, the beam response and
instrument noise are ignored, in which case the observed field is given by
y(ω) =

X

si (ω) + n(ω) .

(7.12)

i

Essentially, we have just absorbed the beam and receiver noise into the template and the statistical properties of the background, therefore these components may be included trivially when
required. The source may be represented in terms of the source amplitude Ai and source profile
si (ω) = Ai τi (ω) ,

(7.13)

where τi (ω) is a dilated and rotated version of the source profile τ (ω) of default dilation centred
on the north pole. Thus one may write
τi (ω) = R(ρi )D(Ri |p) τ (ω) .

(7.14)

The stochastic background process is assumed to be a zero-mean hn(ω)i = 0, homogeneous and
isotropic Gaussian random field, fully characterised by the spectrum
hn`m n∗`0 m0 i = δ``0 δmm0 C` .

(7.15)
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To facilitate the detection of compact sources, the observed field is filtered using (7.6) to
enhance the source contribution relative to the background noise process. The choice of filter
kernels that are in some sense optimal is addressed next.

7.2.2 Filter constraints
Various optimal filters may be defined by imposing different constraints on the filtered field.
Without loss of generality, we derive optimal filters for the detection of a single source located
at the north pole. Sources located at other positions are found by rotating the optimal filter
to the source position, that is by considering filtered field coefficients at other positions and
orientations.
The following filter characteristics may be imposed when constructing optimal filters:
(i) Unbiased: The filtered field is an unbiased estimator of the source amplitude at the
source position, i.e. hw(R|p, 0)i = A.
(ii) Minimum variance: The filtered field has minimum variance at the source position,
2 (R|p, 0) = |w(R|p, 0)|2 − | hw(R|p, 0)i |2 .
where the variance is given by σw

(iii) Local extremum in scale: The expected value of the filtered field has an extremum
with respect to scale, i.e.

∂
∂R

hw(R|p, 0)i = 0 at R = R0 .

Imposing criteria (i) and (ii) only one obtains the usual optimised MF. Imposing the additional
constraint (iii) one obtains the optimised SAF, first introduced on the plane by [169]. The
additional constraint imposed when constructing the SAF provides a means to estimate unknown
source scales by checking for a maximum in scale but at a cost of reduced gain. This issue is
discussed in more detail in Section 7.6.

7.2.3 Filtered field statistics
In order to derive optimal filters on the sphere it is necessary to determine expressions for the
mean and variance of the filtered field at the source position. The filtered field mean at the
source position is given by
hw(R|p, 0)i =

*∞
`
X X

+
f`m (ϕR|p )∗`m

`=0 m=−`

=A

∞
`
X
X

τ`m (ϕR|p )∗`m .

(7.16)

`=0 m=−`

The filtered field variance at the source position is given by
2
σw
(R|p, 0) = |w(R|p, 0)|2 − | hw(R|p, 0)i |2 .

(7.17)
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Consider the first term:
*
2

|w(R|p, 0)|

A

=

∞
`
X
X

τ`m (ϕR|p )∗`m

+

`=0 m=−`

=

A

∞
X

n`m (ϕR|p )∗`m

`=0 m=−`
2

`
X

2+

∞
`
X
X

τ`m (ϕR|p )∗`m

*
+

2+

∞
`
X
X

n`m (ϕR|p )∗`m

`=0 m=−`

`=0 m=−`

= | hw(R|p, 0)i |2 +

∞
X

`
X

2

C` (ϕR|p )`m

.

`=0 m=−`

Thus, the variance is given by
2
σw
(R|p, 0) =

∞
`
X
X

2

.

C` (ϕR|p )`m

(7.18)

`=0 m=−`

The filtered field variance at the source position is also used to determine the error on amplitude
estimates made using optimal filters.

7.3 Matched filter
The optimal MF defined on the sphere is given by the following main result.
Result 1. The optimal MF defined on the sphere is obtained by imposing criteria (i) and (ii)
defined in Section 7.2.2, that is by solving the constrained optimisation problem:
min
w.r.t. (ϕR|p )`m

2
σw
(R|p, 0) such that hw(R|p, 0)i = A .

(7.19)

The spherical harmonic coefficients of the resultant MF are given by
(ϕR|p )`m =
where
a=

∞ X
`
X

τ`m
,
a C`

(7.20)

C`−1 |τ`m |2 .

(7.21)

`=0 m=−`


Proof. We solve the MF optimisation problem by minimising the Lagrangian
L=

∞
`
X
X

"

2

C` (ϕR|p )`m

+ µ1 Re

`=0 m=−`

∞
`
X
X

#
τ`m (ϕR|p )∗`m − 1

`=0 m=−`

"
+ µ2 Im

∞
X

`
X

#
τ`m (ϕR|p )∗`m

,

`=0 m=−`

where µ1 and µ2 are Lagrange multipliers. Notice that the real and imaginary parts of the
constraint are made explicit. To solve this problem the filter and template spherical harmonic

7.4. SCALE ADAPTIVE FILTER

129

coefficients are represented in terms of their real and imaginary parts: let (ϕR|p )`m = a`m + ib`m
and τ`m = c`m + id`m . The Lagrangian is then given by
L=

∞
`
X
X

"
C` (a2`m

+

b2`m )

+ µ1

∞
X

`
X

`=0 m=−`

∞
`
X
X

#
(a`m c`m + b`m d`m ) − 1

`=0 m=−`

+ µ2

(a`m d`m − b`m c`m ) .

`=0 m=−`

To minimise the Lagrangian one requires
∂L
= 2C` a`m + µ1 c`m + µ2 d`m = 0
∂a`m
and

∂L
= 2C` b`m + µ1 d`m − µ2 c`m = 0 ,
∂b`m

plus the original constraints (one for the real and one for the imaginary component). Solving
these equations simultaneously, one finds µ1 = −2a−1 and µ2 = 0 for the Lagrange multipliers
and a`m = a−1 C`−1 c`m and b`m = a−1 C`−1 d`m for the real and imaginary parts of the filter
spherical harmonic coefficients, where a is defined by (7.21). Thus, the spherical harmonic
coefficients of the optimal MF on the sphere are given by (ϕR|p )`m = a−1 C`−1 τ`m .
The extremum found is checked to ensure it is a minimum. The second derivatives of the
Lagrangian are Laa = 2C` , Lbb = 2C` and Lab = 0, where the subscript notation for partial
derivatives is used. Now L2ab < Laa Lbb and both Laa > 0 and Lbb > 0, hence a minimum has
indeed been found.
A measure of the capability of an optimal filter to detect an embedded source is given by
the maximum detection level, defined by
Γ=

hw(R|p, 0)i
.
σw,min (R|p, 0)

(7.22)

The minimum variance of the filtered field is found by substituting the expression for the MF
given by (7.20) into (7.18). One finds that the MF filtered field minimum variance is given by
2
σw,min
(R|p, 0) = a−1 , thus the maximum detection level for the MF is

ΓMF = a1/2 A .

(7.23)

7.4 Scale adaptive filter
The derivation of the SAF presented here is based on the approach first discussed by [171] in the
context of azimuthally symmetric templates and filters on the sphere. We make the extension
here to the more general case of asymmetric templates and filters on the sphere and make some
other minor amendments.
To construct the optimal SAF defined on the sphere we first recast criterion (iii) in a form
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expressed in terms of the filter spherical harmonic coefficients and not the coefficients of the
differentiated filter. A suitable form is given by the following Lemma.
Lemma 7.4.1. Optimal filter criterion (iii), imposing a local extremum in scale, may be recast
in the following more applicable form:
`
∞
X
X

(ϕR0 |p )∗`m

h

2

2 1/2

(` − 1 + 2/p)τ`m − (` − m )

i

τ`−1,m = 0 .

(7.24)

`=0 m=−`


Proof. Note that in the following derivation small angle approximations are often made. Such
approximations are valid since the template and hence filter have local support; they are essentially zero for large angles.
To begin, note that the harmonic coefficients of a dilated function are given approximately
by
(ϕR|p )`m

1
= 2/p
R

Z
S2

∗
dΩ(θ, φ) ϕ(θ1/R , φ) Y`m
(θ, φ) ,

(7.25)

with the following reconstruction formula
ϕ(θ1/R , φ) = R

2/p

`
∞ X
X

(ϕR|p )`m Y`m (θ, φ) .

(7.26)

`=0 m=−`

These intermediate results are derived from Lemma 7.1.1, using the small angle approximation
to approximate the cocycle term. We make use of these results in the following derivation.
∂
∂R

The original constraint

hw(R|p, 0)i

R=R0

= 0 may be rewritten as

`
∞
∂ X X
τ`m (ϕR|p )∗`m
∂R
`=0 m=−`

=0.
R=R0

Noting (7.25) and the expression for the harmonic coefficients of a dilated function given by
(7.4), the constraint may be rewritten as
∞ X
`
X
`=0 m=−`

Z
τ`m

dΩ(θ, φ) ϕ∗ (θ, φ)

S2

i
∂ h 2(1−1/p)
R
Y`m (θR , φ)
∂R

=0.

(7.27)

R=R0

The derivative with respect to scale of a scaled spherical harmonic is given by
∂
Y`m (Rθ, φ) = (−1)m+1
∂R

s

2` + 1 (` − m)!
4π (` + m)!

"

#
∂ m
P (cos Rθ) sin(Rθ) θ eimφ .
∂R `

An associated Legendre recurrence relation is required to relate

d
m
dx P` (x)

to associated Legendre

functions (and not derivatives of these functions) with superscript index m only and subscript
index greater than `. In Appendix D a suitable recurrence relation is derived from the usual
relations given by (2.23)–(2.26) in Chapter 2. Using (D.1), the derivative of a scaled spherical
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harmonic function may be written as
s
∂
2` + 1 (` − m)!
θ
Y`m (Rθ, φ) = (−1)m+1
eimφ
∂R
4π (` + m)! sin Rθ
h
i
m
× (` + 1) cos(Rθ) P`m (cos Rθ) − (` − m + 1) P`+1
(cos Rθ) .
Using this expression one may rewrite (7.27) as
`
∞ X
X

s
m

(−1)

`=0 m=−`

2` + 1 (` − m)!
τ`m
4π (` + m)!

(

Z

∗

dΩ(θ, φ) ϕ (θ, φ) e
S2

imφ

2(1 − 1/p) P`m (cos R0 θ)

h
i
θ
m
− R0
(` + 1) cos(R0 θ) P`m (cos R0 θ) − (` − m + 1) P`+1
(cos R0 θ)
sin R0 θ

)
=0.

Making the substitution θ0 = R0 θ and using the small angle approximation so that
sin θ0 dθ0 dφ0 ≈ R02 sin θ dθ dφ, the constraint may be rewritten as (where θ0 is replaced by θ)
∞ X
`
X

s
m

(−1)

`=0 m=−`

2` + 1 (` − m)!
τ`m
4π (` + m)!

Z

dΩ(θ, φ) ϕ∗ (θ/R0 , φ) eimφ

S2

h
i
m
× (` − 1 + 2/p)P`m (cos θ) − (` − m + 1)P`+1
(cos θ) = 0 .
Using (7.26) to expand the scaled filter kernel in terms of its spherical harmonic coefficients one
obtains
`
∞ X
X

Z
∞
`0
X
X
2` + 1 (` − m)!
2/p
dΩ(θ, φ) R0
τ`m
(ϕR0 |p )∗`0 m0 Y`∗0 m0 (θ, φ) eimφ
4π (` + m)!
S2
`0 =0 m0 =−`0
i
h
m
× (` − 1 + 2/p)P`m (cos θ) − (` − m + 1)P`+1
(cos θ) = 0 .

s
m

(−1)

`=0 m=−`

Now all θ and φ dependence has been separated successfully, hence the respective integrals may
be separated also:
0

s
2` + 1 (` − m)! 2`0 + 1 (`0 − m0 )!
τ`m (ϕR0 |p )∗`0 m0
(−1)
0
0
4π (` + m)!
4π (` + m )!
`=0 m=−` `0 =0 m0 =−`0
"Z
#"
Z π
2π
0
0
m
×
d φei(m−m )φ (` − 1 + 2/p)
dθ sin θ P`m
0 (cos θ) P` (cos θ)

∞ X
`
∞
X
X

`
X

s

m+m0

0

0

Z
− (` − m + 1)

#

π

dθ sin θ
0

0
P`m
0 (cos θ)

m
P`+1
(cos θ)

=0.

Applying the orthogonality relations for complex exponentials and associated Legendre functions
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(see Section 2.5), the constraint may be written as
s

∞ X
∞
`
X
X
`=0 `0 =0 m0 =−`

2` + 1 (` − m)!
4π (` + m)!

s

2`0 + 1 (`0 − m)!
τ`m (ϕR0 |p )∗`0 m0
4π (`0 + m)!

"

#
2 (` + 1 + m)!
2 (` + m)!
× (` − 1 + 2/p)
δ``0 − (` − m + 1)
δ`+1,`0 = 0 ,
2` + 1 (` − m)!
2` + 3 (` + 1 − m)!
or equivalently as
` h
∞ X
X

(` − 1 + 2/p) τ`m (ϕR0 |p )∗`m

`=0 m=−`

−

p

(` + 1 + m)(` + 1 − m)

q

2`+1
2`+3

i
τ`m (ϕR0 |p )∗`+1,m = 0 .

(7.28)

Now consider the second term in the summation of (7.28). The m summation of this term may
be expanded to range from −(` + 1) to (` + 1). This introduces two additional terms for each
term in the summation over `, however both of these terms are zero always. Now by performing
a change of variables in the ` index, the second term in (7.28) may be recast as
`
∞
X
X
p

r
(` + m)(` − m)

`=1 m=−`

2` − 1
τ`−1,m (ϕR0 |p )∗`m .
2` + 1

Using the small angle approximation one may make the approximation

q

2`−1
2`+1

≈ 1 for `  1.

Adding an extra term for ` = 0, which is always zero, the second term of (7.28) may be rewritten
as

∞ X
`
X
p

(` + m)(` − m) τ`−1,m (ϕR0 |p )∗`m .

(7.29)

`=0 m=−`

From (7.28) and (7.29) one recovers (7.24).

It is now possible to state the following main result, the definition of the optimal SAF defined
on the sphere.

Result 2. The optimal SAF defined on the sphere is obtained by imposing constraints (i), (ii)
and (iii) defined in Section 7.2.2, that is by solving the constrained optimisation problem:
2
σw
(R|p, 0)

min
w.r.t. (ϕR0 |p )

such that hw(R|p, 0)i = A

`m

and

∂
hw(R|p, 0)i
∂R

=0.

(7.30)

R=R0

The spherical harmonic coefficients of the resultant SAF are given by
(ϕR0 |p )`m



cτ`m − b (` − 1 + 2/p)τ`m − (`2 − m2 )1/2 τ`−1,m
=
,
C` ∆

(7.31)

7.4. SCALE ADAPTIVE FILTER

where
b=

∞ X
`
X
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h
i
∗
∗
C`−1 τ`m (` − 1 + 2/p)τ`m
− (`2 − m2 )1/2 τ`−1,m
,

(7.32)

`=0 m=−`

c=

∞ X
`
X

C`−1 (` − 1 + 2/p)τ`m − (`2 − m2 )1/2 τ`−1,m

2

,

(7.33)

`=0 m=−`

∆ = ac − |b|2

(7.34)

and a is defined by (7.21).



Proof. We solve the SAF optimisation problem by minimising the Lagrangian
L=

`
∞
X
X

2

C` (ϕR0 |p )`m

`=0 m=−`

"
+ µ1 Re

`
∞
X
X

#
τ`m (ϕR0 |p )∗`m

"

− 1 + µ2 Im

`=0 m=−`

+ µ3 Re

(∞ `
X X

`
∞
X
X

#
τ`m (ϕR0 |p )∗`m

`=0 m=−`

)

τ`−1,m

i

(ϕR0 |p )∗`m (` − 1 + 2/p)τ`m − (`2 − m2 )1/2 τ`−1,m

i

(ϕR0 |p )∗`m

h

2

2 1/2

(` − 1 + 2/p)τ`m − (` − m )

`=0 m=−`

+ µ4 Im

(∞ `
X X

h

)
,

`=0 m=−`

where µ1 , µ2 , µ3 and µ4 are Lagrange multipliers. Notice that the real and imaginary parts of
each constraint are made explicit. To solve this problem the filter and template spherical harmonic coefficients are represented in terms of their real and imaginary parts:

let

(ϕR0 |p )`m = a`m + ib`m and τ`m = c`m + id`m . The Lagrangian is then given by
L=

∞
`
X
X

C` (a2`m + b2`m )

`=0 m=−`

"
+ µ1

∞
`
X
X

#
(a`m c`m + b`m d`m ) − 1 + µ2

`=0 m=−`

+ µ3

∞
X

`
X

h

∞ X
`
X

(a`m d`m − b`m c`m )

`=0 m=−`

i
(` − 1 + 2/p)(a`m c`m + b`m d`m ) − (`2 − m2 )1/2 (a`m c`−1,m + b`m d`−1,m )

`=0 m=−`

+ µ4

∞ X
`
h
X

i
(` − 1 + 2/p)(a`m d`m − b`m c`m ) − (`2 − m2 )1/2 (a`m d`−1,m + b`m c`−1,m ) .

`=0 m=−`

To minimise the Lagrangian one requires


∂L
= 2C` a`m + µ1 c`m + µ2 d`m + µ3 (` − 1 + 2/p)c`m − (`2 − m2 )1/2 c`−1,m
∂a`m


+ µ4 (` − 1 + 2/p)d`m − (`2 − m2 )1/2 d`−1,m = 0

(7.35)
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and


∂L
= 2C` b`m + µ1 d`m − µ2 c`m + µ3 (` − 1 + 2/p)d`m − (`2 − m2 )1/2 d`−1,m
∂b`m


− µ4 (` − 1 + 2/p)c`m − (`2 − m2 )1/2 c`−1,m = 0 ,

(7.36)

plus the original constraints. Using (7.35) and (7.36) it is possible to eliminate a`m and b`m
from the original constraints, yielding a system of linear equations for the Lagrange multipliers
that depend only on the template spherical harmonic coefficients:


a

Re(b) −Im(b)

0



0
a
Im(b)

 −Re(b) −Im(b)
−c

Im(b) −Re(b)
0



µ1





−2




 


 

Re(b) 
  µ2  =  0  ,





0
  µ3   0 
0
−c
µ4

where the filter variables a, b and c are defined by (7.21), (7.32) and (7.33) respectively. Solving
this system one finds


µ1





−c









 µ2 
0

= 2 

 µ  ∆  Re(b) 


 3 
−Im(b)
µ4
for the Lagrange multipliers, where ∆ is defined by (7.34). Substituting the Lagrange multipliers
into (7.35) and (7.36) one obtains the following expressions for the real and imaginary parts of
the filter spherical harmonic coefficients:



a`m = (∆C` )−1 c c`m − Re(b) (` − 1 + 2/p)c`m − (`2 − m2 )1/2 c`−1,m


+ Im(b) (` − 1 + 2/p)d`m − (`2 − m2 )1/2 d`−1,m
and



b`m = (∆C` )−1 c d`m − Re(b) (` − 1 + 2/p)d`m − (`2 − m2 )1/2 d`−1,m


−Im(b) (` − 1 + 2/p)c`m − (`2 − m2 )1/2 c`−1,m .
Thus, combining the real and imaginary parts, the spherical harmonic coefficients of the optimal
SAF are given by (7.31).
The extremum found is checked to ensure it is a minimum. The second derivatives of the
Lagrangian are Laa = 2C` , Lbb = 2C` and Lab = 0, where the subscript notation for partial
derivatives is used. Now L2ab < Laa Lbb and both Laa > 0 and Lbb > 0, hence a minimum has
indeed been found.

The minimum variance of the filtered field is found by substituting the expression for the
SAF given by (7.31) into (7.18). One finds that the SAF filtered field minimum variance is given
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2
by σw,min
(R0 |p, 0) = c∆−1 , thus the maximum detection level for the SAF is

ΓSAF = c−1/2 ∆1/2 A .

(7.37)

7.5 Comparison with previous works
In this section the results obtained here for the MF and SAF of a directional template on the
sphere are compared to previous works. The MF on the plane has been widely used by many
others (e.g. [81, 185]). The SAF on the plane for an azimuthally symmetric template was first
introduced by [169] and considered further by [90]. The extension of the MF and SAF to the
sphere for azimuthally symmetric templates has been considered by [171]. In this section we
reduce the general results derived here to the case of azimuthally symmetric templates and show
that they are equivalent to the forms determined by [171] (with a minor correction). We then
show that in the flat approximation the azimuthally symmetric MF and SAF reduce to the forms
derived on the plane by [81] and [169] respectively.

7.5.1 Azimuthally symmetric filters
The spherical harmonic coefficients of azimuthally symmetric functions of the sphere are nonzero for m = 0 only, hence the general results for the MF and SAF of a directional template
should reduce to the symmetric case when setting m = 0. Firstly, we relate the filter variables
defined by [171] to the filter variables used herein for m = 0. Noting the following definitions
used by [171],
a0 =

∞
X

C`−1 |τ`0 |2 ,

`=0
0

b =

∞
X

∞

C`−1 τ`0

`=0

c0 =

∞
X
`=0

∗
X
dτ`0
∗
∗
=
C`−1 τ`0 ` (τ`0
− τ`−1,0
),
dln`
`=0

C`−1

dτ`0
dln`

2

=

∞
X

C`−1 |` (τ`0 − τ`−1,0 )|2 ,

`=0

and
∆0 = a0 c0 − |b0 |2 ,
it can be shown that these are related to the filter variables used here by
a = a0 ,
b = (2/p − 1)a0 + b0 ,
c = (2/p − 1)2 a0 + 2(2/p − 1)Re(b0 ) + c0 ,
and
∆ = ∆0 .
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For p = 2 all filter variables are identical, however the case p = 1 is adopted by [171]. Substituting
the above expression for a into (7.20) and setting m = 0, one obtains the MF of a symmetric
template in terms of a0 :
(ϕR|p )`0 =

τ`0
,
a0 C`

which is identical to the form derived by [171]. Substituting into (7.31) the filter variables for the
primed versions and setting m = 0, one obtains the following form for the SAF of a symmetric
template:
[(2/p − 1)b0∗ + c0 ]τ`0 − [(2/p − 1)a0 + b0 ]`(τ`0 − τ`−1,0 )
C` ∆0
dlnτ`0
(2/p − 1)b0∗ + c0 − [(2/p − 1)a0 + b0 ]
dln` .
= τ`0
C` ∆0

(ϕR|p )`0 =

(7.38)

It is apparent that the 2/p−1 coefficient of the first b0 and of a0 in (7.38) are in general dependent
on the choice of the p-norm preserved. For p = 1, the case considered by [171], one finds
b0∗ + c0 − (a0 + b0 )
(ϕR|p )`0 = τ`0

C` ∆0

dlnτ`0
dln` .

(7.39)

This is the form we obtain also when rederiving the symmetric SAF using the framework outlined
by [171]. The results for the MF and SAF on the sphere of a directional template derived herein
therefore reduce to the correct forms derived for an azimuthally symmetric template.

7.5.2 Flat approximation
A directional SAF has not been derived on the plane previously, hence we consider in this
subsection the flat approximation of only the azimuthally symmetric filters discussed in the
previous subsection. In this setting all integrations on the plane reduce to a one-dimensional
integral over the planar radius. In the flat, continuous limit the expressions for the symmetric
optimal filters we have derived on the sphere reduce to the forms derived previously on the
plane; in the limit the summations become integrals and ` → q, where q is the modulus of
the continuous wave vector. Clearly, the expression of the MF given by (7.20) is the spherical
analogue of the expression for the MF on the plane (see e.g. [81] for a comparison). On the plane
the symmetric SAF was first introduced by [169]. It is clear from a comparison of (7.38) with
the equivalent form given by [169] that the expressions are equivalent in the flat approximation.
However, we have shown that the coefficient of the first b0 and of a0 in (7.38) do not depend
in general on the dimension of the space, but rather on the choice of norm that the dilation is
defined to preserve.

7.5.3 Dilating the filter
Various approaches have been suggested to detect a source of unknown size. This situation
often arises in problems where many sources of different size are embedded in the background
noise process. In this setting one should derive the optimal filter for each candidate source
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size. However, often the optimal filter is constructed for a single source size and the filter
itself is scaled to other sizes. These two approaches are only equivalent in the case of a scale
invariant background, i.e. when the background is defined by power-law power spectrum. This
is obvious intuitively and may be shown analytically easily, although we do not present the
result here. In some cases it may indeed be appropriate to use scaled versions of the filter rather
than reconstructing the optimal filter for each source scale, however the assumption of scale
invariance in the background should be made explicit.

7.6 Comparison of optimal filters
In this section the MF and SAF are compared. A large volume of debate has appeared in the
literature recently questioning the advantages of the SAF [125, 199–203]. We hope to clarify
this question and believe that it is true that in the ideal case the SAF would not provide any
advantage, however in practice it can indeed prove advantageous.
The SAF filter imposes an extremum in scale in the filtered field and thus must satisfy an
additional constraint to the MF. Consequently, the gain of the SAF must be lower than that of
the MF. One may show this analytically by comparing the ratio of the detection levels of each
filter derived in the preceding sections:
ΓSAF
=
ΓMF

r
1−

|b|2
.
ac

(7.40)

Filter variables a and c are real and are strictly positive always, in which case (7.40) is less than
one always.
As the gain of the SAF is lower than the gain of the MF one would hope that the SAF
provides some other advantage. This is indeed the case when the scale of the source template is
unknown. For the SAF it is possible to relate the position of the peak with respect to scale in
the filtered field to the unknown scale of the source template. Hence, the drop in gain provided
by the SAF is offset by the ability to determine the unknown size of the source. It has been
argued recently that it is possible also to estimate an unknown template size using a MF, in
which case the SAF would not provide any advantage. It is possible to relate the filtered field
curve with respect to scale directly to the unknown scale of the template. By fitting this curve
one could therefore directly estimate the source scale. In ideal circumstances the SAF would
therefore not provide any advantage, however this is not the case in practice. In practice it is
much easier to determine a peak in the filtered field than try to fit a curve to the field. The
amplitude of the source is unknown also, hence it is only the curvature of the curve that one
may fit and curvature changes much more rapidly about an extremum.
The preceding argument is demonstrated with an example. In this example a Gaussian source
is embedded in a background of white noise. In this setting the background is scale invariant and
the optimal filter at each scale is constructed by simply scaling the filter determined once for a
given scale. To simplify the analysis the flat, one-dimensional setting is considered, nevertheless
the same analysis may also be performed on the sphere. The Gaussian source is characterised
by scale Rs and amplitude A. The source amplitude may be estimated directly from the filtered
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Figure 7.1: Optimal filter amplitude estimate curves as a function of scale for a Gaussian source in white
noise (flat case). The curve for Rs = 1 is solid, blue; the curve for Rs = 2 is dashed, magenta. In both cases
the amplitude of the source is A = 1, thus the amplitude estimate curves pass through unity at the source
scale since they give an unbiased estimate of the source amplitude (a requirement of their construction).
In practice, the peak of the amplitude estimate curve (i.e. the filtered field) for the SAF helps to detect a
source when its scale is unknown (see text).

field. The amplitude estimate as a function of scale for the MF and SAF are given by
√
2 Rs
A
ÂMF (R) = p
Rs2 + R2
and

Rs (Rs2 + 3R2 )
A
ÂSAF (R) = √
2 (Rs2 + R2 )3/2

respectively. For the case R = Rs both estimates reduce to A, confirming that application of
both the MF and SAF give unbiased estimates of the source amplitude (a requirement of their
construction). The extrema in the amplitude estimate for the SAF occur at R0 = {0, ±Rs }, so
for strictly positive R one obtains R0 = Rs . In this case the scales coincide. This may not always
be the case, nevertheless in theory it will always be possible to relate the two. The amplitude
estimate curves for Rs = 1 and Rs = 2 are plotted in Figure 7.1, assuming A = 1. In practice,
with a small number of samples it is much easier to distinguish between the peak of the SAF
curves than between the full MF curves (remember that the amplitude of the curves is arbitrary
and cannot be used to help distinguish between them).
We conclude this section by noting that the SAF does indeed provide some practical advantages to the MF in certain settings and we have demonstrated this point with an example. One
should match the type of filter applied to the application at hand.

7.7 Examples of optimal filters
In this section examples of optimal filters on the sphere are constructed using the filter expressions derived above. The ultimate aim is to detect objects embedded in the CMB, thus optimal

7.8. APPLICATION TO OBJECT DETECTION

filters are constructed in this setting. The CMB power spectrum that best fits the WMAP11
data is used to model the background process, with a Gaussian beam of full-width-half-maximum
(FWHM) of 130 applied. Isotropic white noise of constant variance 0.05(mK)2 is added to reflect
the noise in the WMAP1 observations. Both MFs and SAFs are constructed for a number of
template objects. The templates are constructed by projecting various planar functions on to the
sphere through the inverse stereographic projection (just as spherical wavelets are constructed in
the CSWTI methodology discussed in Section 3.1). Template functions similar to the wavelets
discussed in Section 3.1 are considered, namely: Gaussian, Mexican hat wavelet like, real Morlet
wavelet like and butterfly templates. A Gaussian may be used to model point sources observed
with a Gaussian beam; the real Morlet template may model scanning artifacts in WMAP data;
while the step discontinuity of the butterfly template may be used to model cosmic string like
objects [103]. The Mexican hat template is included merely for completeness. Optimal filters
are constructed here in context of L2 -norm preserving dilations, i.e. for p = 2.
We have written a Fortran 90 package called S2FIL2 (S2 FILtering) to compute the equations
describing the MF and SAF defined by Result 1 and Result 2 respectively. This package also
uses the FastCSWT package to perform fast filtering on the sphere. Additional numerical considerations must be taken into account when implementing the filter equations since they often
involve dividing the template spherical harmonics by the power spectrum of the background
process. As both the template harmonics and the background power spectrum go to zero at
high `, the equations become unstable numerically. If not corrected this process introduces a
significant amount of high frequency noise in the optimal filters constructed. To mitigate this
numerical effect we have developed a heuristic to determine the maximum spherical harmonic
` considered when computing the optimal filter harmonic coefficients (coefficients above this `
are set to zero). If this cutoff is chosen to be too low, then important filter structure is lost and
ringing occurs in the spatial filter representation. If the cutoff is chosen to be too high then
the high frequency numerical noise is not sufficiently removed. The heuristic uses the power
remaining in the template above a certain ` to determine an appropriate cutoff.
Optimal MFs constructed from the templates discussed previously in the context of a background consistent with WMAP1 observations are illustrated in Figure 7.2 and Figure 7.3, with
and without the heuristic cutoff applied respectively. Notice the high frequency noise in the
MFs in Figure 7.3 (the filter matched to the real Morlet template does not suffer significantly
from the numerical instability problem since the Morlet template contains more high frequency
content that the other templates). The equivalent optimal SAFs are illustrated in Figure 7.4 and
Figure 7.5, with and without the heuristic cutoff applied respectively. Notice the high frequency
noise in the SAFs when the heuristic cutoff is not applied.

7.8 Application to object detection
Now that we have derived optimal filter theory on the sphere and implemented the filter equations, we demonstrate the detection on the sphere of compact objects embedded in a stochastic
1
2

The work presented in this chapter was performed before the WMAP3 data became available.
In the future we intend to make the S2FIL package available publicly.
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Figure 7.2: MFs on the sphere constructed in the context of a background consistent with WMAP1
observations – computed up to a heuristically determined `max (see text). Power spectra are shown in the
right column of panels for the background (red), template profile (blue) and corresponding optimal filter
(green).
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Figure 7.3: MFs on the sphere constructed in the context of a background consistent with WMAP1
observations – computed up to the full `max . Power spectra are shown in the right column of panels for
the background (red), template profile (blue) and corresponding optimal filter (green).
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Figure 7.4: SAFs on the sphere constructed in the context of a background consistent with WMAP1
observations – computed up to a heuristically determined `max (see text). Power spectra are shown in the
right column of panels for the background (red), template profile (blue) and corresponding optimal filter
(green).
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Figure 7.5: SAFs on the sphere constructed in the context of a background consistent with WMAP1
observations – computed up to the full `max . Power spectra are shown in the right column of panels for
the background (red), template profile (blue) and corresponding optimal filter (green).
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background process. In this section we are not concerned with quantifying the performance of
the detection strategy but merely demonstrate the application of optimal filter theory on the
sphere to simple object detection. In a future work we intend to develop more sophisticated
detection strategies, quantify the performance of the corresponding object detection and apply
the analysis to real data.
To demonstrate optimal filter theory applied to object detection a simple example is considered. Although the optimal filters that we have derived may be used to detect objects of
unknown size, in this simple demonstration we consider only a butterfly template of a fixed,
known size. Since the template size is known only the MF on the sphere is applied. The MF
is applied to simulations of the CMB with artificially embedded butterfly sources, in order to
recover the positions, orientations and amplitudes of the sources. The simulation pipeline used
to construct this mock data is described in the next subsection. The object detection procedure
is then briefly described, before the results obtained from applying this procedure to simulations
are presented.

7.8.1 Simulation pipeline
To test the application of optimal filters on the sphere to object detection simulated data where
the ground truth is known is analysed. We have implemented a Fortran 90 package called
COMB3 (COmpact eMBedded object simulations) to facilitate such simulations. COMB allows
the user to embed compact functions on the sphere within a stochastic background process.
The parameters of the embedded objects are uniformly sampled from some prescribed interval,
whereas the background process is specified by its power spectrum. Functionality is also included
to incorporate noise and beams.
An example of maps simulated by COMB is shown in the first four panels of Figure 7.6. In this
example the background process is described by the best-fit WMAP1 CMB power spectrum, a
beam of 130 FWHM is applied and isotropic white noise of variance 0.05(mK)2 is added (the same
setting in which the optimal filters discussed in Section 7.7 were constructed). The simulated
butterfly templates are shown in Figure 7.6 (c) and are embedded in the final simulated map
shown in Figure 7.6 (d). In this situation the SNR of an embedded object is defined by the
ratio of the peak amplitude of the template relative to the RMS value of the CMB background.
For the butterfly templates it can be shown that SNR ≈ 0.4A, where A is the amplitude of the
object (note that the butterfly template definition is normalised, resulting in a peak amplitude
of 0.13mK for A = 1.0). In the example illustrated in Figure 7.6 all objects have a constant
amplitude of A = 1.0, corresponding to SNR = 0.4. Moreover, in this simulation all embedded
objects have the same orientation (γ = 0◦ ); that is, the orientations of the object are snapped
to a uniform grid with Nγ = 1 sample. In the subsequent object detection we also consider
simulations where the orientations of the objects vary, snapping to a uniform grid with Nγ = 5.
By restricting the orientations to a grid it is necessary only to compute the filtered field for a
small number of orientations. Obviously in practice object orientations will not lie on a grid,
however in this case one may simply compute the filtered field for a higher orientation resolution
3

In the future we intend to make the COMB publicly available.
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Table 7.1: Simulated and recovered objects for SNR = 0.4, Nγ = 1 and Nσ = 3.0.
Source
1
2
3
4
5
6
7
8
9
10

Actual parameters
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;

(α, β, γ) = (15.0◦ , 108.3◦ , 0.0◦ )
(α, β, γ) = (29.2◦ , 75.4◦ , 0.0◦ )
(α, β, γ) = (78.4◦ , 0.7◦ , 0.0◦ )
(α, β, γ) = (94.4◦ , 109.1◦ , 0.0◦ )
(α, β, γ) = (107.8◦ , 99.6◦ , 0.0◦ )
(α, β, γ) = (136.0◦ , 133.9◦ , 0.0◦ )
(α, β, γ) = (172.3◦ , 82.7◦ , 0.0◦ )
(α, β, γ) = (241.2◦ , 137.2◦ , 0.0◦ )
(α, β, γ) = (317.7◦ , 172.3◦ , 0.0◦ )
(α, β, γ) = (321.7◦ , 50.7◦ , 0.0◦ )

Recovered parameters
Â = 0.87 ± 0.20;
Â = 1.22 ± 0.20;
Â = 0.96 ± 0.20;
Â = 0.85 ± 0.20;
Â = 1.14 ± 0.20;
Â = 1.24 ± 0.20;
Â = 0.95 ± 0.20;
Â = 1.09 ± 0.20;
Â = 1.29 ± 0.20;
Â = 0.97 ± 0.20;

(α̂, β̂, γ̂) = (14.7◦ , 107.9◦ , 0.0◦ )
(α̂, β̂, γ̂) = (30.9◦ , 75.6◦ , 0.0◦ )
(α̂, β̂, γ̂) = (55.4◦ , 0.0◦ , 0.0◦ )
(α̂, β̂, γ̂) = (93.3◦ , 107.9◦ , 0.0◦ )
(α̂, β̂, γ̂) = (107.4◦ , 98.8◦ , 0.0◦ )
(α̂, β̂, γ̂) = (136.1◦ , 133.8◦ , 0.0◦ )
(α̂, β̂, γ̂) = (174.0◦ , 85.4◦ , 0.0◦ )
(α̂, β̂, γ̂) = (242.8◦ , 137.3◦ , 0.0◦ )
(α̂, β̂, γ̂) = (325.6◦ , 49.7◦ , 0.0◦ )
(α̂, β̂, γ̂) = (336.8◦ , 172.3◦ , 0.0◦ )

(or one may use steerable filters4 to compute any orientation from a set of base orientations).
An orientation resolution of Nγ = 5 is sufficient for the simple demonstration presented here.

7.8.2 Object detection procedure
For the purpose of this demonstration we perform only a naive detection strategy based on thresholding the filtered field. A more rigorous approach would be to apply a Neyman-Pearson test,
where one maximises the detection probability given the probability of false detection. Using
the simple thresholding strategy that we adopt, one must perform many simulations to calibrate
the detection or false detection probability. We do not perform such a calibration herein, nor
do we investigate other detection strategies, but intend to consider these in the future.
The simple thresholding approach to object detection using optimal filters that we adopt
proceeds as follows. Firstly the initial map is filtered using the MF to enhance the embedded
objects relative to the background. The local maxima of the filtered field that lie above a certain
threshold are used to define detected objects. To find these local maxima the filtered field is
thresholded at a level determined by a constant (Nσ ) times the standard deviation of the map.
Typically an Nσ of 2.5 or 3.0 is used. All connected components in the thresholded map are then
found. The magnitude and position of the maximum within each connected component is used
to compute the embedded object parameters. This object detection procedure is implemented
in the S2FIL package. In this simple demonstration objects of a fixed size are consider only,
however the detection strategy may be extended easily to account for objects of varying size.
This detection algorithm is applied to the mock data illustrated in Figure 7.6. The filtered
field is displayed in Figure 7.6 (e) and the objects recovered from the local maxima of the filtered
field are shown in Figure 7.6 (f). The parameters of the embedded and recovered objects are
displayed in Table 7.1. Errors on the amplitude estimates are calculated from the variance of
the filtered field at the source position. Notice that for this simulation all embedded objects
are recovered and no false detections are made. In the next subsection more difficult object
detection problems are considered.
4

Steerable template functions yield steerable optimal filters on the sphere since the filter equations do not mix
m structure. See [210] for a discussion of steerable filters on the sphere.
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(a) CMB

(b) White noise

(c) Embedded objects
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(e) Filtered field
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Figure 7.6: COMB embedded object simulation and recovered objects. The simulated CMB background is
described by the best-fit WMAP1 CMB power spectrum, noise of variance 0.05(mK)2 is added and a beam
of 130 FWHM is applied. The simulated butterfly templates are shown in panel (c) and are embedded in the
the final simulated map shown in panel (d). The butterfly template parameters are A = 1.0 (SNR = 0.4)
and Nγ = 1. The MF filtered field of the simulated sky is shown in panel (e). The local maxima in
the filtered field are detected by thresholding at Nσ = 3.0 to recover the compact objects depicted in
panel (f). See Table 7.1 for the actual and recovered parameters of the embedded sources. In this example
all embedded objects are detected and no false detections are made. (All maps shown here and subsequently
in this chapter are displayed in units of mK.)

7.8.3 Object detection results
The example given in the proceeding subsection demonstrates object detection on the sphere
using optimal filters. In this subsection the limits of this simple detection algorithm are probed
by considering more difficult situations. Firstly, only a single, fixed orientation is considered,
before the orientation of embedded objects are allowed to vary. Allowing orientations to vary
introduces an extra degree-of-freedom and so makes the object detection problem more difficult. Moreover, problems with progressively lower SNRs are considered and we experiment with
different Nσ thresholding levels also.
We consider objects at a known orientation first (Nγ = 1) and progressively reduce the SNR.
The actual and recovered objects for SNR = 0.3 are illustrated in Figure 7.7 and Figure 7.8 for
thresholding levels Nσ = 3.0 and Nσ = 2.5 respectively. For Nσ = 3.0 no false detections are
made but a number of objects are missed, whereas for Nσ = 2.5 all objects are detected but one
false detection is made. The SNR is reduced to 0.25 and 0.2 also, although plots are not shown
for these cases. At SNR = 0.25 six of the ten objects are detected and no false detections are
made with Nσ = 3.0, whereas eight objects are correctly detected and two false detections are
made with Nσ = 2.5. At SNR = 0.2 five objects are detected and no false detections are made
with Nσ = 3.0, whereas seven objects are correctly detected and six false detections are made
with Nσ = 2.5. To ensure false detections are not made one should use Nσ = 3.0, although
in this case a number of objects may be missed. If false detections are not a major concern
then one may reduce Nσ to 2.5 in order to make more correct detections at the expense of a
small number of false detections. Finally, a simulation containing objects at a range of different
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(a) Simulated sky

(b) Actual objects
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(c) Recovered objects

Figure 7.7: Embedded object simulation and recovered objects for SNR = 0.3, Nγ = 1 and Nσ = 3.0.

(a) Simulated sky

(b) Actual objects

(c) Recovered objects

Figure 7.8: Embedded object simulation and recovered objects for SNR = 0.3, Nγ = 1 and Nσ = 2.5.

amplitudes is considered to demonstrate the amplitude estimates that may be made from the
filtered field. The actual and recovered object parameters are described in Table 7.2 and may
be observed in Figure 7.9.
We now consider objects with an unknown orientation sampled on a grid of resolution Nγ = 5.
For SNR = 0.4 the actual and recovered objects are illustrated in Figure 7.10 and Figure 7.11 for
thresholding levels Nσ = 3.0 and Nσ = 2.5 respectively. The object parameters for the Nσ = 3.0
case are also specified in Table 7.3. No false detections are made with Nσ = 3.0, however four
objects are not recovered. For Nσ = 2.5 an additional two objects are correctly detected but at
the expense of one false detection. Comparing these results to the case of a known orientation,
the loss in performance due to the extra degree-of-freedom is apparent. Reducing the SNR
further, five correct detections and one false detection are made with Nσ = 3.0 for SNR = 0.25.
Finally, we consider a simulation containing objects at a range of different orientations and
amplitudes to demonstrate the amplitude estimates that may be made from the filtered field.
The actual and recovered object parameters are described in Table 7.4 and may be observed in
Figure 7.12.
The use of optimal filters on the sphere for compact object detection has been demonstrated
successfully. Reasonably accurate detections may be made even at low SNRs. It is important
to note that the detection strategies demonstrated here are extremely naive and are presented
merely to demonstrate the new filter framework derived on the sphere. A more rigorous approach
is to perform more sophisticated detection classification schemes, such as the Neyman-Pearson
test. Moreover, for certain classes of template functions which are steerable, one may use
steerable filters to extract a single orientation over the domain of all continuous orientations.
This is expected to improve considerably the performance of object detection in cases of varying
source orientation, to the extent that one would expect the performance to match that of cases
where the source orientation is known. These extensions are the focus of future work.
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Table 7.2: Simulated and recovered objects for a range of SNRs, Nγ = 1 and Nσ = 2.5.
Source
1
2
3
4
5
6
7
8
9
10
11

Actual parameters

Recovered parameters

◦

◦

◦

A = 1.48; (α, β, γ) = (15.0 , 108.3 , 0.0 )
A = 1.06; (α, β, γ) = (29.2◦ , 75.4◦ , 0.0◦ )
A = 1.43; (α, β, γ) = (78.4◦ , 0.7◦ , 0.0◦ )
A = 1.19; (α, β, γ) = (94.4◦ , 109.1◦ , 0.0◦ )
A = 0.81; (α, β, γ) = (107.8◦ , 99.6◦ , 0.0◦ )
A = 1.13; (α, β, γ) = (136.0◦ , 133.9◦ , 0.0◦ )
A = 0.93; (α, β, γ) = (172.3◦ , 82.7◦ , 0.0◦ )
A = 0.95; (α, β, γ) = (241.2◦ , 137.2◦ , 0.0◦ )
A = 1.00; (α, β, γ) = (317.7◦ , 172.3◦ , 0.0◦ )
A = 1.16; (α, β, γ) = (321.7◦ , 50.7◦ , 0.0◦ )
Not present

Â = 1.36 ± 0.20;
Â = 1.28 ± 0.20;
Â = 1.36 ± 0.20;
Â = 1.05 ± 0.20;
Â = 0.93 ± 0.20;
Â = 1.38 ± 0.20;
Â = 0.90 ± 0.20;
Â = 1.04 ± 0.20;
Â = 0.97 ± 0.20;
Â = 1.43 ± 0.20;
Â = 0.80 ± 0.20;

(α̂, β̂, γ̂) = (14.7◦ , 107.9◦ , 0.0◦ )
(α̂, β̂, γ̂) = (30.9◦ , 75.6◦ , 0.0◦ )
(α̂, β̂, γ̂) = (63.9◦ , 0.7◦ , 0.0◦ )
(α̂, β̂, γ̂) = (94.0◦ , 107.9◦ , 0.0◦ )
(α̂, β̂, γ̂) = (108.1◦ , 98.8◦ , 0.0◦ )
(α̂, β̂, γ̂) = (136.1◦ , 133.8◦ , 0.0◦ )
(α̂, β̂, γ̂) = (174.0◦ , 86.1◦ , 0.0◦ )
(α̂, β̂, γ̂) = (243.5◦ , 137.3◦ , 0.0◦ )
(α̂, β̂, γ̂) = (336.8◦ , 172.3◦ , 0.0◦ )
(α̂, β̂, γ̂) = (324.9◦ , 49.7◦ , 0.0◦ )
(α̂, β̂, γ̂) = (235.8◦ , 13.3◦ , 0.0◦ )

Table 7.3: Simulated and recovered objects for SNR = 0.4, Nγ = 5 and Nσ = 3.0.
Source
1
2
3
4
5
6
7
8
9
10

Actual parameters
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;
A = 1.00;

◦

Recovered parameters
◦

◦

(α, β, γ) = (15.0 , 108.3 , 72.0 )
(α, β, γ) = (29.2◦ , 75.4◦ , 0.0◦ )
(α, β, γ) = (78.4◦ , 0.7◦ , 288.0◦ )
(α, β, γ) = (94.4◦ , 109.1◦ , 216.0◦ )
(α, β, γ) = (107.8◦ , 99.6◦ , 144.0◦ )
(α, β, γ) = (136.0◦ , 133.9◦ , 144.0◦ )
(α, β, γ) = (172.3◦ , 82.7◦ , 144.0◦ )
(α, β, γ) = (241.2◦ , 137.2◦ , 72.0◦ )
(α, β, γ) = (317.7◦ , 172.3◦ , 72.0◦ )
(α, β, γ) = (321.7◦ , 50.7◦ , 144.0◦ )

Â = 1.18 ± 0.20;
Â = 1.20 ± 0.20;
Not recovered
Â = 1.16 ± 0.20;
Not recovered
Not recovered
Â = 1.32 ± 0.20;
Â = 1.07 ± 0.20;
Â = 1.34 ± 0.20;
Not recovered

(α̂, β̂, γ̂) = (14.7◦ , 107.9◦ , 72.0◦ )
(α̂, β̂, γ̂) = (30.9◦ , 75.6◦ , 0.0◦ )
(α̂, β̂, γ̂) = (91.9◦ , 109.3◦ , 216.0◦ )

(α̂, β̂, γ̂) = (171.9◦ , 81.2◦ , 144.0◦ )
(α̂, β̂, γ̂) = (242.8◦ , 138.0◦ , 72.0◦ )
(α̂, β̂, γ̂) = (284.9◦ , 180.0◦ , 72.0◦ )

Table 7.4: Simulated and recovered objects for a range of SNRs, Nγ = 5 and Nσ = 2.5.
Source
1
2
3
4
5
6
7
8
9
10
11

Actual parameters
◦

Recovered parameters
◦

◦

A = 1.48; (α, β, γ) = (15.0 , 108.3 , 72.0 )
A = 1.06; (α, β, γ) = (29.2◦ , 75.4◦ , 0.0◦ )
A = 1.43; (α, β, γ) = (78.4◦ , 0.7◦ , 288.0◦ )
A = 1.19; (α, β, γ) = (94.4◦ , 109.1◦ , 216.0◦ )
A = 0.81; (α, β, γ) = (107.8◦ , 99.6◦ , 144.0◦ )
A = 1.13; (α, β, γ) = (136.0◦ , 133.9◦ , 144.0◦ )
A = 0.93; (α, β, γ) = (172.3◦ , 82.7◦ , 144.0◦ )
A = 0.95; (α, β, γ) = (241.2◦ , 137.2◦ , 72.0◦ )
A = 1.00; (α, β, γ) = (317.7◦ , 172.3◦ , 72.0◦ )
A = 1.16; (α, β, γ) = (321.7◦ , 50.7◦ , 144.0◦ )
Not present

Â = 1.66 ± 0.20;
Â = 1.26 ± 0.20;
Not recovered
Â = 1.34 ± 0.20;
Not recovered
Not recovered
Â = 1.25 ± 0.20;
Â = 1.02 ± 0.20;
Â = 1.76 ± 0.20;
Â = 1.08 ± 0.20;
Â = 0.96 ± 0.20;

(α̂, β̂, γ̂) = (14.7◦ , 107.9◦ , 72.0◦ )
(α̂, β̂, γ̂) = (30.9◦ , 75.6◦ , 0.0◦ )
(α̂, β̂, γ̂) = (92.6◦ , 109.3◦ , 216.0◦ )

(α̂, β̂, γ̂) = (171.9◦ , 81.2◦ , 144.0◦ )
(α̂, β̂, γ̂) = (242.8◦ , 138.0◦ , 72.0◦ )
(α̂, β̂, γ̂) = (287.0◦ , 180.0◦ , 72.0◦ )
(α̂, β̂, γ̂) = (321.4◦ , 52.5◦ , 144.0◦ )
(α̂, β̂, γ̂) = (47.0◦ , 67.9◦ , 72.0◦ )
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7.9 Concluding remarks
We have successfully extended the concept of optimal filtering on the plane to a spherical manifold. Expressions for the spherical MF and SAF have been derived for general non-azimuthally
symmetric template objects. For the special case of an azimuthally symmetric template we
have shown that the general results obtained herein reduce to the forms derived directly in this
setting. Moreover, we have also shown that in the flat approximation the optimal filters derived
on the sphere reduce to the optimal filters defined on the plane. We have implemented code
(S2FIL) to compute and apply the optimal filter equations derived and have discussed numerical
issues associated with this implementation.
The focus of this chapter is on deriving optimal filter theory on the sphere, nevertheless
we have demonstrated the application of optimal filters to simple object detection also. We
have implemented code (COMB) to generate simulations on the sphere of objects embedded in a
stochastic background process. Using this mock data we have tested a simple object detection
algorithm based on thresholding the optimal filtered field. This simple object detection strategy
is implement in the S2FIL package and has been demonstrated to perform well, even at low
SNR.
In the future we intend to develop more sophisticated detection classification schemes using
the optimal filtered field. Moreover, for steerable template profiles the use of steerable optimal
filters is expected to improve considerably the performance of object detection in cases of varying source orientation. In addition, we intend to quantify the perform of the resulting object
detection algorithms and apply these to real CMB data to search for cosmic strings (cf. [122]),
a theoretically postulated but as yet unobserved phenomenon (for a recent review see [53]).
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(a) Simulated sky

(b) Actual objects

(c) Recovered objects

Figure 7.9: Embedded object simulation and recovered objects for a range of SNRs, Nγ = 1 and Nσ = 2.5.
See Table 7.2 for the actual and recovered parameters of the embedded sources.

(a) Simulated sky

(b) Actual objects

(c) Recovered objects

Figure 7.10: Embedded object simulation and recovered objects for SNR = 0.4, Nγ = 5 and Nσ = 3.0.
See Table 7.3 for the actual and recovered parameters of the embedded sources.

(a) Simulated sky

(b) Actual objects

(c) Recovered objects

Figure 7.11: Embedded object simulation and recovered objects for SNR = 0.4, Nγ = 5 and Nσ = 2.5.

(a) Simulated sky

(b) Actual objects

(c) Recovered objects

Figure 7.12: Embedded object simulation and recovered objects for a range of SNRs, Nγ = 5 and Nσ = 2.5.
See Table 7.4 for the actual and recovered parameters of the embedded sources.

CHAPTER

8

Conclusions

The CMB provides a unique imprint of the early universe and as such contains a wealth of cosmological information. Observations of the CMB may therefore be used to test the cosmological
concordance model. Full-sky CMB observations are inherently made on the celestial sphere,
hence the geometry of the sphere must be taken into account in the analysis of full-sky maps. In
this thesis we have extended a number of Euclidean analysis techniques to a spherical manifold.
Moreover, we have applied these new techniques to analyse the CMB in order to constrain and
test the cosmological concordance model.
Wavelets are a powerful signal analysis tool. In order to realise the benefits that may be
gained from a wavelet analysis of full-sky CMB maps we have addressed the extension of a
wavelet analysis to a spherical manifold. We have reviewed the CSWTI construction developed
by [5–8, 22, 57, 210], and made the extension to anisotropic dilations. Although anisotropic
dilations are of practical use, one does not achieve a wavelet basis in this setting since perfect
synthesis of the original function cannot be performed. In the construction of the CSWTI the
extension of a wavelet analysis to the sphere is made by making associations with the plane
through the stereographic projection operator.
We have derived a new directional continuous wavelet analysis on the sphere, the CSWTII .
This new methodology has the advantage that all functions and operators are defined on the
sphere directly, rather than through associations made with the plane. We have derived the
synthesis formula in this framework, proving that a function may be reconstructed perfectly
from its wavelet coefficients. It remains to be seen if the elegance of this construction leads to
practical benefits and this is a topic of future research.
The extension of a wavelet analysis to spherical geometry is of important theoretical interest
in its own right, however such an analysis has a number of interesting practical applications also.
In order to pursue these applications on data-sets of practical size, however, it is imperative to
have fast algorithms to perform the analysis; a direct implementation is simply not feasible. We
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have derived and evaluated a fast directional CSWT algorithm to perform the wavelet analysis.
This algorithm is based on the fast spherical convolution algorithm of [204], which is turn is based
on the factoring of rotations presented in [163]. We have presented also an additional derivation
of the fast spherical convolution algorithm that relies on a Wigner d-function relation. The
fast CSWT algorithm has facilitated the spherical wavelet analyses performed throughout this
thesis.
A number of works have recently highlighted deviations in the WMAP data from the standard
assumptions of Gaussianity and isotropy. Deviations from the standard assumptions may arise
in non-standard inflationary models or in various cosmic defect situations, thus evidence for such
deviations would suggest non-standard scenarios.
We have used a directional spherical wavelet analysis to probe the WMAP for deviations from
Gaussianity. Wavelets are a particularly useful analysis tool for testing non-Gaussianity due to
the spatial and scale localisation afforded by the analysis, thereby ensuring non-Gaussianity at
certain locations and on certain scales is not concealed by the predominant Gaussianity of other
locations and scales. Moreover, a directional analysis enables one to probe oriented structure
in the data. The analysis highlighted significant deviations from Gaussianity in the WMAP1
and WMAP3 data. Preliminary tests were performed to investigate whether noise, foregrounds
or systematics were responsible for the detections made. These factors were found not to be
responsible. As mentioned, a wavelet analysis inherently provides spatial localisation, thus it
was possible to localise on the sky those regions most likely to contribute significantly to the
non-Gaussianity detected. Once these regions were removed, the deviations from Gaussianity in
the WMAP data were eliminated, suggesting that these localised regions are indeed the source
of detected non-Gaussianity. A direct analysis of the localised regions is left for future work.
It may be the case that the deviations from Gaussianity detected by the directional spherical
wavelet analysis are due to systematics or unremoved foreground contributions, nevertheless if
they are indeed of cosmological origin this would have profound implications for the standard
cosmological model.
One possible origin of the non-Gaussianity detected in the WMAP data is that the universe
exhibits a global rotation and shear. Relaxing the assumption of isotropy about each point in
the universe leads to the Bianchi models. In these models a characteristic signature typified by
a swirl-like pattern is induced in the CMB anisotropies.
We have implemented simulations to compute the CMB contribution induced in Bianchi VIIh
models when neglecting and also when incorporating dark energy contributions. The simulation
implemented when ignoring dark energy is based on the solutions to the Bianchi VIIh model
derived by [14], with some minor (most likely typographical) errors corrected in the harmonic
representation. The simulation implemented to incorporate dark energy contributions is based
on the solutions to the Bianchi VIIh model derived by Anthony Lasenby.
Using these simulations we have re-addressed the template fitting problem to determine
whether there is evidence to support the existence of a Bianchi template embedded in the
WMAP data. A statistically significant template was detected recently by [97, 99], however
we take a more rigorous approach to the template fitted problem by posing it in full Bayesian
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framework and using MCMC sampling to investigate the parameter space. A similar best-fit
template to that determined by [97,99] was found in the WMAP data, although the Bianchi parameters do differ slightly. The best-fit templates determined are inconsistent with concordance
cosmology and, as a consequence, Bianchi VIIh models may be ruled out as the physical origin
of the templates. Moreover, inconclusive evidence exists to support or refute the inclusion of a
Bianchi template in the WMAP data, although the inclusion of a Bianchi component is weakly
disfavoured by the data.
Regardless of the weak evidence against the inclusion of a Bianchi template, the best-fit
Bianchi template found by [97] was nevertheless used to correct the WMAP1 data to determine
if it was responsible for the detection of non-Gaussianity discussed previously. Correction of the
best-fit Bianchi template eliminates the detections of non-Gaussianity observed in the kurtosis of
spherical wavelet coefficients but not those made in the skewness. Indeed, the highly significant
deviation from Gaussianity detected remains. The central cold contribution of the best-fit
Bianchi template aligns closely with the cold spot detected by [49–51], which may explain the
elimination of the non-Gaussianity observed in the kurtosis.
Bianchi models that exhibit a small universal shear and rotation are an important, alternative
cosmology that warrant investigation and, as has been shown, can account for some detections of
non-Gaussian signals. However, evidence for the inclusion of the best-fit template is inconclusive
and the template is incompatible with concordance cosmology.
Despite differences between competing models that attempt to describe finer cosmological
details, the cosmological concordance model is now reasonably well established. At this point,
the confirmation of the fiducial ΛCDM model by independent physical methods is of particular
interest. One such approach is through the ISW effect. The ISW effect is present only in a
non-flat universe or in a flat-universe with a dark energy component. Since strong constraints
have been placed on the flatness of the universe by WMAP, a detection of the ISW effect is
therefore direct, independent observational evidence for the existence of dark energy. Moreover,
any detection made may be used to constrain dark energy parameters.
The ISW effect may be detected by cross-correlating the CMB with tracers of the local matter
distribution. A detection of large-scale positive correlation is indicative of the ISW effect. The
cross-correlations induced by the ISW effect are likely to be localised both in scale, space and
orientation, thus a directional wavelet analysis is an ideal tool to search for such correlations.
We have defined a wavelet space covariance estimator that may be used to detect crosscorrelation between the data. Furthermore, we have derived a theoretical prediction for this
estimator for a given cosmological model. Theoretical predictions may then be compared to
the data in order to constrain the underlying cosmological model. Applying this analysis to
the WMAP1 and NVSS data we have detected the ISW effect at the 3.9σ level, corresponding
to a significance of ≥ 99.9%. This is the most significant detection of the ISW effect made to
date. Foregrounds and systematics have been analysed and do not appear to be responsible
for this detection. The wavelet analysis allows one to localise those regions on the sky that
contribute most strongly to the cross-correlation observed. These regions do not appear to be
the sole source of the correlation, suggesting that the detection is not due to a few localised highly
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correlated regions but rather due to weak correlations over the entire sky. This is consistent with
predictions made by the ISW effect. The detection of the effect has been used to constrain dark
energy parameters. Parameters estimates are obtained that are in agreement with estimates
made using other analysis techniques and data-sets. Finally, for the case of a pure cosmological
constant, a dark energy density of ΩΛ < 0.1 has been ruled out at > 99% significance, confirming
the existence of dark energy.
The power of the directional spherical wavelet analysis has been demonstrated by the highly
significant detection of the ISW effect that has been made. The wavelet covariance estimator
may be applied to other applications, such as searching for the SZ effect. An additional avenue
of research would be to extend the analysis to investigate perturbations in the dark energy fluid
and to attempt to constrain the sound speed of dark energy.
The wavelet analyses discussed above have been demonstrated to perform well, resulting
in highly significant detections of physical processes. Although is it possible to investigate the
properties of different wavelets for the application at hand, the choice of the particular wavelet
to use is not well defined. We have addressed this problem in the context of object detection by
deriving optimal filters on the sphere. Filtering on the sphere is essentially the generalisation of
the CSWT analysis formula for a more general class of filter kernels that may not necessarily
classify as wavelets. Consequently, the original signal may not be reconstructed from the filtered
field, however for many applications this is not required.
Detecting compact objects embedded in a stochastic background process is a problem commonly encountered in many branches of physics and signal processing. In an astrophysical
setting, observations of the CMB may be contaminated by localised foreground emission, such
as those due to point sources or the SZ effect. One solution to this problem is to filter the
observed field to enhance the contribution of the localised objects relative to the background.
This problem has been studied extensively in Euclidean space, however to perform a full-sky
analysis optimal filter theory must be extended to a spherical manifold. We have derived the
optimal MF and SAF on the sphere in the case of non-azimuthally symmetric source profiles.
These general filters reduce to the azimuthally symmetric case when the additional assumption
of azimuthal invariance is imposed and, in the flat, continuous limit, reduce the the equivalent
filters derived on the plane.
Although the focus of this work was on extending the theory of optimal filtering to the
sphere, we have demonstrated the application of this theory to simple compact object detection
also. Using simulated mock data we have demonstrated a simple object detection strategy based
on thresholding of the filtered field, which performs well even at low SNR.
The simple object detection strategy applied here is suitable to demonstrate optimal filter
theory on the sphere, however scope exists to develop more sophisticated detection classification
schemes using the filtered field. For example, the Neyman-Pearson test, where one maximises the
detection probability given the probability of false detection, could be applied. This extension
is likely to improve the performance of the simple object detection experiments demonstrated
here and will be pursued in future work. Moreover, for certain classes of template functions
which are steerable, one may use steerable filters to extract a single orientation over the domain
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of all continuous orientations. This is expected to improve considerably the performance of
object detection in cases of varying source orientation, to the extent that one would expect the
performance to match that of cases where the source orientation is known. The resultant object
detection algorithms should be tested on simulated data to quantify their performance, before
they are applied to real data. An interesting first application would be to examine the CMB for
cosmic strings, a theoretically postulated but as yet unobserved phenomenon.
Throughout this thesis we have been concerned with the analysis of cosmological observations
made on the celestial sphere. We have derived new harmonic analysis techniques that live on
a spherical manifold, which are of both theoretical and practical interest. The importance of
correctly accounting for the geometry of the sphere in practical analyses of full-sky CMB data
has been demonstrated by the highly significant detections of physical processes that have been
made using these new techniques. These new analysis techniques, and the analyses that they
afford, therefore provide a small but important contribution to help us to better understand and
constrain the cosmology of the universe that we inhabit.
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APPENDIX

A

Errors on significance levels

In this appendix the standard deviation of a significance level determined from Monte Carlo
(MC) simulations is derived. Suppose one performs n independent MC simulations. Let p
denote the probability that an MC simulation chosen at random has a value for some test
statistic that is larger that the corresponding value derived from the real data (hence p is the
underlying significance one attempts to estimate). Choosing an MC simulation at random and
defining whether it has a test statistic greater than that of the data corresponds to a Bernoulli
trial with a probability of success equal to p.
Suppose one observes x successes in the n MC simulations. The likelihood for x is
Pr(x|p) = n Cx px (1 − p)n−x .
The maximum likelihood (ML) estimate p̂ of p is most easily given by maximising the loglikelihood:

∂lnPr(x|p)
∂p

=0

⇒

p̂ =

p=p̂

x
,
n

which recovers the intuitive result. Approximating the shape of the likelihood near its peak by
a Gaussian, the standard deviation of p̂ may be approximated by
#−1/2

"

∂ 2 lnPr(x|p)
σp̂ = −
∂p2

r
=

p=p̂
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x(n − x)
.
n3
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APPENDIX

B

Bianchi type VIIh representations

In this appendix we do not attempt to solve the geodesic equations of the Bianchi VIIh model but
rather refer to reader to [14] for details. Enough detail on the induced temperature fluctuations
is presented here so that the interested reader may re-produce simulated maps. Only solutions
to the Bianchi VIIh model in the absence of dark energy are presented here.
Analytic forms are given to compute the Bianchi-induced temperature fluctuations directly
in either real or harmonic space. We correct some errors (most likely typographical) in [14] in the
analytic form of the harmonic space representation. Different representations are preferred for
different applications, hence the ability to compute directly in the space required is obviously of
benefit. The efficiency of computing in either space is not markedly different, however computing
the harmonic coefficients directly does have some advantages. For instance, the θ resolution
required to compute numerically some integrals (specifically, (B.4) and (B.5)) is independent of
the resolution of the real space map, and typically the integrals may be computed accurately
for a relatively low θ resolution. Moreover, the rotation may be performed considerably more
efficiently and accurately1 in harmonic space. Finally, the Bianchi-induced fluctuations have a
low band-limit, thus harmonic coefficients need only be computed for a relatively low `max .

B.1 Real space representation
The temperature fluctuations induced in the Bianchi type VIIh model are given by
σ
∆T
(θ0 , φ0 ) =
{[A(θ0 ) + B(θ0 )] sin(φ0 ) + κ [B(θ0 ) − A(θ0 )] cos(φ0 )} ,
T0
H 0

(B.1)

where θ0 and φ0 specify the direction of the incoming photon, which is related to the observing
angles by θob = π − θ0 and φob = π + φ0 (see Section 5.1 for a discussion of the parametrisation
1

A finite point set on the sphere that is invariant under rotations does not exist, thus arbitrary rotations
cannot be performed exactly in real space on a pixelised sphere.
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of the Bianchi VIIh model). A(θ0 ) and B(θ0 ) are defined by
A(θ0 ) = C1 sin(θ0 )
n
o
− C1 C2 (θ0 ) cos [ψ(τE , θ0 )] − 3h1/2 sin [ψ(τE , θ0 )]


Z τ0
s(τ, θ0 ) 1 − s2 (τ, θ0 ) sin [ψ(τ, θ0 )]
+ C3
dτ
[1 + s2 (τ, θ0 )]2 sinh4 (h1/2 τ /2)
τE
and
B(θ0 ) = 3h1/2 C1 sin(θ0 )
n
o
− C1 C2 (θ0 ) sin [ψ(τE , θ0 )] + 3h1/2 cos [ψ(τE , θ0 )]


Z τ0
s(τ, θ0 ) 1 − s2 (τ, θ0 ) cos [ψ(τ, θ0 )]
− C3
dτ
,
[1 + s2 (τ, θ0 )]2 sinh4 (h1/2 τ /2)
τE
where one integrates over the photon path in conformal time τ from photon emission (last
scattering surface)

τE = 2h−1/2 sinh−1 

Ω−1
total

−1
1 + zrec

!1/2 
,

to observation
h
i
1/2
τ0 = 2h−1/2 sinh−1 (Ω−1
−
1)
.
total
The terms C1 , C2 (θ0 ), C3 are defined by
C1 = (3Ωtotal x)−1 ,
C2 (θ0 ) =

2 s(τE , θ0 ) (1 + zrec )
,
1 + s2 (τE , θ0 )

and
C3 = 4h1/2 (1 − Ωtotal )3/2 Ω−2
total .
The functions s(τ, θ0 ) and ψ(τ, θ0 ) are defined by
s(τ, θ0 ) = e−h

1/2 (τ −τ )
0

tan(θ0 /2)

and
h
i
1/2
ψ(τ, θ0 ) = (τ − τ0 ) − h−1/2 ln sin2 (θ0 /2) + e2h (τ −τ0 ) cos2 (θ0 /2) .
At a sacrifice to notational simplicity, but, we hope, to add clarity, we have made the dependence
on all variables that are not intrinsic Bianchi parameters explicit in all functions.

The induced swirl pattern described by these equations is centred on the south pole. Obviously, the centre of the swirl may by located at any position in the coordinate system, thus a final
rotation is required to describe fully any possible realisation of the Bianchi-induced temperature
fluctuations.
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B.2 Harmonic space representation
We derive the analytic form of the spherical harmonic coefficients of the Bianchi-induced temperature fluctuations in this section. Due to the low frequency structure of the Bianchi temperature
fluctuations, both globally and azimuthally, the band-limit of harmonic coefficients is low in both
` and m. Thus, computing simulated temperature fluctuations may be performed efficiently and
more accurately in harmonic space.
We represent the Bianchi-induced temperature fluctuations by their spherical harmonic coefficients

Z
a`m =

dΩ(θ, φ)
S2

∆T
∗
(θ, φ) Y`m
(θ, φ) .
T0

(B.2)

If one adopts the photon, rather than observing angles, for the temperature fluctuations a factor
of (−1)`+m is introduced:
Z
ã`m =

dΩ(θob , φob )
S2

∆T
∗
(θ0 , φ0 ) Y`m
(θob , φob ) = (−1)`+m a`m .
T0

Substituting the expression for the temperature fluctuations given by (B.1) into (B.2) yields
σ

a`m =

H

where

s
I`A

=

and

s
I`B

=

0

π[mκ(I`A − I`B ) + i(I`A + I`B )]δm,±1 ,

2` + 1
4π`(` + 1)

Z

2` + 1
4π`(` + 1)

Z

(B.3)

π

dθ sin θ A(θ)P`1 (cos θ)

(B.4)

dθ sin θ B(θ)P`1 (cos θ) .

(B.5)

0

π

0

In the derivation of (B.3) we have made use of the following relations:
Z

2π

dφ sin φ e−imφ = −imπ δm,±1 ,

0

Z

2π

dφ cos φ e−imφ = π δm,±1

0

and the associated Legendre function relation given by (2.22). Notice that the minimal azimuthal
structure of the induced temperature fluctuations ensures that the harmonic coefficients are nonzero for m = ±1 only. For completeness, we also state the analytic form for the power spectrum
of the Bianchi-induced fluctuations:
C` =


4π 2  σ 2  A 2
(I` ) + (I`B )2 .
2` + 1 H 0

(B.6)

The swirl pattern of the induced temperature fluctuations is again centred on the south pole
in the expression given by (B.3). The required rotation may be performed in harmonic space
directly, noting that the spherical harmonics of a rotated function are related to the harmonics
of the original function by (2.47). The harmonic coefficients of the rotated Bianchi-induced
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temperature fluctuation map simply reduce to
`
`
arot
`m = Dm,−1 (α, β, γ) a`,−1 + Dm,+1 (α, β, γ) a`,+1 ,

since the harmonic coefficients of the original map are non-zero for m = ±1 only.

(B.7)

APPENDIX

C

Theoretical directional spherical wavelet covariance

When using azimuthally symmetric wavelets the spherical harmonic coefficients of the spherical
wavelet transform may be written simply as the product of the signal and wavelet harmonic
coefficients. This is not the case when using directional wavelets (i.e. wavelets that are not
azimuthally symmetric). For this reason the theoretical form of the azimuthally symmetric
wavelet covariance estimator derived by [198] is not extended trivially to directional wavelets.
We derive here the theoretical directional spherical wavelet covariance. For simplicity, and
without loss of generality, we ignore beam and pixel window functions in the analysis (which,
in any case, may easily be put in by hand at the end if required).
Firstly, we derive an expression for the real space angular correlation function:
∗

0

hN (ω) T (ω )i =

=

∞
X
`=0
∞
X
`=0

C`NT

`
X

∗
Y`m (ω) Y`m
(ω 0 )

m=−`

2` + 1
P` (ω · ω 0 ) C`NT ,
4π

(C.1)

where we have made use of (6.1) and also the addition theorem for spherical harmonics given
by (2.31). Using (C.1) one may write the theoretical wavelet covariance as
hWψN (a, b, ρ) WψT∗ (a, b, ρ)i
Z Z
∗
=
dΩ(ω) dΩ(ω 0 ) ψa,b,ρ
(ω) ψa,b,ρ (ω 0 ) hN (ω) T ∗ (ω 0 )i
S2

=

S2

∞
X
2` + 1
`=0

4π

C`NT

Z Z
S2

S2

∗
dΩ(ω) dΩ(ω 0 ) ψa,b,ρ
(ω) ψa,b,ρ (ω 0 ) P` (ω · ω 0 ) .

(C.2)

Assuming ergodicity, one may relate (C.2) directly to the wavelet covariance estimator. Furthermore, under the assumption that both the CMB and galaxy density fields are isotropic, the
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wavelet covariance is independent of the choice of the position and orientation of the wavelet,
hence one may set the rotation of the wavelet to zero, i.e. ρ = 0. Thus one finds
XψNT (a, b, γ)

∞
X
2` + 1

=

4π

`=0

where

Z

`

C`NT

Z
S2

∗
dΩ(ω) G` (ω) ψa,b
(ω)

(C.3)

dΩ(ω 0 ) P` (ω · ω 0 ) ψa,b (ω 0 ) .

G (ω) =
S2

Notice that the theoretical wavelet covariance specified by (C.3) is independent of the orientation of the analysis (i.e. it is independent of γ). The assumption of isotropy does not imply
that the fields considered cannot contain localised anisotropic structure, thus individual wavelet
covariance estimators obtained from the data will vary over orientations but the theoretical
prediction for each orientation will be the same when considering the statistics of the aggregate
fields. Essentially, a number of samples of a statistic are obtained for which a single theoretical
prediction exists, thereby actually increasing the performance of any subsequent comparison between the data and theoretical predictions. Directional wavelets are therefore still advantageous
in probing localised oriented structure in the data.
Now we consider the spherical harmonic coefficients of G` (ω). Since P` (ω · ω 0 ) is azimuthally
symmetric it should be possible to write the spherical harmonic coefficients of G` (ω) simply in
terms of the harmonic coefficients of the wavelet:
Z
G``0 m0 =
dΩ(ω) G` (ω) Y`∗0 m0 (ω)
=

S2
∞
X

00

`
X

(ψa,b )`00 m00 I``00 `0 m00 m0 ,

`00 =0 m00 =−`00

where
I``00 `0 m00 m0

Z Z
=
S2

S2

Z Z
=
S2

×

dΩ(ω) dΩ(ω 0 ) P` (ω · ω 0 ) Y`∗0 m0 (ω) Y`00 m00 (ω 0 )
dΩ(ω) dΩ(ω 0 )

S2
`
X

4π
2` + 1

∗
Y`m (ω) Y`m
(ω 0 ) Y`∗0 m0 (ω) Y`00 m00 (ω 0 )

m=−`

=

4π
δ``0 δ``00 δm0 m00 ,
2` + 1

and we have again made use of the addition theorem for spherical harmonics given by (2.31).
The last line follows from the orthogonality of the spherical harmonics defined by (2.29). Thus,
the harmonic coefficients of G` (ω) are given by
G``0 m0 =

4π
(ψa,b )`0 m0 δ``0 .
2` + 1

(C.4)

The final expression for the theoretical wavelet covariance may now be derived in terms of
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the wavelet spherical harmonic coefficients and the theoretical CMB-galaxy density cross-power
spectrum. Expanding G` (ω) in (C.3) into its spherical harmonic decomposition yields
XψNT (a, b, γ)

=

∞
X

C`NT

`=0

=

∞
X
`=0

`
X
m=−`

C`NT

`
X

Z
(ψa,b )`m
S2

∗
dΩ(ω) Y`m (ω) ψa,b
(ω)

|(ψa,b )`m |2 ,

(C.5)

m=−`

∗ (ω) by its harmonic expansion and noting again
where the last line follows from representing ψa,b

the orthogonality of the spherical harmonics (2.29). For the case of azimuthally symmetric
wavelets the m-modes of the spherical harmonic coefficients of the wavelet are non-zero for m = 0
only, thus (C.5) reduces to the form given by [198] (the (2` + 1)/4π discrepancy arises since [198]
use Legendre, rather than spherical harmonic coefficients). We have therefore obtained a simple
form, that may be computed easily, for the theoretical wavelet covariance of directional wavelets
in terms of the wavelet spherical harmonic coefficients and the cross-power spectrum.
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APPENDIX

D

An additional associated Legendre recurrence relation

In this appendix we derive an additional associated Legendre function recurrence relation that
is used in Chapter 7 in deriving the SAF on the sphere. We require a recurrence relation that
relates

d
m
dx P` (x)

to associated Legendre functions with superscript index m only, not m ± m0

like that given by (2.26), and to subscript indices greater than `. In order to derive a recurrence
relation of the desired formed we make use of all of the usual recurrence relations given by
(2.23)–(2.26).
We begin by using (2.23) to remove the m + 1 superscript dependence from (2.26), obtaining
2(1 − x2 )1/2

d m
P (x) =
dx `

2mx
P`m (x) − [`(` + 1) − m(m − 1)
1/2
2
(1 − x )
+ (` + m)(` − m + 1)] P`m−1 (x) .

The m − 1 superscript dependence may then be removed using (2.25) to give
2(1 − x2 )1/2

d m
P (x) =
dx `

2mx
P m (x) − [`(` + 1) − m(m − 1)
(1 − x2 )1/2 `
m (x)
P m (x) − P`−1
+(` + m)(` − m + 1)] `+1
.
(2` + 1)(1 − x2 )1/2

To remove the ` − 1 subscript dependence, whilst retaining the superscript dependence on m
only, (2.24) may be substituted, yielding
2(1 − x2 )

d m
2(` + m)(` − m + 1)
P` (x) = 2mx P`m (x) −
dx
(2` + 1)(` + m)


m
m
× (` + m)P`+1 (x) − (2` + 1)xP`m (x) − (` − m + 1)P`+1
(x) .
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After a little algebra it is possible to rewrite this last equation as
(1 − x2 )

d m
m
P (x) = (` + 1)xP`m (x) − (` − m + 1)P`+1
(x) ,
dx `

which has the form of the recurrence relation required.

(D.1)
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for the detection of point sources. Mon. Not. Roy. Astron. Soc., 342:119–133, 2003,
astro-ph/0302245.
[13] R. B. Barreiro, P. Vielva, M. P. Hobson, E. Martı́nez-González, A. N. Lasenby, J. L. Sanz,
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The non-Gaussian cold

spot in WMAP: significance, morphology and foreground contribution. ArXiv, 2006,
astro-ph/0601427.
[52] S. Dahlke and P. Maass. Continuous wavelet transforms with applications to analyzing
functions on sphere. J. Fourier Anal. and Appl., 2:379–396, 1996.
[53] A.-C. Davis and T. Kibble. Fundamental cosmic strings. Contemporary Physics, 46:313–
322, 2005, hep-th/0505050.
[54] P. de Bernardis, P. A. R. Ade, J. J. Bock, J. R. Bond, J. Borrill, A. Boscaleri, K. Coble,
B. P. Crill, G. De Gasperis, P. C. Farese, P. G. Ferreira, K. Ganga, M. Giacometti,
E. Hivon, V. V. Hristov, A. Iacoangeli, A. H. Jaffe, A. E. Lange, L. Martinis, S. Masi, P. V.
Mason, P. D. Mauskopf, A. Melchiorri, L. Miglio, T. Montroy, C. B. Netterfield, E. Pascale,
F. Piacentini, D. Pogosyan, S. Prunet, S. Rao, G. Romeo, J. E. Ruhl, F. Scaramuzzi,
D. Sforna, and N. Vittorio. A flat Universe from high-resolution maps of the cosmic
microwave background radiation. Nature, 404:955–959, 2000, astro-ph/0004404.
[55] A. de Oliveira-Costa and M. Tegmark. CMB multipole measurements in the presence of
foregrounds. ArXiv, 2006, astro-ph/0603369.
[56] A. de Oliveira-Costa, M. Tegmark, M. Zaldarriaga, and A. Hamilton. The significance
of the largest scale CMB fluctuations in WMAP. Phys. Rev. D., D69:063516, 2004,
astro-ph/0307282.
[57] L. Demanet and P. Vandergheynst. Gabor wavelets on the sphere. In Proc. SPIE, volume
5207, pages 208–215, 2003.
[58] R. H. Dicke, P. J. E. Peebles, P. G. Roll, and D. T. Wilkinson. Cosmic black-body
radiation. Astrophys. J., 142:414–419, 1965.
[59] C. Dickinson, R. A. Battye, P. Carreira, K. Cleary, R. D. Davies, R. J. Davis, R. GenovaSantos, K. Grainge, C. M. Gutiérrez, Y. A. Hafez, M. P. Hobson, M. E. Jones, R. Kneissl,
K. Lancaster, A. Lasenby, J. P. Leahy, K. Maisinger, C. Ödman, G. Pooley, N. Rajguru,
R. Rebolo, J. A. Rubiño-Martin, R. D. E. Saunders, R. S. Savage, A. Scaife, P. F. Scott,
A. Slosar, P. Sosa Molina, A. C. Taylor, D. Titterington, E. Waldram, R. A. Watson, and

174

REFERENCES

A. Wilkinson. High-sensitivity measurements of the cosmic microwave background power
spectrum with the extended Very Small Array. Mon. Not. Roy. Astron. Soc., 353:732–746,
2004, astro-ph/0402498.
[60] P. Dineen, G. Rocha, and P. Coles. Non-random phases in non-trivial topologies. Mon.
Not. Roy. Astron. Soc., 358:1285–1289, 2005, astro-ph/0404356.
[61] A. G. Doroshkevich, P. D. Naselsky, O. V. Verkhodanov, D. I. Novikov, V. I. Turchaninov,
I. D. Novikov, P. R. Christensen, and L. Y. Chiang. Gauss–Legendre Sky Pixelization
(GLESP) for CMB maps. Int. J. Mod. Phys. D., 14(2):275–290, 2005, astro-ph/0305537.
[62] J. R. Driscoll and D. M. J. Healy. Computing Fourier transforms and convolutions on the
sphere. Advances in Applied Mathematics, 15:202–250, 1994.
[63] Q. Du, M. D. Gunzburger, and I. Ju. Constrained centroidal voronoi tessellations for
surfaces. SIAM J. Sci. Comput., 24:1488–1506, 2003.
[64] S. J. Dunlop and J. A. Peacock. The redshift cut-off in the luminosity function of radio
galaxies and quasars. Mon. Not. Roy. Astron. Soc., 247:19, 1990.
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[124] M. López-Caniego, D. Herranz, R. B. Barreiro, and J. L. Sanz. Filter design for the
detection of compact sources based on the Neyman-Pearson detector. Mon. Not. Roy.
Astron. Soc., 359:993–1006, 2005, astro-ph/0503148.
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